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Abstract

Time series analytics is the practice of determining future values of correlated
signals. In seminal works, time series were modeled using classical techniques
such as ARMA (autoregressive moving average), and its variants ARIMA (auto-
regressive integrated moving average). ARMA and its variant models often
fail to perform well with non-stationary time series data. State Space Models
(SSMs) have risen in the last few decades because they can overcome drawbacks
of ARMA systems and provides an uncertainty quantification, which is crucial
in time series point estimates and gives better-informed decisions. But SSMs
are well suited for applications where the structure of the time series is known
and understood in advance. They require the incorporation of structural and
statistical information on the model. Real-time problems involve noisy samples
with diverse sources; it can become difficult for SSMs to assume the model’s
structural details in advance.

In the last decade, various machine learning and deep learning techniques
have also gained attention in solving time series forecasting problems. The
structured neural network models, namely recurrent neural network (RNN) and
long short-term memory (LSTM), 1D-CNN, DeepAR, TFT, N-Beats, MFNN
are now considered as state-of-the-art in the resolution of stock forecasting
problems, due to their inherent ability for processing varying length sequences
and predicting future trends with no structural assumption in advance. It is
worth mentioning that the deep learning models require a rather large dataset
to learn parametric functions to forecast efficiently for unseen data. Moreover,
those techniques usually provide pointwise estimates without any measure of
uncertainty. Both approaches have their benefits but lack in one or other essential
aspects to dynamically model the time-series signals.

This thesis has two main objectives: 1) Propose more efficient algorithms
to forecast future time stamp signals dynamically, requiring no prior explicit
information on model parameters and a less data-hungry approach. 2) Estimate



uncertainty score for each future pointwise prediction for a time-series signal.
The work focuses on devising efficient implementation strategies for practical
use of the method in the context of stock market time series analysis. The Thesis
will walk you through the investigation conducted based on experiments on
actual financial data of the performance of the novel proposed approaches.

The first contribution proposes new modeling and inferential tool for dynami-
cal processing of time series. The approach is called recurrent dictionary learning
(RDL). The proposed model reads as a linear Gaussian Markovian state-space
model involving two linear operators, the state evolution and the observation
matrices that we assumed unknown. These two unknown operators (that can be
seen interpreted as dictionaries) and the sequence of hidden states are jointly
learnt via an expectation-maximization algorithm. The RDL model gathers
several advantages: online processing, probabilistic inference, and a high model
expressiveness, which is usually typical of neural networks. RDL is particularly
well suited for stock forecasting. Its performance is illustrated on two problems:
next-day forecasting (regression problem) and next-day trading (classification
problem), given past stock market observations.

Second, we propose sequential transform learning (STL). The proposed work
is a linear Gaussian Markovian state-space model involving state evolution,
observation matrices, and an exogenous control input. The resultant formulation
resembles loosely based on transform learning. The proposed work is made
recurrent, introducing a feedback loop where learnt transform coefficients for the
t'" instant is fed back along with the ¢ 4 1*! sample. Furthermore, the formulation
1s made supervised by the label consistency cost. The approach differs from RDL
due to presence of an exogenous input, which helps to establish more informed
prior for state-space evolution. Our approach keeps the best of two worlds,
marrying the interpretability and uncertainty measure of signal processing with
the function approximation ability of neural networks. We have carried out
experiments on one of the most challenging problems in dynamical modeling —
stock forecasting.

Third, we propose Deep recurrent dictionary learning (DRDL). The proposed
work is developed to cater to bottlenecks experienced in recurrent dictionary
learning approach. The work overcomes the limitations of RDL and also dives
into multi-linear Gaussian state space. In this work, we combine the benefits of
both approaches(signal processing and neural network) by introducing a multi-
linear Gaussian SSM whose state and evolution operators can be learnt from

i



the data. We propose factorized forms for the state and evolution operators to
cope with possible non-linearity in the observed data and the hidden state. We
also introduced expectation-maximization method combined with an alternating
block strategy to estimate each involved factor while jointly performing the state
inference, generalizing our previous work (Recurrent Dictionary Learning).

Fourth, we propose Deep sequential transform learning. The proposed method
is a deep network to model multi-linear Gaussian state space in the presence of
an exogenous input. In this work, we propose to model non-linearity using a
deep factor model. Thus the proposed approach is a multi-linear Gaussian state
space involving state evolution, observation matrices, and an exogenous control
input modeled as a deep latent factor model. The model is also made recurrent by
introducing a feedback loop where learnt deep factor model parameters for the
t'" instant is fed back along with the ¢ + 1% sample. The method is developed to
overcome the limitations of the Sequential transform learning model and explore
the multi-linear Gaussian state-space model in the presence of exogenous input,
which differentiates it from the DRDL approach. The method keeps the best
of both worlds — the interpretability and ability of SSMs to yield uncertainty
estimates with the flexibility of RNNs to learn the underlying operators from the
data. This work takes up one of the most challenging problems of today’s age —
predicting the prices of cryptocurrencies.

The motive of the work presented in this thesis i1s to propose efficient al-
gorithms to forecast future time stamp signals dynamically, simultaneously
estimating uncertainty score with each pointwise prediction to offer a more
informed prediction for future time-series signals.
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Chapter 1

Introduction

Over the past few decades, modeling the time series signals has remained chal-
lenging for researchers. Numerous studies [ |,2] reveal there is a typical repeating
pattern that are observed in data collected sequentially over time. These pat-
terns can be explored and analyzed to forecast the future behavior of time-series
signals. Time series is based on an elementary presumption that correlation
between the sequential points in time can be modeled in terms of the dependence
of current values on past values. Time series analysis helps us to model the
stochastic behavior to predict or forecast the future series based on the historical

data and other related factors.

Stock Forecasting is one of the challenging applications in the time-series
domain. Researchers/Investors observe weekly interest rates, daily closing stock
prices, monthly price indices, yearly sales figures, and so forth. Economists
forecast the future closing price, percentage change in prices, and common

repeating patterns in certain quarters based on the observed historical prices.



The stock market has always been challenging due to its very volatile nature
and a high dependence on various macro and microeconomic factors like social,
political, psychological, and economic variables [3]. Due to its high applicative
impact, stock forecasting has been deeply investigated for several decades [4—8].
This thesis will walk you through insights into the bottlenecks in forecasting
time series signals. The thesis will help readers understand the importance of
forecasting time series signals in the domain of stock market analysis. The
potentials and limitations of existing methods are discussed in detail, describing
the need for more novel approaches to forecast and model time series given the

limited time frame to forecast unseen future behaviors.

1.1 Problem Statement

The research problem addressed in this thesis is concerned with the task of
predicting the future behaviour of time series signal dynamically. We also
focus on providing the uncertainty score for each point wise prediction. The
novel approaches proposed for predicting the time series are applied on very
challenging application in real time ie., stock market. The aim is to offer more

informed decision to the practitioner/investor in taking risk with stock market.



1.2 Related Work

1.2.1 From ARMA models to state-space models

Classical statistical time series modeling and analysis mostly assumed stationary
stochastic processes. An important class of models and related methods is the
autoregressive moving average (ARMA) models, which have been deeply studied
in the literature and widely applied in countless relevant applications. A survey
of these conventional techniques in stock forecasting can be found in [9]. Despite
their wide applicability, ARMA-based methods present several disadvantages.
First, it is well known that such techniques have a linear nature and they imposed
additivity in the residuals, which limits their flexibility to model complex non-
linear non-additive processes. ARMA models moreover often fail to perform
well with non-stationary time series data. The autoregressive integrated moving
average (ARIMA) are a wider class of models, developed to overcome some
of the aforementioned limitations of ARMA models. There are a few studies
that use Box-Jenkins techniques for stock forecasting [10—13]. Box-Jenkins
method deploy ARMA and ARIMA model in a diagnostic manner. The iterative
process involves identification, estimation, and diagnostic check to evaluate the
fitted models for the available data. This approach evaluates which parts of the
time series require can be improved. Box-Jenkins methods help to control the

overfitting, which is essential for improving the modeling task.

However, ARIMA models still present some limitations, e.g., when dealing

with the volatility clustering or fat tails in the noise distributions [14]. Moreover,



the ARIMA models can behave unstably in misspecified models. The main
disadvantage of such a Box-Jenkins class of techniques was that it could only
handle smooth variations in the data [15, 16]. To overcome the limitations of
ARIMA models, regressors were introduced along with current data. These
class of models was named as ARIMAX. ARIMAX models often improve
the forecasting performance [17]. The main limitation of ARIMAX is the
assumed linear relationship between the predictor and the target variable. The
model cannot deal with multi-colinearity in the data. Moreover, the inclusion
of more regressors for the forecasting task (for the variable of interest and other
time-series information) often results in a model overfitting. Finally, a generic
limitation of all previous models is the lack of latent variables, which clearly

limits the expressiveness of the resulting models.

In the last decades, ARIMA models and its successive variants have been
replaced with state-space models (SSMs) in many challenging applications,
especially for modeling complex spatial-temporal processes. SSMs describe the
evolution of a hidden state that evolves over discrete time steps (in principle, in
a Markovian manner, but this can be easily extended) [18]. At each time step,
an observation related to the given state is received. When the SSMs are linear
and with AWGN, the Kalman filter provides the sequence of posterior (filtering)
distributions of the hidden state given the previous data (plus some other distri-
bution of interests, such as predictive distributions of different quantities) [19].
The Kalman filter allows for the computation of those pdfs, which are Gaussian,

in a sequential (hence efficient) manner, processing each observation at each



time step, without the need of reprocessing past observations [19,20]. Based
on the Kalman algorithm, one can compute the sequence of smoothing distri-
butions (pdf of a hidden state given all observations), which are also Gaussian
in the case of the linear-Gaussian model, although in this case, the algorithm
requires re-processing all observations. Both algorithms are described in the
next section, and more details can be found in [18]. There exist some works
considering the linear-Gaussian SSM for stock forecasting [2 |—23].Note that an
important limitation of the linear-Gaussian model is the need to know not only
the noise covariances but also the linear operators of the model. In real world
applications, this is rarely the case, which prevents a wider application of this

useful model [ 18, Chapter 12].

When the SSM is non-linear (but the noise is still Gaussian), approxima-
tions are needed. For instance, the extended Kalman filter [24,25] or unscented
Kalman filter [26] have been proposed to perform the inference tasks in such
generic models. The difference between the EKF and the UKF is that, the former
approximates about only the mean while the latter approximates about several
points including the mean. The Unscented Kalman Filter works on the concept
of Sigma Points. Some points are taken on source Gaussian and mapped on
target Gaussian after passing points through some non linear function and then
the new mean and variance of transformed Gaussian is calculated. This is why
UKEF is supposed to improve the results over EKF. The detailed explanation and
mathematical formulation can be referred here [27]. However, these Kalman-

based extensions still present several limitations both in the performance but also



in the range of SSMs where they can be used. Arguably, the most comprehensive
tools for inferring the posterior distributions of interests in generic SSMs are the
family of particle filters (PFs) [28—33]. PFs have shown outstanding performance
where the models have high degree of uncertainty. This Monte Carlo technique
can deal with virtually any SSM, including non-linearities and non-Gaussian
non-additive noises, often at the expense of increasing the computational com-
plexity. Recent works on PF allow to develop more efficient filters that require
fewer particles [34,35]. Other methods allow for an online adaptation on the
number of particles in an online manner [36, 37]. It is worth noting that while
more sophisticated models (than the linear-Gaussian one) are useful for advanced
applications, this is at the expense of complicating the inference process, includ-
ing the loss of strong theoretical guarantees, the introduction of approximate
errors, and the increased computational complexity. This trade-off suggests that
staying within the Kalman framework while broadening the model capabilities
1s a research direction of high interest. Note that all these techniques provide

explicit uncertainty quantification in the estimates.

The modeling and prediction of time series have been applied to stock fore-
casting in the last five decades. However, there are relatively few references
on the topic (compared to its wide application), arguably due to the secrecy
practices associated with this competitive field. A comprehensive work on the

application of Kalman filtering techniques for the said problem can be found

n [38].

Despite the simplicity and versatility of the Kalman model and filter, it can



also fail in many applications due to the linear-Gaussian restriction but also due
to the need of knowing the model at each time step. For instance, it is required
to know the linear operator that maps from the state at a given time step, to
the next time step. The Kalman model does not necessarily impose that this
operator (or the operator that maps from the state to the observation at a given
time) must remain fixed over time, but the knowledge of different operators
at different times is then even more challenging. Knowledge about the model
and its estimation procedure is key for the effectiveness of the Kalman filter
in predicting future sequences. The above knowledge also helps for providing
interpretability to the model. Some works are devoted to estimate some particular
parameters, but dealing with model uncertainty in such context is considered
to be a tough problem [39-42]. This thesis focuses on developing methods
capable of learning time-varying states and observation models with the goal of
improving the prediction accuracy of Kalman filters applied to Stock prediction

problems.

1.2.2 Machine learning-based techniques

Several machine learning approaches, including neural network solutions, have
been proposed to address the problem of financial data prediction. A subset
of methods use temporal data over a given period as the input to a network
for prediction of data at later time points [7, 43—50]. These aforementioned
techniques thus work in a windowed fashion, by processing (possibly overlapped)

windows of the time series only modeling static data and fails to incorporate



more future time series in window, hence lacks dynamical modelling behavior.
In particular, support vector machines [8,51], MLP [52], random forests [53] and
deep learning [54—57] have been successfully used for stock forecasting. The
mentioned techniques rely on neural architectures which becomes complex with
the introduction of deep layers. These models process huge amount of data and
learn complex and highly nonlinear mapping functions from the data in a black
box manner. This is limitation to the generalizability of the models and can lead
to serious instability issues (e.g., in case of adversarial attacks). Moreover, the
learning strategy, requiring to solve non-convex stochastic optimization problem,

requires tedious parameter tuning and can be computationally expensive.

Recent studies also rely on a secondary source for stock forecasting, which
1s the textual information from either social networks or blogs [45—47]. Strictly
speaking these are not artificial intelligence techniques for stock forecasting;
they depend on human intelligence from blogs and posts. These techniques use
natural language processing to extract relevant information from already existing
secondary sources and predict based on the sentiment values associated with

those sources.

Models based on RNN such as [58-60], are now considered to be high-
performance state-of-the-art techniques to forecast time series due to their in-
herent property to memorize long sequences. RNNs can model the dynamical
system continuously without the need for windowing and are thus naturally suit-
able for financial time-series analysis. However RNNs suffer from the vanishing

gradient problem [61]. LSTM [62-64] is one such variant of RNNs, which is



popular due to its memory mimicking model that avoids the vanishing gradient
problem in RNN. Another derivative of RNN that does not suffer from its vanish-
ing gradient problem is GRU [65-68]. Let us note that 1D CNN performs better
over LSTM and RNN, as they are highly noise resistant models and have the
potential to extract highly informative and deep features which are independent
from time [69-71]. However, 1D CNNs are not suitable for continuous data
and for working in a sliding window fashion. The major advantage of neural
networks over SSM is their great function approximation ability. Nonetheless,
unlike SSM-based models, neural networks provide point estimates. They cannot
quantify the uncertainty about the point estimate. This is a crucial shortcoming

in applications such as stock trading.

1.3 Dataset Description

1.3.1 Stock Market

For Chapter2 to Chapter4, we consider dataset obtained from Yahoo finance
repository ! comprising of daily stock prices on a period of about 20 years
(between 01/01/1998 to 01/10/2019), for 185 stocks, and gathering stocks from
developed markets (USA, UK) and developing markets (India and China). The
financial markets of the USA and UK are considered the most advanced markets
in the world, while the financial markets of India and China are regarded as

new emerging markets. Such a mix of stocks sources is interesting, as the

"https://yahoo.finance.com
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investors are always curious to invest in a blend of advanced markets (i.e.,
developed markets) and emerging markets (i.e., developing markets) [72]. The
investments in developed markets promise some fixed good returns, whereas
investments in developing markets hold the potential of higher growth and
higher risks. Sampling the stock market with varying market scenarios such as
keeping a mix of advanced markets (top performers), and developing market (mid
performers), also aims at limiting the issue of occurrence of bias in the compared
computational models, while testing their robustness to different trends. The
diversification helps investors and researchers to explore the market and observe

model behaviour at critical points with highly non-stationary data [73].

1.3.2 Cryptocurrency Market

In Chapter5, we consider a cryptocurrency dataset comprising of ten cryp-
tocurrencies. The dataset is extracted from the Yahoo finance cryptocurrency
repository using Yahoo finance API 2. It consists of active cryptocurrencies rang-
ing from some old and new cryptocurrencies. The data extracted is about eight
years (between 01/01/2014 to 01/06/2021) for Litecoin, Namecoin, Dogecoin,
Peercoin, Bitcoin, Ripple, NXT. For Gridcoin and Ethereum, we extracted seven
years of data (between 01/01/2015 to 01/06/2021), the time of its first release
year. The dataset created is divided into train and test datasets. Training data is
from the year 2014 to 2018(2017 December). In contrast, testing data is from

2018 to 2021 1is used.

https://finance.yahoo.com/cryptocurrencies
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1.4 Research Contributions

Our contributions towards these objectives are as follows:

The first contribution proposes new modeling and inferential tool for dynamical
processing of time series. The approach is called recurrent dictionary learning
(RDL). The proposed model reads as a linear Gaussian Markovian state-space
model involving two linear operators, the state evolution and the observation
matrices that we assumed unknown. These two unknown operators (that can be
seen interpreted as dictionaries) and the sequence of hidden states are jointly
learnt via an expectation-maximization algorithm. The RDL model gathers
several advantages: online processing, probabilistic inference, and a high model
expressiveness, which is usually typical of neural networks. RDL is particularly
well suited for stock forecasting. Its performance is illustrated on two problems:
next-day forecasting (regression problem) and next-day trading (classification

problem), given past stock market observations.

Second, we propose sequential transform learning (STL). The proposed work
is a linear Gaussian Markovian state-space model involving state evolution,
observation matrices, and an exogenous control input. The resultant formulation
resembles loosely based on transform learning. The proposed work is made
recurrent, introducing a feedback loop where learnt transform coefficients for the
t'" instant is fed back along with the ¢ 4 1% sample. Furthermore, the formulation
1s made supervised by the label consistency cost. The approach differs from RDL

due to presence of an exogenous input, which helps to establish more informed
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prior for state-space evolution. Our approach keeps the best of two worlds,
marrying the interpretability and uncertainty measure of signal processing with
the function approximation ability of neural networks. We have carried out
experiments on one of the most challenging problems in dynamical modeling —

stock forecasting.

Third, we propose Deep recurrent dictionary learning (DRDL). The proposed
work is developed to cater to bottlenecks experienced in recurrent dictionary
learning approach. The work overcomes the limitations of RDL and also dives
into multi-linear Gaussian state space. In this work, we combine the benefits of
both approaches(signal processing and neural network) by introducing a multi-
linear Gaussian SSM whose state and evolution operators can be learnt from
the data. We propose factorized forms for the state and evolution operators to
cope with possible non-linearity in the observed data and the hidden state. We
also introduced expectation-maximization method combined with an alternating
block strategy to estimate each involved factor while jointly performing the state

inference, generalizing our previous work (Recurrent Dictionary Learning).

Fourth, we propose Deep sequential transform learning. The proposed method
is a deep network to model multi-linear Gaussian state space in the presence of
an exogenous input. In this work, we propose to model non-linearity using a
deep factor model. Thus the proposed approach is a multi-linear Gaussian state
space involving state evolution, observation matrices, and an exogenous control
input modeled as a deep latent factor model. The model is also made recurrent by

introducing a feedback loop where learnt deep factor model parameters for the
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t'" instant is fed back along with the ¢ 4+ 1% sample. The method is developed to
overcome the limitations of the Sequential transform learning model and explore
the multi-linear Gaussian state-space model in the presence of exogenous input,
which differentiates it from the DRDL approach. The method keeps the best
of both worlds — the interpretability and ability of SSMs to yield uncertainty
estimates with the flexibility of RNNs to learn the underlying operators from the
data. This work takes up one of the most challenging problems of today’s age —

predicting the prices of cryptocurrencies.
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Chapter 2

Recurrent dictionary learning for
state-space models with an application in

stock forecasting

This chapter presents the concept of Recurrent dictionary learning for state space
models. Recurrent dictionary learning (RDL) is applied to forecast and trade
stock market. Stock forecasting is a practice to determine the future net value of
a firm or any other asset whose value changes with time. However, analyzing
the stock market and following directional price trends is challenging. The stock
market is highly chaotic and lucrative because of which it has always been a

challenging problem for researchers.

In this work, we propose to bridge the gap between SSMs and machine
learning strategies, to propose a novel approach for multivariate time series
analysis in stock price forecasting and trading, called Recurrent Dictionary

Learning (RDL). The RDL model relies on a linear SSM-based method combined
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with a dictionary learning step [74]. Following the paradigm of RNN, the
model feeds back the representation (output) of the previous instant along with
the current input to generate the representation for the current instant. The
dictionary learning step allows to learn the model parameters (here, observation
and state matrices) from the data itself, instead of imposing explicit values for
them. Furthermore, due to the SSM framework, the method is able to provide
uncertainty measures on the estimates, whose interest will be illustrated in the
context of trading. The proposed RDL algorithm proceeds in two steps, by
following an expectation-maximisation strategy. In the expectation step, the
estimate and the associated uncertainty are computed, while in the maximization

step, those quantities are used to update the dictionaries.

2.1 Proposed method

In SSM-based approaches mentioned earlier in section 1.2, we need to make
structural assumptions of the observation and hidden static models, before per-
forming the inference. This is unrealistic in stock market modeling due to the
highly volatile data. On the other hand, neural network models are capable of
modeling dynamic behavior with few assumptions but they rarely provide uncer-
tainty measure associated with their output. This work aims to propose a novel
Recurrent Dictionary Learning (RDL) method to predict the behavior of stock
market data, by combining advantages from both SSM and machine learning

words. The approach of neural network architectures comes from dictionary
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learning (DL) [75-77]. DL amounts to extracting features from the data using
a linear decomposition, typically sparse, onto a dictionary that is to be learnt
on a training set. Dictionary learning has been so far used for solving static
problems [78—80]. In this work, we present a dictionary learning framework for
dynamical models, engineering it to work as a recurrent network. In this section,
we present our general model for multivariate time-series prediction along with
an associated inference technique relying on the expectation-minimization (EM)
approach. We will later particularize our method to the problems of stock fore-
casting and trading, and we propose a windowing strategy allowing for on-the-fly

prediction and decision making.

2.1.1 Recurrent Dictionary Model

Let us consider (x;)1<k<x the observed time-series of vectors of length N, and
(z1)1<k<x 1s the sequence of vectors of size N, that we want to infer/estimate,
(Vk)1<k<x models the noise. Note that we consider here possibly multivariate
signals and feature vectors, i.e., N, and N, can be greater than 1. Our RDL
model is expressed as follows (see Fig. 2.1 for a schematic illustration in the
noise-free case).

Forevery k € {1,..., K}:

zr = Dizp_1 + vy, o

X; = Dozp + vo.
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Figure 2.1: Schematic diagram of RDL model (2.1) (assuming zero noise).

We assume that the process noise (v x)1<x<x is zero-mean Gaussian with
covariance matrix Q, and that the observation noise (va ;)1<x<x 1S zero-mean
Gaussian with covariance matrix R. With this, Eq.(2.1) represents a First or-
der Markovian linear-Gaussian model where (z;)1<x<x is the sequence of K
unknown states. The goal is the joint inference, from the observed sequence
(X1 )1<k<x» of the dictionaries D; € RY-*": and Dy € RY-*: and of the

predicted sequence (zy)1<k<x-

2.1.2 RDL inference algorithm

Under Gaussianity assumptions, the inference problem can be viewed as a blind
Kalman filtering problem where both the predicted sequence and some model
parameters (the observation and state linear operators) must be inferred/esti-
mated from the data. Parametric estimation in state- space models has been
considered in the literature through three main types of methods: EM algorithms,
optimization based methods [¢1], and Monte Carlo methods [82]. We choose to
apply the EM-based framework since it is well-suited for linear Gaussian models
and it 1s flexible while benefiting from sounded convergence guarantees. EM is a

method to iteratively find a maximum likelihood (ML) estimate of the parameters
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when the direct optimization of the posterior distribution is not feasible. It is
also highly connected to majorization- minimization (MM) approaches, as it can
be viewed as a special class for MM approach. The EM algorithm alternates
between performing an expectation (E-step), which provides the expectation of
the conditional log-likelihood evaluated using the current estimate for the param-
eters, and a maximization (M-step), which computes parameters maximizing the
expected log-likelihood found on the E-step. These parameter-estimates are then
used to determine the distribution of the latent variables in the next E-step.The
iterative process goes on until convergence. We propose to solve the problem
in an alternating manner, following the expectation-minimization scheme intro-
duced in [18, chap.12] (see also [2]). We alternate iteratively between (i) the
estimation of the state, the dictionaries D and D being fixed and (i1) the update

of the dictionaries, assuming fixed state.

2.1.2.1 State update

At this step we considered the dictionaries D; and D> to be fixed and known, and
the goal is the inference of the hidden state. Assume that the initial state follows
zo ~ N (zg, Py), where Py is a symmetric definite positive matrix of RY=*/-
and Z, € R™:. Then, (2.1) reads as a first-order Markovian linear-Gaussian
model where (z;)1<k<k is the sequence of K unknown states. The Kalman

filter provides a probabilistic estimate of the hidden state at each time step k,
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conditioned to all available data up to time k, through the filtering distribution:

p(ze|x1k) = N (z; 21, Py). (2.2)

A filtering distribution allows to estimate a probability density function of states
over time using observations. Readers can find the explanation about the filtering
distribution in [chapter 4 | [83]. For specific detail, please see Theorem 4.2 in

cited reference.

For every k € {1,..., K}, the mean z; and covariance matrix P}, can be

computed by means of the Kalman filter recursions given as follows. For £ =

l....K
Predict state:
2 = Dizi 2.3)
P, =D/P, D +Q
Update state: (
Yi =X, — Doz,
S; =D,P, D] +R,
{ Ki =P;D;S; ", (2.4)

7z, =z, + Ky,

P, = P]; — KkSng
\
The detailed derivation of the predict state and update state can be referred here
[2, 83—85]. Smoothing for a Bayesian network means infering the distribution

of a node conditioned on future information [85] The smoother allows one to

refine estimates of previous states, in the light of later observations. The goal in
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smoothing is to compute p(zj|x1.5x) where K > k. This is a non-causal process

in that we use future observations to estimate the present state. The Rauch-Tung-

Striebel (RTS) smoother makes a backward recursion on the data which makes

use of the filtering distributions computed by the Kalman filter in order to obtain

the smoothing distribution p(zy|x; . ). In the following we summarize the RTS

recursions:

Fork=K,...,1

Backward Recursion (Bayesian Smoothing):

(

\

zp = Dizg,
P,., =DP;D| +Q,
G, =PD/[P; ] " (2.5)

Z;, =Z; + Gk[zzﬂ — ZI;—H]’

P, =P, +GyPj - P,;rl]GZ.

As a result, the smoothing distribution at each time & has a Gaussian closed-form

solution given by

p(zg|x1. k) = N(zp; 23, Py). (2.6)

The detailed derivation and motivation for above equation can be found [83,

]. We recommend to understand the critical details from the references to

understand the work better.
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2.1.2.2 Dictionary Update

In this step, we derive the update of D; and D, given the sequence of states
estimated in previous step. In order to estimate the parameters in state space,
the joint likelihood can be introduced as the following function, more detailed

derivation can be found in [section 2] [2](Please refer [chapter 12] [83]):

Q(Di, Dy)

1 K K
=3 log [27Pg| + Elog 27Q| + Elog 127R|

L @ P+ (@ — 20)(z - 20)T))

2
K

+ 5t (Q (¥ -CD, —-D,C' +D;®D)))
K

+ (R"'(A -BD] —D;B' + D,=ED,)) (2.7)

where (3, ®, B, C) are defined from the outputs of the previously described

RTS recursion:

K S S S
Y =g Ptz
K s s s
Lo Z];:l Pl toiatia) 2.8)
B = % Zk‘Zl ZEk(Zz)T,
K S S (S
| C = £ (PG + 7z )).

Then, we can show that the above function is a lower bound of the marginal

log-likelihood (D1, Ds) = log p(x1.x|D1, D2), i.e..:

log p(x1.5|D1,D2) > Q(Dy, D) (¥(Dy,Dy)) (2.9
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The update for Dy and D, amounts for maximizing this lower bound, so as
to increase value the marginal log-likelihood. Due to the quadratic form of
function Q(D1, D,), the maximization step takes a closed form, leading to the

dictionaries updates:

DI =C&
(2.10)

Dy =BX L
The RDL inference algorithm finally reads as the alternation of the Kalman
filter/smoother, with fixed parameters (D1, D) (E-step) and the update of the dic-
tionaries (M-step) [18][Alg.12.5]. The model is explained in detail in Algorithm
1. The advantage of the proposed method, as compared to alternating minimiza-
tion strategies more commonly used in dictionary learning literature [87], is
that it allows to make a probabilistic inference of the states and thus accounts
explicitly on the uncertainty one may have on the estimates [28], while ben-
efiting from the assessed monotonic convergence guarantees provided by the

EM framework [89], and more generally from the majorization-minimization

principle [90].

2.1.3 Application to stock forecasting and trading

Let us now focus on the stock market problem, particularly with the aim of
performing forecasting and trading tasks from daily observations. We describe
in this section how to adapt the RDL model and implementation to map with the

specific characteristics of the considered application.
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Algorithm 1. RDL inference algorithm.

Inputs. Prior parameters (zy, Py) ; model noise covariance matrices Q, R ; set of observa-
tions {Xj }1<kp<K-

Initialization. Set positive latent factors
{D1, D2}
Recursive step. Fori = 0,1, ..., imax’

(E step) Run the' Kalman filter (2.3)-(2.4) and RTS smoother (2.5) using latent fac-
tors {Dgl), Dg)}.
Calculate (E(i), &) B, C(i)) using (2.8).

(M step) Compute {Dgiﬂ), Dgﬂ)} using (2.10).

Output. State filtering/smoothing pdfs (2.1.2.1) and (2.1.2.1) along with pointwise estimates
of the latent factor from (2.10).

2.1.3.1 Online implementation

The standard RDL approach presents the drawback of requiring reprocessing
the whole dataset in order to apply the update on the linear operators. This
implicitly assumes static values over time for those operators during the whole
sequence, which may not be well suited for the lack of stationarity in financial
data. Furthermore, in such a context, the users may want rapid feedback on the
stock price evolution, to immediately decide about to hold, buy or sell. We thus
propose here a strategy to make RDL suitable for online processing, reminiscent

from online implementations of majorization-minimization algorithms [91].

We set a window (or mini-batch) size 7. At each time step k, the static
parameters are estimated using the last 7 observations contained in the set

X = {x; }§:k—r +1- That is, we run the Kalman filter/smoother, only on the 7

24



recent observed data, then we update the dictionaries using the smoothing results.
This sliding-window strategy has two advantages. First, reducing 7 allows for a
faster processing. Second, it also allows for better modeling piece-wise linear
processes that are varying faster. The price to pay is that a smaller number of
observations also limits the estimation capabilities. Hence, there is a trade-off in
the seek of an optimal 7, that is generally process-dependent as we will see in

the experiments.

A warm start strategy is employed for the Kalman iterations initialization.
More precisely, we will set the dictionaries to their last updated value, and
we initialize the mean and covariance of the state at k — 7 + 1 using the last

smoothing results from the last update of the dictionaries in this window.

Note that if 7 = K, the algorithm goes back to the original offline version.

2.1.3.2 Forecasting vs trading

The ultimate goal in stock trading is usually to decide whether to buy, hold, or sell
a stock in the next day, given the available past data and the expert knowledge,
in order to maximize the returns. One can tackle this problem either under the
forecasting viewpoint, by considering a prediction (i.e., regression) problem on
the future stock price, or under the trading viewpoint, considering the decision
making (i.e., classification) among three candidate labels “hold", “buy" and
“sell". The regression approach may bring more informed decisions better suited

for interpretation and model assessment. Classification in contrast may help in
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analyzing the method empirically with metric analysis, and trading simulation.
The proposed RDL method can be particularized to either one or the other task,

as we explain hereafter.

2.1.3.2.1 Observation model for stock forecasting In order to address the problem
of forecasting the value of a given quantity of the market, we will consider
the following observation model. For each k € {0,..., K — 7}, we observe
(x;)k<j<kir € R® where z;[1] is the daily opening price, z;[2] is the daily
adjusted close price, x;[3] is the daily high value, z;[4] is the daily low value,
and x;[5] is the daily net asset volume. As explained earlier, running our RDL

within this window allows to provide the mean estimate.

Xprrp1 = Doz (2.11)

associated with a covariance matrix Sy, for the next day (i.e., the day coming
right after the end of the observed window) indexed by £ + 7 + 1. Note that,
though our model will perform prediction on the whole five-dimensional vector,
we will particularly be interested in the ability of our model to perform prediction

on a single entry of the vector of interest, in practice the adjusted close price.

2.1.3.2.2 Observation model for trading In the case of trading, we will consider a
different set of observed inputs. For each k € {0,..., K — 7}, we will observe
(X;)k<j<k+r € RS where x;[i], i = 1,...,5 are the same as in the previous case.

Moreover, [z,[6], ;7] z;[8]] € {0, 1} represents the decision “hold”, “buy”, or
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“sell”, computed daily for each stocks so as to maximize annualized returns. Soft
hot encoded scores are used to represent the retained label, e.g., if the decision
“hold” is considered for instance at time j, we will observe z;[6] = 1, z;{7] =0
and x;[8] = 0. Here again, our method is able to provide mean and covariance
estimates, for the next day. The class label for the next day trading decision will

be simply defined as

Uyri1 = ATEMAX;c gy 933 Thpry1[i + 5], (2.12)

using the same notation as in (2.11).

2.1.3.3 Probabilistic Validation

The probabilistic approach in the Kalman framework provides the distribution
of the next observation conditioned to previous data (the so-called predictive

distribution of the observations), given by
p(Xp|x1:6-1) = N (x4; Doz, Sy) (2.13)

with x;, the observation at time k, S, = Do(D{P;_1D] + Q) + R, and z,, Py
are defined in Sec. 2.1.2.1 (see [ | 8, Section 4.3] for more details). We can then
evaluate the method in a probabilistic manner by inspecting, for each time step,
the probability that we had assigned for the events that finally happen. More
precisely, from the Gaussian predictive pdf of the observations in Eq. 2.13

provided by the Kalman filter, let us compute the probability mass function
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(pmf) p; in the two-dimensional simplex, i.e., 0 < pi[i] < 1,7 € {1,2,3}, and
S pi[i] = 1. The component py[i] contains the probability, estimated by the
Kalman filter, that the observation x[i 4+ 5] will be greater than z[j + 5], with
j = {1,2,3} \ i. This can be done by marginalizing the first five components on
the predictive distribution Eq. (2.13), obtaining the three dimensional marginal
predictive distribution p(x[6 : 8]|x;1.5—1) (slightly abusing the notation). Then,
for each dimension, we can compute the probability of the Gaussian r.v. be-
ing larger than the other two dimensions. This requires the evaluation of an
intractable integral, but can be easily approximated with high precision by direct
simulation from p(x[6 : 8]|x1.;_1). In practice, we will use 10* samples from a
3-dimensional standard normal, that can be easily recycled for all time steps (by
simply coloring and shifting according to the covariance and mean, respectively).
Once we have determined pj, we can validate the method by using the standard

cross-entropy loss as

log-loss = % > Z —(Lg[i] log(prli])), (2.14)

where Lj € {0, 1}3 represents the ground truth labels at time & (again using soft

hot encoding representation).

2.2 Experimental Results

This section will walk you through the experimental setup and empirical results

obtained when applied to very challenging application of stock forecasting.
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2.2.1 Problem description

We will focus on two distinct problems: (i) the forecasting of next day adjusted
close price, and (i1) the prediction of the best next day trading decision (among
“hold", “buy" and “sell"). In both cases, we observe daily values of five features of
each stock, namely its adjusted close price, opening price, low price, high price,
and net asset volume. As an illustration, we display in Fig. 2.2 the evolution of
the five observed features, along time, for the symbol 600684 .SS. One can
notice that four out the five features (except the net asset volume) are highly
correlated, while the net asset volume presents a significantly different evolution.
Moreover, the volatility of all features, in particular the adjusted close price we

aim at forecasting, can be noticed, thus making the problem quite challenging.

In order to proceed to the trading problem, we also include in the observation
vector the ground truth labels that we simply determined using the procedure

of [92, Alg.1] aiming at retrospectively maximizing the annualised returns.
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Figure 2.2: Symbol 600684 . SS. (left) Evolution of features adjusted close price, opening price, low price and
high price ; (right) Evolution of feature net asset volume.
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2.2.2 Compared Methods

We perform comparisons with several methods from the field of machine learning
and signal processing, namely CNN-TA [92], MFNN [93], LSTM [57] and

ARIMA [10]. Note that those methods are supervised, in the sense that they need

< Training »<€<—Test —>»
1998 1999 -----------------ooooooooooooooooooooooooo o 2007 2008
1999 2000 sssosorsrs oI ISR E TS 2008 2009
Horizo
2000 2001 ------------memmmoseoseomeoooooooooooooooo 2009 2010

2008 2009 ------------mmemmmmmmeooeoeoeoooeeooo- 2017 2018

Figure 2.3: Sliding walk-forward validation technique used for hyperparameters tuning of benchmark methods.

a phase of training, from the observation of rather large time series of ground
truth features. In contrast, RDL can predict from almost the beginning of the

time sequence.

We adopt a “walk-forward” approach, for training ARIMA, CNN-TA, MFNN
and LSTM, following the methodology of [92]. It is important to note that we
have implictly compared our methods with RNN as MFNN [93] uses a deep
network of combination of convolutional neural network and Recurrent neural
network. We will be using MFNN in future chapters as benchmark also. The
strategy is depicted in Fig. 2.3. We randomly initialize the weights of benchmark
methods, for each stock’s training. Since these methods are supervised, a large

enough time horizon of data is needed as an input to learn the model weights.

30



Here, we set an horizon of 10 years, which shows a good compromise between
model stability and memory requirements. We train the models for 10 years
and test for the subsequent 1 year data. Then, we slide by a 1 year horizon,
training and testing in the same fashion, and repeating the process until the year
2018. Therefore, in total, 11 years of data (from 2008 to 2018) were used as test
data, and have associated prediction results. The training of our proposed RDL
approach is done in an online manner, processing the data of a particular window
size and then predicting the future time step, in a sliding fashion. This has the
major advantage of avoiding the load of very large data, and of providing on-the-
fly forecasting results. Let us emphasize that, for the sake of a fair analysis, we
evaluate results between RDL and its competitors, for the same 11 years period

(2008-2018).

2.2.3 Practical settings

We will apply our RDL method using either the regression model for next day
adjusted close price forecasting (i.e., /N, = 5) or the classification model for next
day trading (i.e., N, = 8), using the models depicted in Sec. 2.1.3.2. We will
make use of the sliding window strategy described in Sec. 2.1.3.1, for different
values for 7. In all the experiments, z is initialized as a zero vector, and Py,
Q and R are set as multiple of identity matrix with scale values 107°, 102
and 1072, respectively. We set N, = 5 for the dimensionality of the hidden
state, also corresponding to the number of features considered per observation,

as it was observed empirically to yield the best results. Moreover, we will set
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D; = Id, and will focus on the estimation of Dy. The entries of the latter
matrix are randomly initialised at time 0 from a uniform random distribution on
[0, 1071]. Warm start strategy is used to initialize for the next processed windows,
as explained in Sec. 2.1.3.1. All presented results are averaged on 50 random

trials.

For the forecasting problem, we compare the proposed RDL with both
ARIMA and LSTM. We set up the ARIMA parameters to (p,d,q) = (5,1,5)
as it was observed to lead to the best practical performance. LSTM has been
modified from its original version, in order to perform forecasting instead of
classification. We have removed the softmax output layer and include instead a
fully-connected layer to obtain a one node output. Adam optimizer with learning
rate 1074, 200 epochs and batch-size 16 is used to minimize the mean square
error (MSE) loss function. The performance are compared in terms of mean
absolute error (MAE) and root mean square error (RMSE), on the prediction of

the next day adjusted close price, in the test period, averaged over all stocks.

For the trading problem, we compared RDL with CNN-TA, MFNN and
LSTM, using their original implementations and settings, described respectively
in [92], [93] and [57]. The performance of the methods will be evaluated
considering the empirical performance of the model, i.e., how well the model is
able to distinct between the three classes. We will also assess the performance
of the models in terms of trading efficiency by measuring and comparing their
annualised returns. Finally, we will show how the uncertainty quantification

provided by RDL (see Sec. 2.1.3.3) can be used efficiently to let the trader decide
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where to invest in the market, and diversify his portfolio.

All presented scores in both problems are averaged on 50 random initializa-
tions for all methods. Standard deviations of the scores, over the 50 runs, are

also provided.

2.2.3.1 Software and hardware specifications

Data pre-processing and RDL model simulations are conducted in Python 3.6,
equipped with the Sklearn, NumPy packages and pandas libraries. CNN-TA
is developed with Keras, while MFNN, LSTM, are developed with PyTorch.
ARIMA simulations are conducted using the statsmodel' Python library. We will
also rely on Sklearn, Ta-lib 2 and Ta4j 3 libraries for evaluating the quantitative
indicators. All the experiments are carried on using a Dell T30, Xeon E3-1225V5
3.3GHz with GeForce GT 730, and Intel(R) Core(TM) 17-6700 CPU @ 3.40GHz
16GB RAM, 200GB HDD, equipped with an Nvidia 1080 8GB and Ubuntu OS.

2.2.4 Numerical results for the forecasting model

We first present the analysis for stock forecasting (regression). We will evaluate
the methods in their ability to predict a single feature value, here the daily
adjusted close price. The five input features are normalized so that their values
range in the same scale, to limit bias towards large values features such as the

net asset volume. We analyse the performance of RDL approach for different

lwww.statsmodels.org

http://ta-lib.org
‘http://www.tadj.org
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window size and we compare it with two state of the art methods for stock

forecasting, namely LSTM and ARIMA.

2.2.4.1 Influence of window size

Table 2.1 displays the performance, in terms of MAE and RMSE, of our RDL
method when using different window size 7 in the online implementation (see
Sec. 2.1.3.1). We can observe that the performance is improving as the window
size increases, until reaching a plateau. This trend is confirmed by Figure 2.4,
which illustrates the forecasting results of RDL for several values of 7, on four
representative cases. While it is clear that 7 = 5, 10 or 15 may not be sufficient to
learn appropriately the model, we can observe that from 7 = 25, the forecasting
results start getting satisfying. In the further experiments on forecasting, we
will set 7 = 50, as it leads to a good compromise between time complexity and

prediction accuracy.

2.24.2 Comparison with benchmark models

Table 2.2 provides the comparative performance of prediction of next day closing
price feature when using RDL, LSTM or ARIMA. It is noticeable that RDL
outperforms the two benchmark models. It is also very stable, as can be seen in
the reported standard deviation values. Note that the LSTM approach is rather
computationally expensive since it took 8 days to train for 185 stocks for 10
years dataset, in contrast with RDL (resp. ARIMA) which requires around 2

hours (resp. 3 hours) for the same task. Fig. 2.5 illustrates the closing price
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Figure 2.4: Forecasting results of RDL method, using different values for the window size 7: (a) AAPL, (b) ABX,
(c) BAC, (d) 600841.5S. We only display here a period of 1000 days for the sake of readibility.

prediction results, using the proposed RDL, LSTM and ARIMA method for four
representative cases. We can see that LSTM tends to underestimate the adjusted
close price. ARIMA performs well on simple cases (b-c), but has difficulty to
track the price evolution in other cases (a-d). In contrast, RDL is able to provide

satisfying results in all the considered examples.

[ Window 7 [[ MAE | RMSE |

5 0.14 13.75
10 0.13 12.67
15 0.12 11.97
25 0.09 11.93
50 0.05 10.25
75 0.03 10.14
100 0.02 10.12
125 0.02 10.11

Table 2.1: Forecasting results of RDL for different window size.
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Figure 2.5: Forecasting results of RDL, LSTM and ARIMA models: (a) ALKYLAMINE . BO, (b) ALOKTEXT.BO,
(c) SPICEJET.BO, (d) TATASTEEL.NS.

2.2.5 Numerical results for the trading model

We now present the results when focusing on the trading problem, that is the

prediction for the decision “hold”, "buy” or “sell” for next day.

| Method [ MAE [ RMSE |
RDL ][ 0.05 (0.002) [ 10.25(0.32)
ARIMA [[ 1.23(0.04) | 78.6(1.28)
LSTM [[ 6.12(0.02) [ 297.9 (1.27)

Table 2.2: Comparison of methods for the forecasting problem: mean (standard deviation) of MAE and RMSE
scores, over 50 random initializations

36



Hold 178564 107134 100670 Hold 178596

100772
o ©
2 2
o Buy T 13039 16984 2674 o Buy- 25753 5544 1400
35 >
= =
Sell 1 9821 7259 18542 Sell 21477 1182 12963
Hold Buy Sell Hold Buy Sell
Predicted label Predicted label
(a) RDL (b) MENN
Hold 329899 36656 19813 Hold 341969 21868 22531
o o
2 2
o Buy 1 27950 3356 582 o Buy T 30326 1689 682
35 >
= =
Sell 1 21358 529 2528 Sell 22073 586 1756
Hold Buy Sell Hold Buy Sell
Predicted label Predicted label
(c) CNN-TA (d) LSTM

Figure 2.6: Confusion matrices for trading decision.

2.2.5.1 Influence of the window size

Table 2.3 depicts the experimental performance of RDL, while Fig 2.7 shows
the computational time required to train and test RDL method, on the whole
dataset, for different window sizes. As in the forecasting case, the window size

plays also plays an important role, as it is essential to analyze the apt window
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Figure 2.7: Time for processing the dataset (train and test), in hours, using RDL with different window sizes 7.

size to produce optimal predictions while preserving a reasonable computational
time. The performance tends to improve as the window size increases, since
the model incorporates more data. Moreover, the computational time increases
when 7 increases, but in a reasonable manner. We notice then a stabilization of

the performance, from 7 = 575. This value will be retained in the upcoming

experiments.
Window 7 Precision Recall F1 Score

Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
25 085 0.10 0.10| 085 0.12 0.12 | 0.84 0.10 0.10
50 085 0.10 0.10| 0.74 0.17 0.14 | 0.80 0.10 0.12
75 085 0.10 0.10| 0.74 0.18 0.15| 078 0.11 0.12
100 085 0.10 0.10| 0.74 020 0.14 | 078 0.10 0.12
200 085 0.10 0.09 | 0.68 025 022 | 072 0.13 0.14
350 082 0.10 0.10| 0.62 030 031 | 068 0.15 0.15
575 088 0.15 0.12 | 045 052 0.51 | 059 0.19 0.23
600 087 0.15 0.14 | 045 052 052 | 059 0.19 0.22

Table 2.3: Classification results of RDL for different window sizes.

2.2.5.2 Empirical result discussion

We present in Fig. 2.6 the confusion matrices which summarized the classification

performance for the 185 stocks by the proposed approach, as well as for the

38



three competitors. First, we see that for all the approaches, the Hold class is
better predicted than the two other classes, LSTM getting the best scores over
the competitors in terms of false negative. However, LSTM (and to a mild extent,
CNN-TA and MFNN) present a large number of false positive for the Hold
class. Those methods seem to adopt an over-conservative strategy privileging
the Hold class over the others. This contrasts with the results obtained by RDL,
which is able to preserve a certain balance among classes. This can be seen in
the confusion matrices, by noticing that the maximum values are taken in the
diagonal, as it should be expected by a valid classifier. To complete this analysis,
we present in Table 2.4 other classification metrics, namely recall, precision,
and F1 Score of the proposed approach against the three deep learning models.
RDL clearly outperforms the competitors, which is consistent with the previous
observations. In this trading problem, all methods report rather small standard
deviation values. LSTM and CNN-TA appear to be slightly more stable than the
other methods. But this is however at the price of very poor classification scores

for the classes Sell and Buy.

Method Precision Recall F1 Score
Hold Sell Buy Hold Sell Buy Hold Sell Buy
RDL 0.88 (0.01)  0.15(0.01)  0.12(0.01) 0.45(0.02)  0.52(0.01) 0.51(0.013) | 0.59 (0.01) 0.19 (0.016)  0.23 (0.012)
MFNN 0.79 (0.017) 0.11(0.017) 0.04 (0.007) | 0.47 (0.008) 0.37(0.011) 0.16(0.011) | 0.58 (0.012)  0.11 (0.008)  0.06 (0.012)
LSTM 0.84 (0.06)  0.07 (0.016) 0.06 (0.007) | 0.89 (0.009) 0.05(0.007) 0.05(0.005) | 0.86 (0.005) 0.05(0.0014) 0.05 (0.0034)
CNN-TA || 0.84(0.008) 0.11(0.009) 0.09 (0.015) | 0.85(0.007) 0.07 (0.01) 0.10(0.014) | 0.85(0.008) 0.08 (0.023)  0.09 (0.009)

Table 2.4: Comparison of methods for the trading problem; mean (standard deviation) of Precision, Recall and F1
Score, over 50 random initializations

Additionally, in Table 2.5 we present the computational time required by
RDL, for the retained 7 = 575, and the benchmark models, to process the whole

dataset. As can be seen, neural network models requires a lot of time while
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training-testing due to their complex architectures and huge amount of data that
has to be processed. In contrast, the online training procedure we proposed for
our RDL model allows fast processing of the data, in a sliding window fashion.
Moreover, the resulting train model is a simple linear SSM, thus less costly to

evaluate during testing phase than complex deep networks.

| Method || Time cost (h.) | Acc. Buy | Acc. Sell |

RDL 2.34 0.65 0.63
MFNN 3.87 0.44 0.34
LSTM 9.5 0.33 0.31

CNN-TA 7.54 0.45 0.48

Table 2.5: Averaged time over 50 random runs for processing the dataset (train and test), in hours, for RDL and its
competitors.

2.2.5.3 Annualised returns analysis

Investors consider one more parameter while trading for stocks, ie.. annualized
returns (AR). AR is a critical factor as it helps the investors to decide the monetary
gain/loss they are going to incur while investing in the stock. The predictions
(buy, sell, hold) provided by the model are then used to carry out the market
simulation where a similar virtual environment is created by buying, selling, and
holding the stock as per the predictions. The market simulations are a strategy
that mimics the investor/trader who makes trading decisions according to signals
from the algorithmic model using real money, which then allows to compute AR.
Table 2.6 presents the AR results obtained when applying the market simulations
strategy from [92], to the trading predictions provided by our proposed model
and the other benchmark techniques, on 9 randomly selected stocks, as well

as the average AR for all stocks. The best-annualized returns are highlighted
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in bold. One can notice that the proposed method leads to higher returns in
averaged during the test period of 10 years when compared to AR obtained using

the trading predictions from the deep learning techniques.

Stock symbols RDL CNN-TA | MFNN LSTM
WIPRO.BO 1.37 -18.14 -27.81 -47.74
AAPL 13.44 0 12.92 0
AMZN 0.06 30.64 -20.85 -0.15
IOC.BO 6.28 -3.03 -26.42 -3.1
TATACHEM. BO 3.91 -1.54 -8.32 0
SPICEJET.BO 10.58 -24.08 -28.21 0
ATML 3.76 -33.25 -27.07 -33.82
DOM. L 1.76 0.11 8.22 0.47
INDRAMEDCO.BO 5.61 -14.22 -3.53 -50.86
Average on all 185 stocks | 5.19 -5.08 -11.45 -13.02
Table 2.6: Annualized Returns
Stock symbols Log-Loss

| ALOKTEXT.BO 1.11

2| ALKYLAMINE.BO 1.22

Té: ZEEMEDIAG.BO 1.03

0 PVP.BO 0.42

o I0C.BO 1.25

8| TATACHEM.BO 0.56

2| SPICEJET.BO 0.47

= BHEL.BO 0.01

AAPL 0.85

§ AMZN 0.27

©| HINDZINC.BO 1.03

3 ONGC . BO 0.007

SIEMENS.NS 0.001

Table 2.7: Log-loss values provided by RDL, for the stocks with available market capitalization categories.

2.2.5.4 Portfolio diversification

Many investment professionals claim that the key to smart trading is "diversifica-
tion of portfolio" [72]. Diversification allows investors to maximize returns by
investing in different domains that would react differently in the same market

events, thus managing better the risk. Ideally, a diversified portfolio would
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contain stocks with various levels of market capitalization. Market capitalization
refers to the total market value of all outstanding shares [73]. Companies can be
divided according to their market capitalization value, into small-cap, mid-cap,
large-cap, as we will explain hereafter in detail. It is always beneficial to have a
diversified portfolio that includes stocks from the three classes of companies.
Small-cap companies are young and seek to expand aggressively. As comes the
growth potential, the risk factor follows in a direct proportion. Small-caps are
more volatile and vulnerable to losses during the negative trends (downtime) of
the financial market.

Mid-cap is a pooled investment that focuses on including stocks with a middle
range of market capitalization. Mid-cap offers investors more enormous growth
potential than large-cap stocks, but with less volatility and risk as compared to
small-caps.

Large-cap companies are typically large, well established, and financially sound.
Large-cap 1s the market leader, relatively less volatile, and has a steady risk-return

factor with relatively lower risk compared to mid-cap, small-cap.

As explained in Sec 2.1.3.3, the proposed RDL methodology allows to provide
through probabilistic quantification, a piece of information that can be used by a
knowledgeable practitioner to trade accordingly to have a diversified portfolio.
Such probabilistic validation can help maximize the returns by having a mix of

small-cap, mid-cap, large-cap stocks.

We provide in Table 2.7 the log-loss value (the smaller, the better), computed

as described in Sec. 2.1.3.3, computed for RDL results, for the few stocks of
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the dataset for which the market capitalization categories were available.* The
log-loss quantifies the accuracy of the probabilistic predictions of the proposed
method, penalizing more the situations where the method assigns a low proba-
bility to an event that finally occurs. One can notice that the log-loss value can
reach very low value (i.e., good prediction accuracy) when trading the large cap
stocks, probably due to the less volatile nature of such stocks. In contrast, the

log-loss is in average higher for small caps, as they are highly volatile.

2.2.5.5 Result Discussion

One important difference between RDL and the competitors is that our approach
1s not supervised, in the sense that we do not need to load a long time series to
learn the model in a batch manner. Therfore, RDL processes data as it comes and
in a sequential manner. This is convenient in terms of memory and processing
cost. This perspective helps to explain the good results of RDL, as it always
uses all available information to make a one day ahead prediction, while keeping
a low complexity. The challenge for RDL, that we also tackle in this work, is
to adequately learn the linear matrices of the model from small time windows
(maximum 600 days in our tests), and jointly, perform the forecasting. The
efficient learning and prediction tasks are supported by Kalman filter/smoother
combined with the EM. The flexibility of RDL, with potentially different linear
operators along time (the linear operators are updated from a window to the next

one), is beneficial to model non-linear and non-stationary time series. Moreover,

*https://finance.yahoo.com/screener
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the Gaussian linear SSM yields simple updates for the EM, reducing considerably
the ‘training’ time. In contrast, if we trained the benchmark models, on each
small sliding window, it would be very costly, and most likely with a reduced
performance (the models would be over-parametrized). Under this perspective,
we can consider that RDL deals with a piece-wise linear state-space model with
smooth changes of the linear operators (that are estimated over time), while still
retaining the linear-Gaussian structure which allows to extract all the benefits of

the Kalman filtering/smoothing.
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Chapter 3

Sequential Transform learning

In this chapter we will discuss sequential transform learning. This work is
proposed to enhance the efficiency of recurrent state space models to classify
time series signals. The proposed work 1s a linear Gaussian Markovian state-
space model involving state evolution, observation matrices, and an exogenous
control input. The resultant formulation resembles loosely based on transform
learning. The addition of exogenous input along with the state evolution matrices
differentiates the method from RDL approach (discussed in chapter 2). The
presence of exogenous input helps to establish more informed prior for state-
space evolution. Our approach keeps the best of two worlds, marrying the
interpretability and uncertainty measure of signal processing with the function
approximation ability of neural networks. The proposed method is applied to
very challenging application in finance domain ie., stock forecasting. Stock
forecasting is an evolutionary endeavor in predicting real-time returns for an
asset. The stock market has always been complex and challenging to forecast

due to data intensity, non-stationarity, lack of structure, noise, high degree
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of uncertainty and hidden relationships between the variables [94]. However,
forecasting the future has always been the holy grail of financial investment due
to which it has been one of the challenging problems for researchers and traders

since several decades [5-7,95-99].

In this work we propose a novel approach to bridge the gap between state
space models and neural network approaches. We propose time series analysis
technique called Sequential Transform Learning (STL). Our approach has the
interpretability of multivariate signal processing coupled with the ability to learn
from data. Our approach needs no structural assumptions in advance and can

quantitatively model uncertainty, thereby keeping the best of both worlds.

3.1 Proposed Method

The SSM approaches mentioned earlier in section 1.2 requires the specification
of the underlying deterministic equation for state evolution and observation
models. Defining such equations and model behavior in advance is difficult
as the system’s nature is highly volatile with real-time applications like stock
forecasting. The neural network based approaches do not require specifying
the dynamical model (they can learn from data) but they cannot specify the
uncertainty (covariance) around the point estimates they provide. Modeling this
uncertainty is crucial in financial analysis [100, 101]. In this work, we propose
Sequential Transform Learning(STL) for time series modeling. The model

incorporates the advantages of both SSMs and neural networks. The neural
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network type formulation comes from the definition of ‘Transform Learning’. It
is defined as a technique where a transform (T) analyses the data (u) to produce
coefficients (z), i.e. Tu = z. This establishes the neural network type structure

of our approach. In Fig3.1 ’z’ represents the extracted coefficient(features), T’

T z

00 000
0000

Figure 3.1: Schematic Diagram of Transform Learning

represents the transform(weights) and "u’ represents the Data. Schematically
this is shown in Fig3.1. The model does not need any assumptions about the
system’s dynamical nature, readily learns from the data, and provides feedback
to the model from the past prediction, just like a recurrent neural network. This
section describes in detail the multivariate time-series prediction followed by the

inference technique called the expected minimization (EM) approach.

Zk-1 R\‘
X

Figure 3.2: Block Diagram representing Sequential Transform Learning. U, represents the external input,Z;_;
represents the state space vector. 71 and 75 are the transforms, mapping D . zj, represents the output that we wish
to estimate.
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3.1.1 Sequential transform learning

The input to our model consists of the current data-point (uy) and the representa-
tion from the previous instance (zj;_1). This is transformed (by T') to the current
representation z;. The representation z; is mapped (by D) to the output x;.. The
schematic diagram is represented in fig3.2.

Forevery k € {1,...,K}:

z. =TY + Vik,

(3.1)
x; = Dz + vay,
Zp—
where T = [ T |T, ] and Y =
uy
Forevery k € {1,..., K}:
z, = Tizp—1 + Touy + vy, (32)

x; = Dzj + va,

The resultant formulation loosely resembles transform learning [102] and
assume both the representation and the mapping functions are corrupted by
Gaussian noise (v )1<k<x With covariance matrix Q and (vay)1<k<x With
covariance matrix R respectively. Note the similarity of our model to that of a
linear state-space system with exogenous inputs. With this, Eq.(3.2) represents
a First order linear-Gaussian model where (zx)i1<x<x is the sequence of K

unknown states. Our objective is the joint inference, from the observed sequence
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(x1)1<k<x and (uy)i<p<x, of the transforms Ty € R-*N- and Ty € RN=*Nz,
matrix D € RY*"= and of the predicted sequence (z;);<r<x. Note that the
mapping term stems from the label consistent transform learning formulation

introduced in [ 1 03]

3.1.2 STL inference Algorithm

Sequential transform learning is used when both the predicted sequence and the
linear operators must be inferred from the data and the external control input
assuming gaussianity. We propose to solve the problem in an alternating manner,
following the expectation-Maximization scheme introduced in [ 8, chap.12] (see

also [2]).

3.1.2.1 Representation Update

The model Sequential Transform Learning assumes other variables to be fixed
for estimating the state z;. Assume that the initial state follows zy ~ N (zg, Py),
where P is a symmetric definite positive matrix of RY=*": and z, € R. The
process noise (v1 ;)1<k<x is zero-mean Gaussian with covariance matrix (), and
that the observation noise (v2 ;)1<k<x 1S zero-mean Gaussian with covariance
matrix K. Then, (3.2) reads as a first-order Markovian linear-Gaussian model
where (z;,)1<;<x is the sequence of K unknown states. The Kalman filter pro-

vides a probabilistic estimate of the hidden state at each time step k, conditioned
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to all available data and external control input information up to time k.

p(zg|X1:4, W) = N (zg; 2, Pr). (3.3)

For every k € {1,..., K}, the mean z; and covariance matrix P; can be

computed by means of the Kalman filter recursions given as follows.

Fork=1,...,K

Predict state:
z, = Tizi1 + Touy,
3.4)
P, =T,P,,T] +Q
Update state:
)
Y. =Xk — DZ];;
S, = DP,;DT + R,
{ Ki =P;D'S; !, (3.5)

z, =z, + Ky,

P, = P]; — KkSng

The Rauch-Tung-Striebel (RTS) smoother makes a backward recursion on the
data which makes use of the filtering distributions computed by the Kalman filter
in order to obtain the smoothing distribution p(zj|X;. x, u;. ). In the following
we summarize the RTS recursions:

Fork=K,...,1

Y
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Backward Recursion (Bayesian Smoothing):

’

z,. = Tz + Touy,
P, =TP,T] +Q,

¢ G, =P, TP, (3.6)
zj, =z + Gylz} 1 — 2],

] _ s - T
Py =P+ Gk’[PkH—l - Pk+1]Gk :
3.1.2.2 Transform and map Update

For estimating the transform T and the mapping D, we assume the sequence
of states (z;) to be fixed, following the methodology of [18][Th.12.4] which
implements expectation-minimization(EM) approach. In order to estimate the
parameters in state space, the joint likelihood can be introduced as the following
function, more detailed derivation can be found in [section 2] [2](Please refer

[chapter 12] [83]):

Q(T,, Ty, D)
= %log 127 Po| + glog 27Q| + glog 27R|
b5t (PG (P + (2 — 20) (2 — 7))
n %tr (Q{(S - T]C—AT] - T,C" + T,®T]
+T/FT, — ToA" + T,F T + T,IT;)

e ri(a-BD"-DB" +DEDY) 37
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where (3, ®, B, C, A, F,I) are defined from the outputs of the previously de-

scribed RTS recursion:

4
K
= L5 Pl +zi(z),

= % Xim Pl + 7 (7o)
=& > Xk(27)

= % L (PG +2i(z)).
= % Zi{:l Ziul

= % Zle Zj U,

I =+ > )

1 K T
A —?Zkﬂxkxk

(3.8)

g0 Q W8 8 M

Then, the above function is a lower bound of the marginal log-likelihood

gO(Tl, TQ, D) = Ing(XlzK‘Tl, TQ, D), i.e.,:
logp(XLK\Tl, TQ, D) Z Q(Tl, TQ, D) (\V/(Tl, TQ, D)) (39)

The update for T, Ty and D amounts for maximizing this lower bound, so
as to increase value the marginal log-likelihood (more details can be found in
[eq. 12.23] [83]). Due to the quadratic form of function Q(T;, Ty, D), the

maximization step takes a closed form, leading to the transform updates:

2

T =(C-T,FH® !
¢ T3 = (A —-T,F), (3.10)

\ Dt =BX L
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The EM algorithm finally reads as the alternation of the Kalman filter/smoother,
with fixed parameters (T, Ty, D) (E-step) and the update of the transforms
(M-step) [18] [Alg.12.5]. The advantage of the proposed method to estimate
transform updates, as compared to alternating minimization strategies more
commonly used in transform learning literature is threefold: (1) the EM algorithm,
being based on a majoration-minimization strategy, is guaranteed to converge
to a local optimum, (ii) it makes an explicit use of the covariance estimation
provided by Kalman, and thus accounts explicitly on the uncertainty one may
have on the estimates, (ii1) it has a low complexity thanks to a smart use of the

filtering/smoothing sequences.

3.2 Application to stock forecasting

This section focus on STL application to stock forecasting. The model aim of
performing trading task from from technical indicators. We describe in this
section how STL is adapted and implemented to map the specified characterstics

of the challenging application.

3.2.1 Online implementation

The standard STL approach is applied to the entire dataset, but it presents a
drawback of reprocessing the entire dataset to update the linear operators. This
requires assuming some fixed values of those operators for the whole process,

which may not be correct due to absence of stationarity in the data. It is important
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that the linear operator should also evolve as the trend changes. This timely
evolution of linear operator ensures better model behavior and rapid feedback on
stock price evolution. The rapid feedback on model behavior helps to follow the
trend and make immediate decisions to hold, buy, or sell. We propose a strategy
to make STL more flexible to online implementation. The strategy provides the
freedom to update the linear operators from the hidden states, observations, and

external control input.

To implement the online processing , we propose a sliding window strategy.
We set a window (or mini-batch) size 7. At each time step £, the static parameters
are estimated using the last 7 observations contained in the set X}, = {x; }f: i1
and Uy, = {u, }f: p—r+1- The model then runs Kalman filter/smoother, only on
the 7 recent observed data, followed by updating the transforms and observation
transition space using the smoothing results. The online implementation strategy
reduces the processing time as it is faster to process 7 days window rather
than processing the entire sequence. These windows are chosen in overlapping
fashion, moving ahead with stride one. The overlapping methodology allows
for better modeling of piece-wise linear processes that are varying faster. The
method requires to pay a cost of estimation capabilities with less number of
observation. Hence, there is a trade-off in the seek of an optimal 7, which is

generally process-dependent, as we will see in the experiments.

A warm start strategy is employed for the Kalman iterations initialization.
More precisely, we will set the linear operators(transforms and observation

transition space) to their last updated value, which helps transfer the temporal
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information to the next windows. We initialize the mean and covariance of the
state at £ — 7 + 1 using the last smoothing results from the last update of the

linear operators(transforms and observation transition space) in this window.

The ultimate goal in stock trading is usually to decide whether to buy, hold, or
sell a stock in the next day, given the available past data and the expert knowledge,
to maximize the returns. The problem can be viewed as a trading problem
considering the decision making (i.e., classification) among three candidate
labels, "Buy", "Sell," and "Hold". Classification of signals into these three
class help in analyzing the method empirically with metric analysis, and trading

simulation.

3.2.1.1 Simple Moving Average

Simple moving average (SMA) calculates the average of the a fixed range of

prices, usually closing price by the number of period in that range.

SMA:q—i—CQ—i—...—l—Cn 3.11)

n

where c,= closing price of an asset for period n and n= number of total periods

3.2.2 Observation model for trading

Sequential transform learning is applied to stock forecasting in an online sliding

window fashion. We present two versions of STL approach.
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3.2.2.1 Classical approach (ST'L;)

For implementing online trading through ST'L; approach, we will consider
individual stocks for trading. The model predicts one day ahead label prediction
for the number of days for each stock available in the dataset. This will help
the investor decide better for which day they should perform, buy, sell, or hold

action from the data available for each stock to maximize their profit.

Foreach k € {0, ..., K — 7}, we will observe (x;)r<j<k+r € R' where x; is
the represent the decision “hold”(label:0), “buy”(label:-1), or “sell”’(label:1),
computed daily for each stocks so as to maximize annualized returns and
(w))k<j<kt+r € R! represent the values of technical indicator (SMA) computed
daily for close price. In the experiment, Z is initialized as a zero vector, and
Py, Q and R are set as multiple of identity matrix with scale values 107>, 102
and 1072, respectively. We set N, = 3 for the dimensionality of the hidden state
and NV, = 1 which corresponds label feature for which model evaluates one day
ahead label prediction as described in Sec. 3.1.2. The transform 7" and mapping
D are randomly initialised at time O from a uniform random distribution. The last
updated values of transforms is used to initialize for the next processed windows,
as explained in Sec. 3.2.1. All presented results in Sec.3.3.4.2 for (ST'L,) are
averaged on 50 random trials. Here again, our method is able to provide mean
and covariance estimates, for the next day. Note that state-of-the-art methods

like CNN-TA, MFNN and LSTM follows same strategy of experimentation.
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3.2.2.2 Market Prediction approach (ST L5)

To analyze the market behavior and provide investors a better-informed decision,
we evaluated our approach ST'L, over the entire market. The S7T'Ls approach
predicts one day ahead label predictions for a list of N stocks in the dataset ie.,
for each day, the method predicts one day ahead label prediction for N stocks

simultaneously.

For each k € {0,..., K — 7}, we will observe (x;)r<j<rir € RY where
z;li], i = 1,..., N represent the decision “hold”(label:0), “buy”(label:-1), or
“sell”’(label: 1), computed daily for N stocks so as to maximize annualized returns
and (U;)r<j<i+r € RN represent the values of technical indicator SMA com-
puted daily for N stocks closing price. The model predicts one day ahead label
prediction for a list of N stocks. This will help the investor to decide better for
which stock they should perform buy, sell or hold action from a list of N stocks to
maximize their profit. Here again, our method can provide mean and covariance
estimates for the next day. In the experiment, z is initialized as a zero vector,
and Py, Q and R are set as multiple of identity matrix with scale values 107°,
1072 and 1072, respectively. We set N, = 3 for the dimensionality of the hidden
state and NV, = 185, which corresponds to the number of stocks for which model
evaluates simultaneously one day ahead label prediction as described in Sec.
3.1.2. The transform 7" and mapping D are randomly initialized at time 0 from
a uniform random distribution. The last updated values of transforms is used

to initialize for the next processed windows, as explained in Sec. 3.2.1. All
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presented results in Sec.3.3.4.2 for (ST L») are averaged on 50 random trials.
Each day, the approach provides the investor with the list of stocks for which the
action buy, hold or sell should be performed. The investor can choose where to

invest from the list of stocks based on precision, recall, and F1-score metric.

3.2.2.3 Label evaluation

The label identification strategy is same for both ST'L; and ST'L,. We apply a
tanh activation function for the predicted observed sequence to scale down the
weights from -1 to 1. The observed sequence scaling can be seen as Ty, .41 =
tanh(xgir+1)- The class label for the next day trading decision are calculated

by thresholding and will be simply defined as :

)
—1 Trrrs1]i] < —0.5
litrs1=9 0  —0.5< Tppr1i] <0.5 (3.12)
1 ZU\k+7-_|_1[Z'] > 05

3.2.3 Probabilistic validation

The probabilistic approach in Kalman helps in estimating the uncertainty associ-
ated with the prediction. Kalman framework provides the distribution of the next

observation conditioned to previous data (the so-called predictive distribution of
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the observations), given by
p(Xr|x1r-1) = N (xx; Dz, Sy) (3.13)

with x;, the observation at time k, Sy = D(TP;,_1T] + Q) + R, and z, , Py

are defined in Sec.3.1.2.1 (see [ 8, Section 4.3] for more details).

In this case, we can quantify our uncertainty about the prediction given by the
model for buy, hold and sell label. In other words, the probabilistic validation
helps us to quantify how much the model is uncertain when it says to buy, hold
or sell the stock. In particular, we can define :

i = / N (z1; Dz, Sy) dy = 1 — CDF(z4| Dz, Sy), (3.14)

T

as the probability that our forecasting method gives to the stock to whether
hold, buy or sell in the next time step. We provide that information, and a
knowledgeable practitioner can use the information to trade accordingly. Once
we have determined pj, we can validate the method by using the standard

cross-entropy loss as:

N

log-loss = — ! Z k] log(pi[k])), (3.15)
k:1

where L € {—1,0, 1} represents the ground truth labels at time k.
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3.3 Experiment and performance evaluation

3.3.1 Curated Dataset

The dataset is same as decribed in Chapterl sectionl.3.1. We observe daily
values of feature of each stock, namely its close price for calculating the technical
indicator value. Technical Indicators are crucial component in determining the
future trends of stocks in the market due to the inherent property of providing
an early signal for entry and exit. Furthermore, technical indicator SMA has
been utilised to understand the directional movement. We use this important

information as external control input(uy) for our model.

3.3.2 Compared methods

We perform comparisons with several methods from the field of machine learning
and signal processing, namely CNN-TA [92], MFNN [93], LSTM [57]. We chose
these three techniques since they are the most recent state-of-the-art methods
published within the last two years. These papers [57,92,93] have compared
with several other shallow and deep techniques and have excelled over them.
Therefore, it is enough to show that we improve over these; we do not need
to compare the techniques benchmarked in mentioned papers. The benchmark
models train on 10 years of data and test on 10 years of data (2009-19). Although
our model works on a windowed fashion and hence can predict for the entire
twenty years (sans the first window), we test it only on the common 10 years

of test data (2009-19). For training the state of the art methods like CNN-TA,
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MFNN and LSTM, following the methodology of [92]. For the sake of fair
analysis, we will evaluate results between S7T'Lq, ST L, and its competitors, only

for this 10 years period.

3.3.3 Practical Specification

3.3.3.1 Software and Hardware specifications

Data pre-processing and S7'L; and ST Lo model simulations is wholly con-
ducted in Python 3.6 relying on the libraries of Sklearn, packages of numpy
and pandas. For the simulation of benchmark methodologies we used Pytorch
libraries which is one of the powerful libraries to carry out large scale machine
learning experiments. We also rely on Ta-lib! which is a python variant to
evaluate technical indicators and Ta4j*> which is a Java variant for evaluating the
technical indicators. All the experiments are carried on using a Dell T30, Xeon
E3-1225V5 3.3GHz with GeForce GT 730, and Intel(R) Core(TM) 17-6700 CPU
@ 3.40GHz 16GB RAM, 200GB HDD, equipped with an Nvidia 1080 8GB and
Ubuntu OS.

3.3.4 Numerical results for the trading model

This section presents the analysis of stock forecasting. We will evaluate the
method’s ability to distinguish between "hold", "buy" and "sell" for the next

day of every window. The external control input (SMA indicator) is normalised

'"http://ta-1lib.org
http://www.tadj.org
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so that we have all the values boiling down to same scale. The work presents
two versions of Sequential transform learning as S7'L; and ST L as described
in section 3.2.2. It is important to note that we carried out experiments with
both the approach and compared with state-of-the-art method namely CNN-TA,

MFNN and LSTM which is presented in this section 3.3.4.2.

3.3.4.1 Influence of the window size

We will use ST'L; and S'T'Ly method for carrying out trading simulation (clas-
sification) using the model described in Sec. 3.2.2.2. The model can process
the entire sequence length, but there are certain drawbacks associated with this

offline strategy, as we already discussed in Sec. 3.2.1.

It 1s important to pre-process the data and section them into windows to
update the linear operators as the time progresses regularly. The window size
plays an important role as it is essential to analyze the appropriate window size
to produce optimal predictions while preserving a reasonable computational
time. Table 3.1 and Table. 3.2 depicts the experimental performance of ST,
and ST'L, respectively for different window sizes. The performance tends to
improve as the window size increases since the model incorporates more data.
We notice then stabilization of the performance, from 7 = 10. We believe that
10 days window size is a good compromise between highly volatile stocks (very
non-stationary) and very stable (smooth) ones. This value will be retained in the
upcoming experiments. When the window size increases further, the volatility

influences (degrades) the piece-wise linear nature of the data, and hence the
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performance deteriorates.

Window 7 Precision Recall F1 Score
Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
5 081 0.09 0.10| 0.81 0.19 020 | 080 0.12 0.14
10 090 0.15 0.4 | 047 051 0.52 | 0.61 023 0.21
15 087 0.14 0.13| 043 050 0.51 | 057 021 0.20
20 088 0.16 0.15| 049 051 050 | 062 0.18 0.23

Table 3.1: Comparison results of online ST L, for different window size (averaged over 185 stocks in datatset).

Window 7 Precision Recall F1 Score
Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
5 088 0.10 0.10 | 0.72 021 023 | 078 0.13 0.14
10 091 0.16 0.14 | 048 0.54 053 | 0.62 0.24 0.22
15 090 0.16 0.14 | 046 051 052 | 059 024 0.22
20 090 0.16 0.14 | 048 053 0.52 | 062 023 0.22

Table 3.2: Comparison results of online S7" L4 for different window size (averaged over 185 stocks in datatset).

Precision Recall F1 Score
Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
STL, 090 0.15 0.14 | 047 051 052 ] 0.61 023 0.21
ST Ly 091 0.16 0.14| 048 054 053 | 062 0.24 0.22
MFNN 0.79 0.11 0.04 | 047 037 0.16 | 0.58 0.06 0.11
LSTM 0.84 0.07 0.06 | 0.89 0.05 0.05]| 0.86 0.05 0.05
CNN-TA || 0.84 0.11 0.09 | 0.85 0.07 0.10 | 0.85 0.09 0.08

Method

Table 3.3: Comparison of classification metric for different methods in trading problem

3.3.4.2 Classification metrics

The classification performance of the model is summarized in Fig. 3.3, which
represents the confusion matrices obtained from S71'L,, ST L, approach, and
three state-of-the-art methods. We see that the Hold class is better predicted
for all the methods than the two other classes, as the investors use more of the
hold signals. They wait for some extraordinarily turning points to out-stand
among their competitors. LSTM is getting the best scores over the competitors

in terms of false negative. However, LSTM (and to a mild extent, CNN-TA
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< Buy{ 8193 17016 7388 g Buyy 8043 17391 7263
£ g
Sell 9533 8244 17845 Sell A 9010 7259 19353
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© ©
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Sell 4 21477 1182 12963 Sell 4 21358 529 2528
Hold Buy Sell Hold Buy Sell
Predicted label Predicted label
(c) MFNN (d) CNN-TA

Figure 3.3: Confusion matrices for trading decision.

and MFNN) present a large number of false positive for the Hold class. Those
methods seem to adopt an over-conservative strategy privileging the Hold class
over the others. However, ST'L; and ST"'L, models are able to preserve a certain
balance among classes. This can be seen in the confusion matrices, by noticing
that the maximum values are taken in the diagonal, as it should be expected by
a valid classifier. The comparison results are presented in Table 3.3 for ST'L,
ST L, and the three competitors with evaluation metrics, namely recall, precision,
and F1 Score of the proposed approach against the three deep learning models.

ST Ly outperforms ST'L; and the competitors, consistent with the previous
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Figure 3.4: Loss plots for the convergence of T1,T2 and D. The X-axis represent the number of iterations and Y-axis
represents the loss for each iteration for continous 4 days. The blue color represents the loss trend for 73 transform,
orange represents the loss trend for mapping D and the green represents the loss trends for 75 transform.

observations. The ST L, approach is better suited for the market. With ST'L,
investor has access to next day label prediction for N stocks simultaneously
and has a broader look at the market; hence can capture the trend better than
individual stocks. This helps in making well-informed decisions where to invest
in the market at every timestamp to maximize profit. The performance of the
methods will be evaluated, considering the model’s empirical performance, i.e.,
how well the model can distinguish between the three classes. We will also
assess the models’ performance in terms of trading efficiency by measuring

and comparing their annualized returns based on model predictions. Fig. 3.4

65



represents the convergence plots for linear operator 77, 75 and D.

3.3.4.3 Annualised returns analysis

This is the last phase of our algorithm evaluation, where we used the predicted
signal for calculating the returns, which the predicted signals will bring to the
investor. Investors consider one more parameter while trading for stocks, ie..
annualized returns (AR). AR is a critical factor as it helps the investors to decide
the monetary gain/loss they are going to incur while investing in the stock. If the
predicted label is "Sell", the stock is sold at that price. If the predicted signal is
"Hold", no action is taken at this signal. The algorithm is explained well in [927]
in the financial evaluation section. We present the annualized returns achieved on
the test data comparing with the benchmark models and the ones achieved from
the proposed approach on nine randomly selected stocks in Table. 3.4, as well
as the average AR for all stocks. The best-annualized returns are highlighted in
bold. The proposed method’s annualised returns are better than what produced

by state of the art deep learning methods.

Stock Symbol STLq ST Lo CNN-TA MFNN LSTM
WIPRO.BO -28.4 -24.56 -29.14 -27.81 -47.74
AAPL 11.3 18.1 0 12.92 0
AMZN -14.8 -12.7 30.64 -20.85 -0.15
I0C.BO -12.43 -6.62 -31.03 -26.42 -31.1
TATACHEM.BO -1.67 3.89 -1.54 -8.32 0
SPICEJET.BO 1.84 2.36 -24.08 -28.21 0
ATML 10.12 8.02 -33.25 -27.07 -33.82
DOM. L -3.56 -4.58 0.11 8.22 0.47
INDRAMEDCO.BO | 2.86 4.65 -14.22 -3.53 -50.86
Average(185 2.93 3.56 -5.65 -1.87 -6.45
stocks)

Table 3.4: Annualized Returns
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3.3.4.4 Portfolio diversification

Diversification of portfolio is a smart way of trading [72] as it allows investors
to maximize the returns by investing in different domains that would react
differently in the same market events, thus managing the risk better. The market
1s therefore divided into three major categories ie., small cap stocks, mid cap
stocks and large cap stocks. Small-caps are more volatile, vulnerable to losses
during market downtime trends but these stocks offer a great opportunity for
growth and high returns. Therefore, risk factor associated with small caps are
higher. Mid cap stocks offers investors more growth potential than large-cap
stocks, but with less volatility and risk as compared to small-caps. Large cap
stocks are the ones that offer fixed returns with minimal volatility associated.
Large cap stocks are the assets from financially sound firms and has a steady

risk-return factor with relatively lower risk compared to mid-cap, small-cap.

Stock symbols STLq Log-Loss | ST Ly Log-Loss
e| ALOKTEXT.BO 1.87 1.76
9| ALKYLAMINE.BO 1.11 1.09
Tés ZEEMEDIAG.BO 1.23 1.18
) PVP.BO 1.01 1.04
N I0C.BO 1.02 1.05
8| TATACHEM.BO 0.78 0.83
2| SPICEJET.BO 0.65 0.61
= BHEL.BO 1.11 1.14
AAPL 0.13 0.09
g AMZN 0.11 0.07
©| HINDZINC.BO 1.08 1.02
5: ONGC.BO 1.01 1.03
SIEMENS.NS 1.03 0.06

Table 3.5: Log-loss values provided by ST L; and ST Lo, for the stocks with available market capitalization
categories.

As discussed earlier in Sec 3.2.3 the proposed ST'L; and ST L, methodology
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allows to provide through probabilistic quantification, a piece of information
that can be used by a knowledgeable practitioner to trade accordingly to have a
diversified portfolio. Such probabilistic validation can help maximize the returns

by having a mix of small-cap, mid-cap, large-cap stocks.

We provide in Table 3.5 the log-loss value (the smaller, the better), computed
by both the approaches ST'L; and ST L, as described in Sec. 3.2.3, computed
for the few stocks of the dataset for which the market capitalization categories
were available.?. The Log-loss validates the uncertainty associated with model
prediction. The log-loss value can reach low value when the uncertainty associ-
ated with the prediction is very low (ie., good prediction) when trading the large
cap stocks, probably due to the less volatile nature of such stocks. In contrast,

the log-loss is in average higher for small caps, as they are highly volatile.

3.3.5 Discussions

Our proposed approach combines the benefits of two worlds — the uncertainty
measures and interpretability of classical signal processing with the function
approximation capability of neural networks. The proposed technique has been
applied on the challenging problem of stock forecasting. An interesting experi-
mental analyses was suggested by one of the reviewer. We have created a plot of
probabilities versus average recall (Please refer to Fig3.5). We did it for recall,

since it is the most important metric in stock trading.

Recall values can also be understood as the quantification of positive class

*https://finance.yahoo.com/screener
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Figure 3.5: Plot of recall values vs probabilities

predictions made out of positive data points.We have seen better recall values
for the class " Sell" and "Buy" as compared to class " Hold". In market analysis,
it is very important to identify the critical turning points in the market trend,
1.e., accurate prediction of entry and exit points. The precise prediction of entry
and exit points helps us analyze what the algorithmic model guarantees return.
Every algorithmic model’s final goal is to maximize the annualized returns with
predicted sell and buy signals.

Our proposed algorithm has successfully captured accurate entry and exit points
as compared to the benchmark models. The finance Dataset is an imbalanced
dataset, due to which we have more number of hold data points and very few
critical "Buy and Sell" class datapoints. Most of the neural network models used
as a benchmark generated many false alarms for non-existence entry and exit
points. In comparison, our model captured most of the entry and exit points
intelligently. This can be understood as hold class has more number of samples,
neural network labeled most of the data points as hold class at the time of the
testing phase. Whereas Sequential transform learning uses the information of

technical indicators along with the prior estimate. The combination of technical
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indicator information and prior estimate resulted in better modeling of posterior.
Sequential Transform learning could handle the imbalanced dataset and resulted
in better sensitivity score(Recall) for critical class(Buy and Sell). From Fig3.5 we
can say that when the model is becoming more and more certain the recall values
is also improving. This shows the importance of uncertainty quantification in
challenging application. The uncertainty score makes the investor more confident

in investing with the predicted signals.
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Chapter 4

Deep Recurrent Dictionary Learning

In this chapter we follow Deep recurrent dictionary learning. Modeling dynami-
cal systems has been a topic of interest to signal processing, machine learning
and control engineering researchers for more than five decades. This work is
proposed to overcome the bottlenecks experienced in chapter 2 (assuming the
model to be linear) and gains motivation in diving deeper in multi-linear ssm to
propose more adaptive recurrent approaches in time series forecasting. Recent
papers such as [104, 105] are showing how deep neural networks excel over
shallow networks in terms of function approximation. They are developed to
approximate highly non-linear function in high-dimensional spaces [ 106, 107].
We propose a deep extension of the shallow model Recurrent dictionary learning
(discussed in chapter 2); multilinear Gaussian SSM which handles non-linearity
in the time series. The work introduces a new dynamical modeling technique
that combines the advantages of state-of-the-art deep learning tools with those
of traditional state-space models. The proposed tool is particularly well suited to

model stock market time series.
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Modeling the stock market is a well-known challenging problem [108]. The
difficulty lies in the non-stationary and non-linearity of the underlying dynami-
cal process. Moreover, financial markets are not only influenced by consumer
behavior but also by a myriad of external factors like natural disasters, adminis-
trative policies, political decisions, international relations, etc., to name a few.
Therefore developing reliable algorithmic models for stock trading still remains
a challenging yet interesting topic from the point of view of both finance and

machine learning/signal processing [3, 1 09].

4.0.1 Contribution

A partial solution to SSM limitations has been addressed in [2, | 10—112]. In these
works, a linear Gaussian SSM was considered, and the observation and state oper-
ators were unknown and estimated from data using an expectation-maximization
(EM) methodology. In our recent work [ 1 10], we show the practical advantage of
such approach in the context of stock market time series processing. A limitation
in the aforementioned works is that they can only consider linear models. There
is a crucial need for new strategies to cope with the curse of dimensionality in
the learning of SSM model parameters. In order to address this shortcoming, in
this work we consider instead multi-linear observation and state operators, to be
learnt jointly with the state inferential task. In this work, we propose to impose a
structured prior on the observation/state operators involved in an Linear Gaussian
state space model (LG-SSM). We introduce deep non-negative matrix factorized

(deep NMF) models for both operators. Deep NMF [113] is a generalized form
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of NMF [114] that models latent representations from complex data through a
product of a (usually small) number of linear operators (called latent factors)
satisfying positivity constraints. Deep NMF has been employed with success
on various unsupervised machine learning tasks [ 15—119]. When embedded
into an NN structure, it leads to the so-called deep RelLu networks [120-122].
Deep NMF shares connections with the recently introduced deep dictionary
learning (deep DL) [123, 124], the main difference being in the priors imposed
in the latent factors (positivity, in the case of deep NMF, low-rank/sparsity in
the case of deep DL). In our work, deep NMF is neither used for unsupervised
representation learning nor in an NN framework. In contrast, it is embedded
into a Gaussian SSM to model, allowing to track and predict complex latent
phenomena in time series. A novel algorithm is proposed, that learns the positive
latent factors jointly with the probabilistic state inferential task induced by our
SSM. We call this modelling and inference tool Deep Recurrent Dictionary
Learning (DRDL). The tool is further specialized to make it practically efficient
in the context of large and volatile time series arising in stock market data. In
particular, we perused the online training strategy we previously introduced

in [110]. The contributions of this work are:

* Introduce an LG-SSM model involving deep positive latent factors;

* Propose a new EM-based inference method to jointly perform the time

series prediction task and the deep linear positive factors estimation;

 Devise efficient implementation strategies for practical use of the method in
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the context of stock market time series analysis;

 Providing a quantitative assessment of the performance of DRDL approach

on real financial data.

4.1 Proposed Work
4.1.1 DRDL model

Let us consider (xj)1<r<x, an observed sequence of vectors of size NV, and
(z1)1<k<k a sequence of unknown feature vectors of size N, that we want to
infer/estimate. We consider here possibly multivariate state and observation
vectors, i.e., /N, and N, can be greater than 1. Our DRDL model is expressed as

the following multi-linear Gaussian SSM! .

Forevery k € {1,..., K}:

z; = DoD1Dozj_1 + vy,
4.1)

x; = HoHHszp + voy.
Hereabove, the process noise (vix)1<k<x is assumed to be zero-mean Gaus-
sian with symmetric definite positive covariance matrix QQ, and the observation
noise (va 1 )1<p<x is also zero-mean Gaussian with symmetric definite positive
covariance matrix R. Then, the model in (4.1) can be seen as a first-order

Markovian multi-linear Gaussian model where (zy )<< is the sequence of

"Throughout the work, we consider three-terms factorizations, for the sake of readibility. The proposed modeling and
inference methodology can actually be straightforwardly extended to any number, greater or equals to one, of factors.
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K hidden states. As discussed earlier, classical inference approaches for SSM
require specifying every model parameters. In the above model, that would
mean setting the observation and state matrices {Dg, D1, Dy, Hy, H1, Hy}. In
practical applications such as stock market analysis, this is challenging and one
might prefer to learn these factors from the observed data. In a nutshell, the
goal is the joint inference, from the observed sequence (xj)1<x<x, of the latent
factor matrices Dy € RV=*N: D, € RY-*N: Dy, € RM*N:_ of the observation

matrices Hy € RY*N: . H; € RY-*N:) H, € RV-*: and of the sequence

(Zk)lgkgK-

4.1.2 Discussion on the model

We now discuss the main characteristics of the proposed DRDL method. The
model is mathematically described in Eq. (4.1) and displayed in Fig. 4.1. The
top equation describes the hidden state evolution, assuming Markovianity be-
tween two consecutive hidden states. The second equation links the hidden and
observed states. A first interesting aspect, inherited from the SSM paradigm,
is that two Gaussian noise terms are explicitly introduced in DRDL to cope
with model uncertainty, which is in contrast with most deep learning models
for time series processing (e.g., LSTM). A second novel feature of (4.1) lies
in using deep NMF models instead of generic matrices (in the linear case) or
functions (in the non-linear case), as it is usually the case in SSMs [125-127],
taking advantage on the acknowledged representation power of deep NMF [113].

One important benefit of the proposed approach w.r.t. most existing methods in
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the literature is that we avoid Monte Carlo simulation or complex optimization
procedure, which is known to suffer more severely the curse of dimensionality.
In our method, each latent factor can be understood as representations in abstract
spaces of the phenomena occurring between both pairs of variables. Third, in
contrast with the typical usage of deep NMF in machine learning, relying on
backpropagation for their model training [ 18, | 19], DRDL model allows the
construction of an handcrafted training strategy (see the next section), which
benefits from a low computational cost, sound optimality guarantees (in terms of

Bayesian estimator), and enables uncertainty quantification.

a.o—ozﬁ Z *-Z...

ﬂ
ﬂ A
X2

Figure 4.1: Schematic Diagram for Deep Recurrent Dictionary Learning

x

k

4.1.3 DRDL inference algorithm

Using SSM models for time series processing (e.g., for a prediction task) amounts
to solving the so-called smoothing/filtering problem, i.e., the probabilistic esti-
mation of the hidden state (z;);<;<x. In our context, as the deep NMF factors
{Dy, Dy,Dy,Hy, H;, H,} involved in the construction of the state transition
and the observation transition models are most often unknown, we must also infer
them from the observed data, jointly with the hidden states (through the afore-

mentioned filtering/smoothing procedure). To do so, we propose an expectation-

76



maximization (EM) approach (see [33, chap.12] and [2]).

The EM method alternates iteratively between the probabilistic inference
of the state (zx)1<x<x, while the factors {Dy, D1, Do, Hy, Hy, Hy} are fixed
(E-step), and the update of these factors, assuming fixed state (M-step). More
precisely, the E-step consists in fixing the linear operators obtained in the pre-
vious M-step and applying the classical Kalman/RTS recursions, in order to
obtain the filtering/smoothing distributions p(zx|x1.x) and p(zg, x1.x), respec-
tively. Then, the M-step updates the operators {Dgy, D1, Do, Hy, H;, Hy} by

maximizing an upper bound of:

SOK(D(L Dl: D27 H07 Hl) HQ)

= log p(x1.x|Do, D1, D2, Hy, Hy, Hy). (4.2)

We explicitly show hereafter the construction of the ¢ + 1-th EM update, given

estimates from the previous iteration .

4.1.3.1 E-step: Kalman/RTS inference

At this step, we considered the factors Dg], D[f], D[Qi], H([)i], H[f }, Hg} to be fixed
(either from the previous M-step or from the initialization at the first iteration).
The goal is the probabilistic inference of the hidden state. Following the standard
SSM framework, we assume that the initial state follows zy ~ N (zg, Py), where
P, is a symmetric definite positive matrix of RY=*": and z, € R. Then, (4.1)

reads as a first-order Markovian linear Gaussian model, with observation matrix
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HyH,H,, evolution/state matrix DyD1D», and (z;)1<;<x the sequence of K

unknown states. Kalman filter provides a probabilistic estimate of the hidden

state at each time step k& € {1,..., K}, conditioned to all available data up to

time k£, through the Gaussian filtering distribution:

p(zg|x1:6) = N (21; Zk, Pr). (4.3)

For every k € {1,..., K}, the mean z; and covariance matrix P; can be

computed by means of Kalman filter recursions given as follows:

Fork=1,...,K

Predict state:

Update state:

\

zir1 = DiDI'Dlz; w
Pir1 = D, D{'D}'P;_1(DyD{DY)™ + Q

i =x, — HyH HY 2,

Sk = H([)ﬂHgﬂHg}Pkm—l(H([)i]Hgi]Hg])T + R,

K, = P (HUHH) TS (4.5)

zry = Zpp—1 + Ky,
P, =Py — KiSiK]

Hereabove, y; represents the measurement pre-fit residual, Sy represents the

pre-fit covariance, K; represents Kalman gain, z; represents the updated (a

posteriori) state estimate, P represents the updated (a posteriori) estimate

covariance. The RTS smoother makes a backward recursion in order to obtain
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the smoothing distribution p(zx|x;._ ) by refining the filtering distributions
computed by the Kalman filter:

Fork=K,...,1

Backward Recursion:
¢
z;,, =DyD'DYz,
bi., — DD DY) 1 Q
e = puoDind) e 46
z; =z + Grlz], — 2, 4],
\ P, =P, —-Gy[P;,, —P;H]G,I.

As a result, the smoothing distribution at each time step & € {1,..., K} hasa

closed-form Gaussian solution given by:

p(zg|x1.x) = N(zk; 23, P}). 4.7
4.1.3.2 M-step: Evolution operators update

The M-step performs an optimization step to increase the likelihood of the
matrix parameters positive latent factors {Dg, D1, Do, Hy, Hy, Hy}, given the
smoothing distribution obtained in the E-step. To do so, it proceeds by building

the upper-bound:

QOk(D(), Dl) D27 HO) H17 HQ)

> Q(Dy, Dy, Dy, Hy, H;, Hy; ). (4.8)
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Hereabove, O = {11 &l Bl Cl All} gathers five quantities defined from

the outputs of the E-step described in Sec. 4.1.3.1):

Q(Dy, Dy, Dy, Hy, Hy, Hy; O1) =
_ gtr (Q—lz[ﬂ — Cl(DyD D) — DyD;Dy(Cl)T
+D0D1D2‘I’[i](D0D1D2)T>
- g“ (R — BY(HH HL) T — HoH Hy(BY)T

+HOH1H22W(HOH1H2)T), 4.9)

with:

Bl = — % "x(2)", (4.10)

The updates {Dg+1], D[fﬂ], D[;H], Hgﬂ], H[fﬂ], H[QHH} given the knowledge
of ®0!, amounts to maximizing Q(+; @)M) under positivity constraints on the
factors. In contrast with the linear unconstrained model case studied in [83,

Chapter 12], the maximization problem here does not have a closed-form solution.
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It is highly non-convex due to the multi-linearity of our model. Luckily, it
happens to be convex with respect to each of the factors. We thus propose to

resort to the following alternating maximization step:

D! ~ argmux0(Dy. D DJ), 1. Y. 1}’ 00)
Dy>0

D[lH_l] — argmaXQ(D([)H”; Dla Dg]a Hg}a H[ll]7 H[;]’ @[Z])
D;>0

D[QH_l] = afgmaXQ(D([)i—i—l]v D[li_H]a D27 H([)Z]v H[ll]7 H[22]7 @[l])
D,>0

Hg—H] — argmaXQ(D([)Hﬂa D[lﬁ_l]v D[2i+1]7 HO: H[ll]a H[;]’ @[Z])
Hy>0

B = argmax0(D ", DI DL B B, 1Y el)
H;>0

H[2i+1] = argmaXQ(D([)Hua D[1i+1]7 D[2i+1]7 Hg+1]7 H[liJr”: H2; @[Z])
H>>0

Our approach ensures by construction the following inequality:

Q(D([)i+1}7D[1i+l]’D[2i+1] H([)i—i—l] H[1¢+1} H[2i+1],@[i])

Y Y ) Y

> oDy, DY, DY 1y, 1 1Y ell), @.11)

which is key to guarantee the convergence properties for the EM iteration.
Indeed, the proposed updates yield an increase of the lower bound of the marginal
likelihood, so as a consequence, an increase of the marginal log-likelihood itself.
The overall procedure is thus guaranteed to yield a monotonic increase of the

marginal log-likelihood function ¢ and classical results about majorization-
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minimization methods allow to ensure convergence guarantees to a stationary
point of px [128]. The six sub-problems are quadratic programming (convex)
problems and can be solved through several available solvers. We decided to
use the simple and fast alternating least squares approach [ ! 14], reminiscent
from the literature of deep nonnegative matrix factorization [ ! 18], and the deep
ReLu neural networks models [121], both showing a satisfactory behavior in
preliminary experiments. We start by computing each subproblem solution
ignoring the positivity constraints, and then capped the negative entries of the

obtained factors. This yields the following analytic updates:

D! = ReLu (VD) (D) (D' D@t (D) (D) T)1),

DI = ReLu ((D§*)TQ ' D) (D) TQ (DY)
«(DYe(mfh 7)),

D[2i+1] — ReLu (((D[liJrl])T(D[OiJrl])Tq—lD([)iJrl]D[liJrl])T(D[1i+1})T
X(Dg+1]>TQ_1C[¢](¢[¢])_1) ’

H = ReL (B ()T ()T (B R S0 )T ()T

H Y = ReLu () TRE ) TR B E) T
x(Hy =1 @) T,

H[2i+1] — ReLu (((H[1i+1])T(H[Oi+1])TR—1H[Oi+1]H[1i+1])T

><(H[f“])T(HgH])TR_lBM(E[i])_l) : (4.12)

Hereabove, (-)! denotes the pseudo-inverse operator. Moreover, ReLu ()
states for the rectified linear unit function, that projects each entry of its input to

the positive orthant.
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4.1.4 The DRDL algorithm summarized

We summarize in Alg. 2 the DRDL algorithm, for the probabilistic inference of
the sequence of hidden state (zy)1 <<k, jointly with the point-wise estimation
of the latent factors {Dg, Dy, Dy, Hy, Hy, H}, assuming the data follows the
DRDL model (4.1). In practice, DRDL algorithm is ran for a maximum number

of iterations 7,,,5, Set So as to reach stabilisation of the latent factors.

Algorithm 2. DRDL (3 layers) inference algorithm.

Inputs. Prior parameters (zy, Py) ; model noise covariance matrices Q, R ; set of observa-
tions {Xj }1<k<K-

Initialization. Set positive latent factors
(D, D DY 1Y 1Y 1Y),
Recursive step. Fort = 0,1, ... imax’

(E step) Run the' Kalman 'ﬁlterl (4.4)-(4.5) and RTS smoother (4.6) using latent fac-
wors {DJ, D DY 1 H 1.
Calculate (E(i), &) BO CO), A(i)) using (4.10).

(M step) Compute {Dgﬂ), Dg”l), Dgﬂ), Héiﬂ), Hgiﬂ), Hgi+1)} using (4.12).

Output. State filtering/smoothing pdfs (4.3) and (4.7) along with pointwise estimates of the
latent factor from (4.12).

4.2 Application to Stock Trading

We now particularize the DRDL inference algorithm to the stock trading appli-

cations. In particular, we address the forecasting/trading tasks given a set of K

83



daily (i.e., k 1s a day index) observations of stock market data.

4.2.1 Online implementation

First, in order to better cope with high volatility of stock market quantities and
allow immediate feedback to the users for on-the-fly trading, we propose here
an online implementation of our DRDL approach. To do so, we adopt a simple
yet efficient sliding window strategy. More precisely, we set a window size of

T €{l,..., K} time steps. Forevery k € {0, ..., K — 7}, the model parameters

k+T1
j=k+1

are estimated using the 7 observations contained in the set X}, = {x;} via
the EM strategy described above. Such sliding window strategy provides two
advantages. First, choosing 7 number of data points in one window allows for a
faster processing. Second, it also allows for a better modeling, since the constant
factors assumption is likely to better model the time series if 7 is small. The
price to pay if 7 is too small is that a smaller number of observations may limit
the estimation capabilities. Hence, it is essential to find a tradeoff in the seek of
an optimal 7, as we will show in our experiments. For the implementation of
the windowing strategy, we use a warm start strategy for the Kalman iteration
initialization. More precisely, we set the factors to their most recent updated
value, and we initialize the mean and covariance of the state for processing X1

using the EM results from &. Note that if 7 = K, the algorithm goes back to

the original offline version, that is the EM inference tool is ran only once.
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4.2.2 Modeling and post-processing for stock market analysis tasks

Stock market data processing typically amounts to solving two distinct applica-
tive problems, namely daily stock price forecasting and stock trading decision
(among 3 options: buy/hold/sell) estimation. We hereafter explain how to post-

process DRDL results to tackle both above-stated problems.

4.2.2.1 Stock forecasting

Let us first specify the observation model in stock forecasting. For a given win-
dow size 7 > 0, foreach k € {0, ..., K — 7}, we observe (X;)g+1<j<k+r € R,
gathering 14 technical indicators % as well as the adjusted close price. Running
our DRDL on the considered window yields the following mean estimate of
the 15 quantities for the next day (i.e., the day coming right after the end of the

observed window) indexed by k + 7 + 1:
Xpyr+1 = HoH1HozZpy rpgr—1, (4.13)
associated with the covariance matrix
Sktr+1 = HoH{Hy (DD D, P (DD D) " + Q) + R. (4.14)

Hereabove, {Dg, D1, Dy, Hy, Hy, Hy} are the factors estimated during the M-

step of our EM-based inference method, and (Zk+7-| ktr—1, Pkir) are byproducts

2We retained the relative strength index (RSI), the William percentage range, the absolute price oscillator (APO), the
commodity channel index, the Chande momentum oscillator (CMO), the directional movement Indicator (DMI), the ultimator
oscillator, the WMA, the exponential moving average (EMA), the Simple Moving Average (SMA), the triple EMA, the moving
average convergence (MAC), the percentage price oscillator, the rate of change (ROC). Detailed definitions can be found in
https://www.investopedia.com/terms/t/technicalindicator.asp
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of the Kalman prediction step (4.4)-(4.5), computed during the E-step of the
EM. The proposed methodology aims at predicting the entire 15-dimensional
vector. However, stock forecasting is typically focused on the prediction of a

single quantity such as the adjusted close price.

4.2.2.2 Stock trading

Stock trading works on a different set of observed inputs. For each window
index k € {0,...,K — 7}, we observe (X;)i+1<j<kir € R, where z;[i],
fori € {1,...,14}, are the same 14 technical indicators as in the previous
case. Moreover, [z;[15], z;[16], z;[17]] € {0,1}? gathers the decisions “hold”,
“buy”, or “sell”, computed daily for each stocks so as to maximize annualized
returns. Soft hot encoded scores are used to represent the retained label, e.g.,
if the decision “hold” is retained for instance at time j, we observe z; [15] =1,
x;[16] = 0 and x;{17] = 0. Here again, our method is able to provide mean and
covariance estimates, for the next day, for the 17 dimensional vector, following
(4.13) and (4.14). The class label for the next day trading decision is simply
defined as:

Criry1 = argmax;eq o 31 Thir1[i + 14]. (4.15)
4.2.3 Probabilistic assessment of stock trading decision

We now describe the procedure to assess the uncertainty quantification associated

to the DRDL predictions. Let £ € {0,..., K — 7} be the window index on
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which Algorithm 2 has been run. The probabilistic estimation of the quantities of
interest for the next time step (i.e., one-day ahead prediction) X 11 conditioned
to the data observed in the window X;.;.,, reads as a multivariate Gaussian

distribution

P(Xpr+1Xkkorr) = N (Kbpr 15 Kier 15 Shbrs1) (4.16)

with mean and covariance (Xy 11, Sg1r+1), given by (4.13) and (4.14), respec-
tively. Equation (4.16) assigns a probability score to any decision (e.g., trading)
based on the prediction output of the DRDL method. Let us focus on the partic-
ular example of assessing the uncertainty of the stock trading decision at time
index k + 7 + 1, given observations at indexes j € {k + 1,...,k + 7}. The
trading decision relies on the discrete maximization step (4.15). Let us express
the probability mass function (pmf) of this decision, from the gaussian predictive
probability density function (pdf) of the observed data points in Eq. (4.16).
The pmf can here be summarized as pyy,41 € [0,1]> where each py, ., 1[i],
i € {1,2,3} is a probability, and 37| pp,41[i] = 1. Each py.,,1[i] represents
the probability inferred by DRDL that the true value xj,1[i + 14] is greater
than zy, .1[j + 14], for j = {1,2,3} \ i. According to Egs. (4.16) and (4.15),

Pk-+r+1 can be obtained through

(VZ < {17 27 3}) pk’-f—T-i-l[i] - N(y;fck+7+1[15 : 17]7 Sk+7+1[15 : 177 15: 17])dY7

Vi
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with

YV, ={y eR®|yli] > yljl,j = {1,2,3} \i}. (4.18)

Due to the intricate form of the constrained set in (4.18), the integral in (4.17)
1s intractable. It can be easily approximated with high precision by direct
simulation. In practice, we sampled 10* three-dimensional sample from a normal
standard distribution. The samples can be re-used for all time steps using coloring
and shifting according to the covariance and mean, respectively. Thanks to this
procedure, we can infer py. .11 for every k, and then assess the next day stock

trading outcome by using the standard cross-entropy loss:

=

-7

1

3
w1 2 2~ Lernlllogerald), (419

0 =1

log-loss =

il

where the true labels are denoted Ly .1 € {0,1}? for each time k + 7 + 1

(hereagain, we use soft hot encoding representation).

4.2.4 Summarized pipeline

We provide in Alg. 3 the summary of our proposed pipeline for applying DRDL,
in Algorithm 2, in the context of stock forecasting (steps a-b with NV, = 15) and

trading (steps a-b-c-d with N, = 17).
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Algorithm 3. DRDL (3 layers) method for stock forecasting and trading.

Inputs. Prior parameters (zy, Py) ; model noise covariance matrices Q, R ; set of observa-
tions {Xj }1<k<K ; windows size T.

Initialization. Set positive latent factors
(DO, DY, 1Y, 1O 1Y)
Window processing. For k =0,1,... K —7:

a. Run DRDL algorithm 2 on sequence (X;)+1<k<k+r initialized with estimates from
k — 1th window (warm start).

b. Calculate one-step ahead predicted mean X1 and its covariance Sy, using

(4.13)-(4.14).
c. Compute one-step ahead predicted label {y .11 using (4.15).
d. Compute pyr41 using (4.17)-(4.18).

Output. Forecasting/trading predictions and log-loss value (4.19).

4.3 Experimental Results

4.3.1 Curated Dataset

The Dataset is same as decribed in Chapterl section1.3.1. From the knowledge
of the close prices, we build two observation sequences associated to the res-
olution of two specific problems, namely stock forecasting and stock trading,
as described in Sec. 4.2.2. Note that the 14 technical indicator values are nor-
malized so that their values range within the same scale. For both problems, we
will compare DRDL and several state-of-the-art methods arising from signal
processing and machine learning literature. In all experiments, each of the 180
observed time series is split into two parts, namely a train phase made of the
first recorded 2546 days, and a test phase made of the next 2882 days. The train

phase is used to learn the models parameters (for instance, the linear factors
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involved in DRDL), while the test phase is used to evaluate the performance
of the learnt models, their parameters being fixed. More details about DRDL
and the retained benchmark methods setting are provided in the next subsection.
Figure 4.2 displays the evolution of 4 of the 14 technical indicators used as input
of the inference tools, during the test phase. One can notice the high volatility in

the observed data.
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Figure 4.2: Evolution of four (among 14) observed technical indicators during the test phase.

4.3.2 Practical Settings

4.3.2.1 DRDL settings

As described in Sec. 4.2.2, DRDL can be specified to tackle both stock fore-
casting problem, in which case N, = 15, and stock trading problem where
N, = 17. Three variants of DRDL will be compared, depending on the number
of linear factors (i.e., layers) in the multi-linear model. More specifically, we

will distinguish in our experiments:
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DRDL (1 layer): Dy = D; = Dy, = Id and H; = H, = Id fixed and {H,} is

estimated;

DRDL (2 layers): Dy = D; = Dy = Id and H, = Id fixed and {H,, H; } are

estimated;

DRDL (3 layers): Dy = D; = Dy = Id and {Hy, H;, H,} are estimated.

Note that, ignoring the positivity constraint, DRDL (1 layer) would identify with
our previously published method RDL [110]. We implement the sliding window
approach described in Sec. 4.2.1, for various choices of 7 described hereafter. In
all experiments, the prior mean Zj is initialized as a zero vector, and Py, Q and
R are set as multiple of identity matrix with scale values 10~7, 1072 and 1072,
respectively. Moreover, we set the dimension of the state as N, = 14, which also
corresponds to the number of measured technical indicators, as it was observed
empirically to yield the best results. The entries of the linear factors to estimate
are initialized at time 0 using independent realizations of a uniform distribution
on [0,107!]. As mentioned in Sec. 4.2.1, warm start strategy is used to initialize
for the next processed windows. The estimation of the linear factors (i.e. M-step
of the EM method) is only conducted during the training phase. A maximum of
50 iterations of the EM loop are used in Alg. 2, which was observed sufficient to
reach stability of the estimated factors. During the test phase, the linear latent
factors are fixed, and only the Kalman/RTS inference is ran (i.e., we inhibit
M-step in Alg. 2). The scores shown are arithmetic means of 10 random trials,

and are computed only during the test phase.
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4.3.2.2 Software and hardware specifications

Dataset preparation and DRDL model inference are ran using Python 3.6 code,
equipped with the Sklearn, NumPy packages, and pandas libraries. CNN-TA is
implemented in Keras, while MFNN and LSTM, are implemented in PyTorch.
We rely on Sklearn, Ta-lib®> and Ta4j* libraries for evaluating the technical
indicators. All the experiments are carried on using a Dell T30, Xeon E3-
1225V5 3.3GHz with GeForce GT 730, and Intel(R) Core(TM) 17-6700 CPU @
3.40GHz 16GB RAM, 200GB HDD, equipped with an Nvidia 1080 8GB and

Ubuntu OS.

4.3.3 Compared methods

We compare DRDL with state of the art methods from the field of machine
learning and signal processing namely CNN-TA [129], MENN [93], LSTM [57]
and ARIMA [10], depending on the problem at stake. For the stock forecasting
problem, we compare DRDL with both ARIMA and LSTM. We set up the
ARIMA parameters to (p,d,q) = (5,1,5) as we observed it to lead to the best
practical performance. LSTM has been modified from its original version to
perform regression instead of classification, by replacing the softmax output layer
by fully connected layer with a single node output. We used Adam optimizer with
learning rate 10~, 200 epochs, and batch-size 16 to minimize the mean square

error (MSE) loss function. The performance of the methods is compared in

Shttp://ta-1lib.org
*http://www.tadj.org
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terms of mean absolute error (MAE), root means square error (RMSE), SMAPE
(Symmetric mean absolute percentage error), and Pearson correlation factor on
the prediction of the next day adjusted close price, evaluated in the test phase only
and averaged over all stocks. For the stock trading problem, we compared DRDL
with CNN-TA, MFNN, and LSTM, using their original implementations and
settings, described respectively in [129], [93] and [57]. The performance of the
methods is evaluated considering both the empirical classification performance
of the models, and their trading efficiency in terms of annualized returns. On this
problem, we additionnaly present the log-loss values provided by DRDL (see
Sec. 4.2.3) to illustrate how such information can be used to let the trader decide

where to invest in the market and diversify his portfolio.

4.3.4 Numerical results for stock forecasting problem

Window size7 | r | RMSE | | MAE (%) | | SMAPE (%) |
250 045 | 29.43 0.47 31.8
300 049 | 2781 0.23 28.6
350 053 | 21.61 0.29 255
500 0.69 | 13.79 0.13 234
650 0.71 | 1335 0.11 18.4
700 0.72 | 13.62 0.10 185

Table 4.1: Results of DRDL (3 layers) on stock forecasting problem for different window size. Scores averaged on
test phase, on all the 180 stocks.

4.3.4.1 Influence of window size

The choice of window size is an essential aspect as it can enhance and limit
the methodology’s potential. To understand the model behavior, we present
Table 4.1 which provides detailed information on the performance of the model

on varying window sizes. The table offers an analysis of various metrics like
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Model 7 | RMSE] | MAE(%) | | SMAPE(%)]
ARIMA 0.13 | 786 1.23 65.5
LSTM 024 | 2975 6.12 47
DRDL (1 layer) | 0.65 | 23.24 0.19 353
DRDL (2 layers) | 0.69 | 14.2 0.15 23.2
DRDL (3 layers) | 0.71 | 13.35 0.11 18.4

Table 4.2: Comparison of methods for stock forecasting problem: Pearson correlation score (r), MAE, RMSE and
SMAPE scores on the prediction of next day adjusted close price, averaged over the test phase and the stocks.

Pearson correlation (r), RMSE (Root Méan Square Error), MAE (Mean Absolute
Error), and SMAPE (Symmetric mean absolute percentage error) for different
window sizes 7. To understand how window size influences the model behavior
in Online implementation (see Sec. 4.2.1). The model’s performance improves
as the window size increases until reaching a convergence point. Although
7 = 250, 300, or 350 may not be sufficient to learn the model appropriately, we
can observe that the forecasting results start getting satisfying from 7 = 500.
In the further experiments on forecasting, we set 7 = 650, leading to a good

compromise between time complexity and prediction accuracy.

’ Method H Train Time cost (h.) \ Test Time cost (min.) ‘
DRDL (3 layers) 2.37h 20 min
DRDL (2 layers) 2.12h 18.4 min
DRDL (1 layer) 1.78h 15.8 min
ARIMA 2.01h 36 min
LSTM 8 days 45 min
DeepAR 2.45h 20 min
TFT 2.25h 27 min
Nbeats 3.12h 25 min

Table 4.3: Averaged time over 10 random runs for processing the dataset (train(hrs) and test(min)), for DRDL and
its competitors.

4.3.4.2 Comparison with benchmark models

To understand better, we present table 4.2 which provides comprehensive analysis

on performance estimation on the stock forecasting problem using DRDL, LSTM,
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ARIMA, DeepAR [130], Nbeats [131], and TFT [132]. Table 4.2 presents
comparison in terms of Pearson correlation factor r, RMSE, MAE and SMAPE.
We can see that DRDL (3 layers) architecture outperforms DRDL (2 layers),
DRDL (1 layer) as well as the other benchmarks models. We also notice that
the average performance of TFT is comparable to DRDL (1 layer) architecture.
Fig 4.4 displays the Pearson correlation analysis between ground truth daily
adjusted close price time series and predicted ones along test phase, using DRDL

(3 layers) for four representive stock cases.

100 : : : . . 2000 .
Ground Truth Ground Truth
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Figure 4.3: Ground truth and inferred adjusted close price on the test phase for four different stocks, using DRDL
with 1 to 3 layers, LSTM or ARIMA.

Table 4.3 presents the computational time for forecasting the next day closing
price for our dataset. We distinguish the time required to train the methods

(on the first ten years) and to test them (on the next ten years) using the walk-
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Figure 4.4: Pearson correlation graph between ground truth adjusted close price and predicted one with DRDL (3
layers), during test phase, for four different stocks.

Method F1 Score Precision Recall Training time | Testing Time
Hold Sell Buy | Hold Sell Buy | Hold Sell Buy (in hrs) (in min)

DRDL (3 layers) || 0.61 030 0.29 | 0.85 0.26 0.29 | 0.51 0.54 0.54 4.12 10.17
DRDL (2 layers) || 0.61 032 0.34 | 083 023 026 | 048 0.51 053 3.56 12.50
DRDL (1 layer) || 0.59 0.19 0.23 | 0.88 0.15 0.12 | 045 052 0.51 2.00 11.56
MFNN 058 0.11 006 | 0.79 0.11 0.04 | 047 037 0.16 5.34 14.23
LSTM 0.86 005 0.05| 0.84 0.07 0.06 | 0.89 0.05 0.05 12.53 13.50
CNN-TA 085 0.08 0.09 | 0.84 0.11 0.09 | 0.85 0.07 0.10 4.57 14.36

Table 4.4: Comparison of classification scores of different methods on the stock trading problem. All scores are
averaged over 180 stocks and over the days of the test phase.

Window 7 Precision Recall F1 Score

Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
250 091 0.15 0.12 | 046 051 050 | 0.61 023 0.19
300 091 0.15 0.12 | 046 050 0.51 | 061 023 0.19
350 089 0.18 0.19 | 047 053 052 061 026 0.27
500 0.89 0.18 0.19 | 047 052 053] 061 026 027
650 085 026 029 | 051 0.54 054 | 0.61 030 0.29
700 0.87 021 020 | 048 0.53 054 | 061 030 0.29

Table 4.5: Classification scores of DRDL (3 layers) for different window size. All scores are averaged over stocks
and over the days of the test phase.
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Figure 4.5: Confusion matrices on stock trading classification task (averaged over days in test phase and over stocks)
for DRDL with 1 to 3 layers, and state-of-the art methods MFNN, CNN-TA and LSTM.
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Window 7 Precision Recall F1 Score

Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
250 091 0.14 0.12 | 047 049 048 | 061 021 0.19
300 0.90 0.16 0.13 | 047 050 049 | 0.61 024 0.20
350 089 0.17 0.16 | 048 051 052 ] 062 025 0.24
500 089 0.17 0.16 | 048 052 051 062 025 024
650 083 023 0.26 | 048 051 053 | 061 032 0.34
700 084 020 023 | 046 053 051 059 033 032

Table 4.6: Classification scores of DRDL (2 layers) for different window size. All scores are averaged over stocks

and over the days of the test phase.

Window 7 Precision Recall F1 Score

Hold Sell Buy | Hold Sell Buy | Hold Sell Buy
250 085 0.10 0.10 | 0.85 0.12 0.12 | 0.84 0.10 0.10
300 085 0.10 0.10 | 0.74 0.17 0.14 | 0.80 0.10 0.12
350 082 0.10 0.10 | 0.62 030 0.31 | 068 0.15 0.15
500 086 0.15 0.14 | 046 051 051 ] 059 0.18 0.22
650 088 0.15 0.2 | 045 052 051 | 059 0.19 0.23
700 090 0.16 0.14 | 046 051 052 ] 059 024 0.22

Table 4.7: Classification scores of DRDL (1 layer) for different window size. All scores are averaged over stocks
and over the days of the test phase.

Stock symbols DRDL (3 | DRDL (2 | DRDL (1 | CNN-TA | MFNN | LSTM
Layers) Layers) Layer)
WIPRO.BO -13.89 -23.26 -29.14 -18.14 -27.81 | -47.74
AAPL 19.12 11.3 10.14 0 1292 | 0
AMZN -13.23 -11.92 21.23 30.64 -20.85 | -0.15
I0C.BO -13.48 -23.28 -2.68 -3.03 -26.42 | -3.1
TATACHEM.BO 1.23 3.83 2.19 -1.54 -832 |0
SPICEJET.BO 11.92 10.17 -8.63 -24.08 2821 1 0
ATML -4.13 -5.78 -10.19 -33.25 -27.07 | -33.82
DOM. L 4.56 9.34 2.83 0.11 8.22 0.47
INDRAMEDCO.BO | -5.78 -10.34 -3.65 -14.22 -3.53 | -50.86
Average on all 180 | 3.87 2.67 2.34 -5.08 -11.45 | -13.02
stocks

Table 4.8: Annualized returns resulting from the stock trading decisions of different methods during the test phase.

forward method described in [1 10, Section 4.2.1]. We observed the highest
computational time with the LSTM approach. The other methods have rather
similar computational time, DRDL (1 layer) being the fastest. The computational

time of DRDL (3 layers), reaching the best performance metrics, stays reasonable,

and is comparable with the one of DeepAR and TFT. Here, we must recall that,
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in contrast with most of its competitors (except ARIMA), our implementation of
DRDL method (for both train/test phases) does not exploit GPU facilities such

as PyTorch. Complexity reductions could certainly occur if this was the case.

The stock forecasting results are presented in Fig. 4.3. The comparison is
carried out between the proposed DRDL for different layer number, LSTM,
ARIMA, DeepAR, TFT, Nbeats method. We observed that in some cases (c-
d), LSTM approach failed to reach satisfying results which might be due to
vanishing gradient issues. In cases (a-b), ARIMA performs quite good when
compared to its performance in other cases (c-d). In contrast, DRDL (3 layers)
reaches stable and satisfactory outcomes. DRDL (2 layers) outperforms DRDL
(1 layer) and both benchmark methods but remains lower quality than its 3-layers

variant.

4.3.5 Numerical results for the stock trading problem

4.3.5.1 Influence of the window size

The window size plays an important role as it is essential to analyze the apt
window size to produce optimal predictions while preserving a reasonable com-
putational time. Table 4.5 depicts the experimental performance of DRDL (3
layers) architecture, Table 4.6 depicts the experimental performance of DRDL (2
layers) architecture, Table 4.7 depicts the experimental performance of DRDL (1
layer) architecture for different window sizes. The performance tends to improve

as the window size increases since the model incorporates more data. We then
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notice a stabilization of the performance, from 7 = 650. This value is being

retained in the upcoming experiments.

4.3.5.2 Classification metrics

To explain the empirical analyses of the trading process (classification), we
present confusion matrices. The trading process involves classifying the signal
into three classes, namely "Buy," "hold," and "sell" classes. The summarized
performance for 180 stocks by DRDL and other state-of-the-art methods 1s
presented in Fig. 4.5. Among the three classes, we see the prediction of hold
class is captured efficiently when compared to the other classes. The LSTM
approach predicts the best score over the other state-of-the-art methods when
compared to false negatives scores. However, in LSTM and CNN-TA approaches
are highlighted many false positives for the "hold" class. It can be noted that these
deep learning techniques have labeled most signals as hold class, jeopardizing
the model behavior for the other classes ("buy," "sell"). The nature of the
finance market is highly volatile and non-linear; hence we get to see a highly
imbalanced dataset. However, we noticed that the DRDL approach handles
it by imposing an activation function on the operators. These operators are
expected to evolute continuously as we grow deeper with time sequence. The
Table. 4.4 and Fig. 4.5 adds more weight to the analysis. The results state
that the DRDL approach managed to predict the highly unbalanced data. The
sensitivity score (Recall) is presented well by the DRDL approach compared to

the state-of-the-art methods. The diagonals of the confusion matrix of the DRDL
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approach also takes the maximum values, which a valid classifier should expect.
When dealing with highly imbalanced dataset such as finance dataset, it is more
important to study classification metrics like F1 Score, Precision and Recall for
each class. This helps in analyzing the model behavior for each class. The Table
4.4 presents analysis of these classification metrics for DRDL compared to other
deep learning state-of-the-art methods. We conclude that DRDL outperforms

the other methods stated.

In Table 4.4, we also present the computational times (train and test) for
conducting trading simulations for our dataset. Hereagain, LSTM is the more
demanding method at training. All methods have rather comparable test times,
despite DRDL is implemented on CPU only. In particular, besides its probabilis-
tic output, DRDL is not more costly than its competitors. Adding more layers to

DRDL slightly increases its train time, but does not affect much the test time.

4.3.5.3 Annualized Returns

Stock market aims to analyze and evaluate the return on investment for a given
stock. Every trader is indeed interested in evaluating his investment returns and
taking risks accordingly. We simulate market scenarios [129] by evaluating the
annualized returns by the predicted stock trading decisions provided by DRDL
using 1 to 3 layers as well as the decisions from from the benchmark models.
Table 4.8 presents a detailed study of nine stocks for DRDL methodology and
state-of-the-art methods. We display only empirical values for nine stocks and

the average results over the 180 stocks. To make it easy for readers we have
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highlighted best annualized returns in bold. It is clearly evident that the DRDL
approach yields higher returns when tested for a duration of 10 years when
compared to annualized returns obtained from deep learning state-of-the-art

methods predictions.

4.3.5.4 Portfolio diversification

Stock symbols DRDL | DRDL | DRDL

3 layers | 2 layers | 1 layer
e ALOKTEXT.BO 1.04 1.20 1.09
9| ALKYLAMINE.BO | 1.17 1.19 1.34
75 ZEEMEDIAG.BO 0.89 0.99 0.23
2 PVP.BO 1.34 1.98 2.78
o IOC.BO 1.02 1.05 0.87
S| TATACHEM.BO 0.76 0.45 0.94
2| SPICEJET.BO 0.34 0.65 1.20
= BHEL.BO 0.20 0.51 1.15
AAPL 1.13 0.98 1.11
g AMZN 0.11 | 041 | 043
¢ | HINDZINC.BO 0.03 0.65 0.45
5: ONGC.BO 0.20 0.13 0.09
SIEMENS.NS 0.12 0.02 0.11

Table 4.9: Log-loss values provided by DRDL using 1 to 3 layers, for different stocks with available market
capitalization categories. The log-loss is computed over the test phase.

Small-cap companies are young and seek to expand aggressively. As comes
the growth potential, the risk factor follows in a direct proportion. Small-caps
are more volatile and vulnerable to losses during the financial market’s negative
trends (downtime).

Mid-cap is a pooled investment that focuses on including stocks with a middle
range of market capitalization. Mid-cap offers investors more enormous growth
potential than large-cap stocks but with less volatility and risk than small-caps.

Large-cap companies are typically large, well established, and financially sound.
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Large-cap is the market leader, relatively less volatile, and has a steady risk-return

factor with relatively lower risk than mid-cap, small-cap.

As explained in sec. 4.2.3, the proposed DRDL methodology evaluates
probabilistic quantification. This quantification allows a piece of information that
a knowledgeable practitioner can use to trade accordingly to have a diversified
portfolio. In addition, such probabilistic validation can help maximizing the

returns by having a mix of small-cap, mid-cap, large-cap stocks.

We provide in Table 4.9 the log-loss value (the smaller, the better), computed
as described in Sec. 4.2.3, calculated for DRDL results for different layers ar-
chitecture, for the few stocks of the dataset for which the market capitalization
categories were available.> The log-loss quantifies the accuracy of the probabilis-
tic predictions of the proposed method, penalizing more the situations where the
method assigns a low probability to an event that finally occurs. One can notice
that the log-loss value can reach a meager value (i.e., good prediction accuracy)
when trading the large-cap stocks, probably due to the less volatile nature of
such stocks. In contrast, the log-loss is on average higher for small caps, as they

are highly volatile.

4.3.6 Discussion

In this work, time-series sequences are modeled with a flexible multi linear-
Gaussian SSM. The transition matrices (state and observation models) are

unknown, and are estimated thanks to an expectation-minimization strategy,

Shttps://finance.yahoo.com/screener
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assuming a particular deep NMF structure. The DRDL approach inherits advan-
tages from sophisticated modeling techniques while quantifying the uncertainty
in the predictions. We have then adapted the DRDL approach to deal with a
challenging large scale financial time series problem, to target stock forecasting
and trading tasks. In particular, the method is able to successfully operate in an
online processing manner, allowing to capture piece-wise linear characteristics
in the data. The results show that the proposed method outperforms the state-
of-the-art techniques. Given these promising results, we plan as future work to
delve deeper into the area of financial forecasting, including the application of

our technique in forecasting derivatives.
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Chapter 5

Deep Sequential Transform Learning

In this chapter, we propose Deep sequential transform learning (DSTL). The
proposed method is a deep network to model multi-linear Gaussian state space
in the presence of an exogenous input inherited from Sequential transform
learning. This work is proposed in the focus of overcoming the challenges faced
by Sequential transform learning discussed in chapter 3. After a comprehensive
analysis of the shallow approach, we observed that the performance of the
approach was restricted and hindered due to a stringent assumption of the model
being a linear state space. This limitation motivated us to explore the multi-linear
Gaussian state-space model. The real-time series is non-linear, and it’s important
to come up with recurrent approaches to capture non-linearity and forecast
for future sequences. Deeper neural network architectures are known to yield
better results than their shallow counterparts [133, 134]. They are engineered
to approximate highly non-linear function in high-dimensional spaces and are
supposed to be more suitable for challenging problems [104—107]. Relying

on the power of deep learning methods, we modeled the non-linearity in the
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multi-linear Gaussian state-space model using the deep latent factor model. Thus
the proposed approach is a multi-linear Gaussian state space involving state
evolution, observation matrices, and an exogenous control input modeled as a
deep latent factor model. The model is also made recurrent by introducing a

tth instant is

feedback loop where learnt deep factor model parameters for the
fed back along with the ¢ + 15 sample. The method is developed to overcome
the limitations of the Sequential transform learning model and explore the multi-
linear Gaussian state-space model in the presence of exogenous input, which
differentiates it from the DRDL approach discussed in chapter 4. The underlying
multi-linear SSM structure ensures that we can both predict a point estimate

and quantify the uncertainty about it, making it a perfect fit for cryptocurrency

forecasting.

At a cursory glance it might seem that the work is just a deep extension
of the shallow model proposed in [135]. However, this deep extension is not
trivial. The proposed work introduces deep non-negative matrix factorization
(deep NMF) models for learning the approximations on operators. Deep NMF
[113] is equivalent to Deep Rectified Linear Unit (ReLU) networks. There is
existing literature [ 123,124] which establishes its connection with deep dictionary
learning; the first paper is a more generalised non-linear version of the later. The
work have utilised the potential of deep NMF / ReL U in the proposed work by
embedding it into a Gaussian SSM. This allows for modelling non-linearity of the
underlying dynamical process. The main difference between the prior shallow

model and the proposed deep one is that the proposed work is more generalized
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version of the former. The shallow model can only approximate piece-wise
linear functions; the proposed one, being formulated on ReLLU network can
approximate arbitrary non-linear and non-smooth functions. The price we pay
for the generalisation ability of our approach is the difficulty in training. The
shallow model allowed for closed form solutions; the proposed deeper extension
does not. Hence, the work resort to alternating direction method of multipliers
(ADMM) to solve this. The proposed approach is named as Deep State Space

Model for Predicting Cryptocurrency Price (DeCrypt).

We applied the very novel approach to solve the most challenging problems
of today’s age — predicting the prices of cryptocurrencies. The biggest challenge
with cryptocurrencies is that, unlike stocks, funds, indices, etc., cryptocurrencies
are unrelated to any fundamental commodity; therefore, the rise and fall of
its prices are seemingly random. Investopedia defines cryptocurrency as “a
digital or virtual currency that is secured by cryptography, which makes it
nearly impossible to counterfeit or double-spend” and is built on “decentralized
networks based on blockchain technology—a distributed ledger enforced by a
disparate network of computers”. The reason cryptocurrencies are volatile is
because they do not have any intrinsic value. Their prices are mainly dependent
on the emotion of investors, and in such a scenario, tweets from influencers can
play a major role in swaying their prices; one example of how tweets from a

major influencer can drive prices high or low can be seen from [136, 137].
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5.1 Proposed Method

This section will discuss the proposed approach (Deep State Space Model for
Predicting Cryptocurrency Price (DeCrypt)) in detail. For convenience the

proposed method will be referred by name DeCrypt.

5.1.1 Model Details

The proposed work is based on standard state space model (SSM). It can be
expressed as :
Forevery k € {1,..., K}:

zp = f(zk-1) + g(up) + vig, (5.1)

xp = h(zg) + var,
The goal is to infer (z;)1<k<x, a sequence of unknown latent space vector of
size N, > 1 given the input (uj)1<x<x vector of size N, > 1 and observed
sequence(xy)1<r<x of vector of size IV, > 1. The work assume process noises
(Vig)i<k<k»> (Vor)i<k<rk to have a Gaussian distribution with zero-mean and
covariance matrix Q and R respectively. The covariance matrices are a symmetric
definite positive. Here K is the total number of data to be processed (window

size in our case).

Traditional solutions to SSM required the functions f(.), g(.) and h(.) to be
known. When the functions are linear, prior studies [1 | 1, 138] proposed a solution

called blind Kalman filtering; blind since the functions/matrices were assumed
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to be unknown. This work removes the linearity restriction, by embedding ReLLU
deep neural networks (DNNS5s) in place of the functions. Our model thus takes
the form:

Forevery k € {1,...,K}:

z, = T10T11T1224_1 + TooT21Toouy + Vik, (5.2)

X = DoD1Dazy, + vo,
This is a multi-linear Gaussian model; everything except the input (ug)i<xp<x
and observed sequence (Xj)i<x<x are unknown. The primary objective is
to jointly learn the latent factor matrices T1y € RY*N: T € RN-*N:
T, € RY=*N: are three positive-valued linear factors leading to a multi-linear
state operator T'1p'T'11' T2, of the control input transition matrices Tyy € RN=xN-
Ty, € RN=%Nz T, € RN=*Ny are three positive-valued linear factors leading
to a multi-linear control operator T T5 T99 and similarly observation matri-
ces Dy € RN D, ¢ RY=*N:) D, € RN-*N= are three positive-valued
linear factors yielding the multi-linear observation model DyD;D5 and the se-
quence (z;)1<p<x, from observed sequence (X;)1<x<x and (ug)i<p<x. ' The
inference problem can be categorised as a blind filtering problem, where the
objective is to infer the time series predictions and unknown model parame-
ters from the given input data and observed sequences. As stated earlier, the
classical SSM techniques need prior assumptions and information on model

parameters. In the proposed model described here, this would imply explic-

"Throughout the work, three-terms factorizations is considered , for the sake of readability. The 3-layers modeling and
inference methodology has the great advantage of being generic enough to be straightforwardly extended to any number, greater
or equals to one, of factors.
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itly setting some prior values to the positive latent factor matrices matrices
{T10, T11, T1o, Tog, To1, Tog, Do, D1, Do} involved in both state, control and
observation models. In real-world applications, especially in areas as complex
as financial modelling this is never known; this is largely owing to the non-
stationarity and volatility of the process. The main objective of the proposed
work is to provide a point-wise estimate of the positive latent factor matrices
{T10, T11, T19, Tog, Ta1, Tog, Dg, D1, D2} and obtain a probabilistic estimate
of sequence (zj)1<r<k, given the observed sequence (xj)i<k<x and control
input (uy)1<x<rx. Therefore the work propose to jointly solve for (i) the three

deep NMF problems, and (i1) the filtering/smoothing problem.

5.1.2 Model Analysis

This section will describe the fundamental characteristics of the proposed De-
Crypt approach. We have used the discrete time invariant state space model with
exogenous input. The mathematical fundamentals of the model in Eq. (5.2) and
schematic diagram in Fig 5.1. The former part of the equation works on the
evolution of the hidden state parameters, where the model assumes Markovianity
between two consecutive hidden states. The later part defines the relationship
between the hidden and observed states. We depart from all prior works in
SSM based dynamical modelling in the way we define the functions. Usually a
matrix is used when the functions are assumed to be non-linear and an explicit
non-linear function otherwise [125—127]. Here we model non-linearity by a

deep ReLLU network; alternately this can be also seen as a deep NMF [1 13]. The
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reason for using a deep ReLLU network is its universal function approximation
capbility [120-122]. It is essential to note here that classical state-space models
uses Monte Carlo simulation or Variable Bayes type techniques, doe non-linear
SSM. These techniques are complex and usually do not scale well. In contrast, in
the proposed method, each layer is modeled and learnt in the form of matrix that

can be estimated using alternating direction method of multipliers (ADMM).

When compared to existing literature in machine learning approaches, DNN
mostly utilizes in backpropagation for its training [ 18, 1 19]. Consequently while
modelling dynamical systems, backpropagagtion through time (BPTT) needs to
be employed. We are all aware of the pitfalls of BPTT. This is the reason we
resort to ADMM instead. Unlike BPTT, ADMMM (under certain conditions) at

least guarantees convergence to a local minimum.
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Figure 5.1: Schematic Diagram for Proposed model DeCrypt.
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5.1.3 Model Inference Algorithm

The inference problem can be viewed as smoothing/filtering problem where
we aim to infer probabilistic estimate of the hidden state (zj)1<x<x. In this
work, we have also introduced deep NMF factors (described earlier) which are
unknown. We aim to jointly infer both probabilistic distribution on hidden state
and deep NMF factors estimation from the data. To estimate the state matrices,
control input transition matrices and observation transition matrices, we use
Expectation-maximization strategy (for more details [83, chap.12] and [2]. The
EM strategy operates in two steps namely E-step where we assume the positive
latent factor matrices {T1¢, T11, T12, T2, Ta1, T2, Do, D1, D2} to be fixed and
estimate probabilistic inference for the state representation (zy)1<x<x. M-step
involves updating these matrices assuming fixed state (learnt from E-step). The
E-step is akin to that of a Kalman filter / smoother. The M-step updates the
matrices {T1g, T11, T12, Tog, Ta1, Tog, Do, D1, D2} by maximizing the upper

bound :

oK (T19, T11, T2, Teg, To1, Teg, Do, D1, D2)

= log p(x1.x|T10, T11, T1a, Tao, To1, Tog, Dy, D1, D3). (5.3)

It is important to note that the inference of the 7 + 1-th EM update is obtained
from the estimates from the previous iteration 7. We explain the EM algorithm

in more detail.
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5.1.3.1 E-step: Kalman/RTS inference

We consider the latent factors T[fg) T[ﬁ T[f; T[QZ(]) T[ﬂ T[;; Dg], D[f], Dg] to be
fixed. The objective of this step is to infer the probabilistic estimation of the state.
The initial state takes the form zy ~ N (zo, Py) with zy € R and Py defined as
definite symmetric positive matrix € R"=*":_ The probabilistic estimation is

provided by the Kalman filter through predictive distribution :
p(zk[X1n, W) = N (z1; 2, Py). (5.4)

For every k, the mean Z; and the covariance P are given by the Kalman
iterations:
Fork=1,... K:

Predict state:

z, = T[féT[ﬂT[f%ZH + T%Tg}nguk,

(1] 2] /] (1] 2] ] (5:5)
P =T THTpPr (T ThHTh) + Q.
Update state:
v = D{DDs,
.~ D{{n{r; DD + R
{ K, =P, (D/DI'DI)Ts 1 (5.6)

z, =z, + Ky,
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Hereabove, y; represents the measurement pre-fit residual, S; represents

the pre-fit covariance, K represents Kalman gain, z; represents the updated (a

posteriori) state estimate, P, represents the updated (a posteriori) covariance

estimate. The backward recursion from the RTS smoother allow to build the

smoothing distribution p(zx|x1.5, u1.5). Fork = K,... 1

Backward Recursion (Bayesian Smoothing):

p

zi. = TiTHTHZ + To T Touy,

P, = THTHTHPL(TYTHT +Q,

Gr  =Py(THTHTY) [P ] (5.7)
zj, =z + GrlZ},, — 2 4],

P, =P, +GyPj - P];H]G;.

5.1.3.2 M-step: Operator update

This step utilizes the estimated state (z;) following an optimization step to

increase the likelihood of the matrix parameters T, T, T2, Tag, To1, To9,

Dy, D1, Dy, using the smoothed predictive distribution obtained in the E-step.

ok (T19, T11, T1a, Tog, To1, Teg, Dy, D1, Dy)

> QT19, T11, Tz, Tag, Ta1, Taz, Do, Dy, Dy; ©). (5.8)

p(ze|x11, W) = N (2 23, Py). (5.9)
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Here above, O = {1 ®l1 BI I All AUl Fll 101} gathers eight quanti-

ties(variables) defined from the outputs of the E-step described in Sec. 5.1.3.1):

Q(T1o, T11, T1a, Tap, Ta1, Tag, Do, Dy, Dy; ©l) =

+§ﬁ<Q_%2m—(TanTquM—JMWTmeTmf—{TwTHTUXCMf

H(T1oT1Ti0) @ (T1gT11Tio) T + (T1oT 11 T12)F (TopTo1Tas) " — (TopTa1Taz) (A
+(T20To1 Tao) (FU) T(T40T 11 Ti2) " + (T20T21T22)Im(T20T21T22)T)>

5 (R—lAM ~ BI(DyD,D,)" — DyDDo(BI)T + DODngEM(DODng)T) |

(5.10)

with:

sl = LS psas(z)T,

Bl —LyK ps L (2 )T,

Bl =LK x.(29)7,

Cll = 50 (PG, +7(z,)7). (5.11)

All = LS zul

Fil = Ly 7 0]

1 = L5 way]

AU =5 ]

In this step lies the main bottleneck of the deeper extension (compared to the
shallow state space model of [135]). For the shallow model each of the operators
was a single matrix; therefore there update step resulted in a linear inverse
problem. Such is not the current case; here the variables are multi-linear in
nature. Therefore we do not have the simple (analytic) updates - as was the
case for the shallow model. We have to resort to the paradigm of alternating
direction method of multipliers (ADMM) [139-141] for solving updating the

variables from the multi-linear form. In ADMM, the idea is that, one can update
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one variable assuming the others to be constant and as long as each of the
variables have a closed form update, the overall optimization will reach a local

minimum. Based on the ADMM approach the computations each variable under

the positivity constraints on the factors T[far 1], T[fl+ 1}, T[f; 1) T[Qig 1], T[;fr 1], T[QZ; !

and D([)ZH], D[fH], D[ZH] leads to:

(T = QT T, 14, T4 74,400, 8,

(T3 = argmaxQ(Ty ™, Ty, T, Ty, Ty, TyDy, DY, Dy ©F)
11>

(T — s Qi 7, T, ), 8, 000, D, D0
1220

(Tap)l Y = argmaxQ(T it plietl plitt) p, plll plipll plil pli @)

(Tl = argmaxQ(TH ™, T, T, T4 Ty, T DY, DY, DY ©17)
T2 >0

(ng)[iﬂ] — argmaxQ(T ”1],T[ffl],TQ”,T&J”,TWH TQQDE],DH D[;]; @W)
T92>0

(D)l = al'[%riléiXQ( z—&—l]’T[lif—l]’T[z—&—l] T 0,Tgf”,Tg;”DO,D[f],D[;}; el

(D = asamasQrly L T T T T D D Y 0

(Dg)[lﬂ] _ ar]%IE?XQ( z—&-l]’ T[1i1+1]7 T[f;l], T[Qi(;’”, T[2i1+1]7 T[;‘;—l]Dg+1]’ D[liﬂ]7 D,: @M)

The above sub-problems can easily be rewritten as the minimization of convex
quadratic functions which can be solved through several solvers. We stick to
use simple alternating direction method of multipliers which is also reminiscent
from the literature of deep nonnegative matrix factorization [ ! 18], and the deep
ReLu neural networks models [121]. The deep neural network (DNN) based
operators are regularized by imposing a positivity constraint on the entries of
the estimated matrices, by simply projecting them onto the positive orthant after
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each update of the M-step (similar to ReLLU activation function). This is akin to
deep non-negative matrix factorization [ 1 16, 142], while keeping the convergence
behaviour of the EM algorithm. DNN with ReLLU activation is known for its
function approximation ability [122, 143]. This yields the following analytic
updates:

i = ReLu (€Tl T(Ti)T) - (TR TS T i) (i) T)
<(Th el (i) i) T))T)
T = ReLu (((Tfs ™) 7@ (Tl ™) ) (T TQ el
— (i il T (P TT) ) < (el (i) T
T = ReLu (T T(r ) TQ I ) < () Tl ) Tl )
(i) Tl T T T T E) e )
i ! = ReLu (((TE)T(rEh T — i T R (rl) T )
< (T5 THI (TEh T (i) ™))
T4 = ReLu ((Th, Q- (T ) ™) (i VAl ()T
= (T QT (T EI (T )
X (T (TE) )
T = ReLu (P57l ) TQ (T ) (Th ) < (((Th) T (Tl ) T Al
(S Terl TR s (T T T er ) TR ) 1) )
DY = ReLu (Bm(Dgl)T( DT (DD (D) T (DT )>
D{'*!) = ReLu ((D§ ") "R="D) (D) TR BI(DY) T
X(D[Qi}z[i](D[Qi])T)T)
D = ReLu ()T (D) TRDE D) (D) T

><(D{j“])TR—lBW(2["”)—1> . (5.12)

Hereabove, we use pseudo-inverse operator denoted by (-)'. Each operator

is passed over activation function ReLu which stands for, ReLu (-) the rectified
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linear unit function, that projects each entry of its input to the positive orthant.

5.1.4 Model Summary

The Proposed algorithm is summarized in Alg.4. The algorithm infers the
probabilistic estimation of the hidden state (zy)1<x<x jointly with the estimation
of latent spaces {T1¢, T11, T12, Tog, T21, T2, Do, D1, D2} by following the eq.
(5.2). The DeCrypt model is ran for i,,,, number of iteration to achieve the

stabilisation of the latent spaces.

Algorithm 4. Proposed model inference algorithm.

Inputs. Prior parameters (Zo, Po) ; model noise covariance matrices Q, R ; set of observations {xy }1<k<k
and control input (Ug)1<k<K -

Initialization. Set positive latent factors
{T10, T11, T12, T2o, T21, T2, Do, D1, D2}
Recursive step. Fori = 0,1, ... ipnax’

(E step) Run the Kalman filter (5.5)-(5.6) and RTS smoother (5.7) using latent factors T[fg), T[lz]1 T[f]z T[;‘(})’ T[2ﬂ1
i, by DY DY)
Calculate Z[i], ‘I’[i], Bl Cli, A[i], Al FU T yging (5.11).

(M step) Compute {Ti ™ ml ol pliet) pliet] ploct] plitll plivt] plitly  ging (5.12).

Output. State filtering/smoothing pdfs (5.4) and (5.9) along with pointwise estimates of the latent factor from
(5.12).

5.14.1 Time complexity

>> Training. We describe the time complexity for training DeCrypt in a given
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window of length 7. The complexity can be understood by delving into Kalman-
based approaches [144], which imply complexity analysis to O(7N2376),

> Testing. In testing phase we just perform evaluation of multi-linear equation
(Equation 5.14). This concludes the complexity of O (N, N?) for each window.
This can be further optimized to O(N?) if performing forecast for just one
feature (which looks very similar to the proposed case, ie. forecasting close

price.)

5.2 Application to cryptocurrency price forecasting

This section discuss in detail how the proposed approach is applied on the very

challenging application of predicting next day prices for crypto-currency.

5.2.1 Training

The major drawback of the Expected-Maximization (EM) strategy used in the
proposed approach is that it requires reprocessing on the entire sequence to
estimate the state, control input, and observation transition operators / matrices.
The approach requires imposing explicit prior static assumptions on these pa-
rameters for the entire duration of the sequence. Such an assumption may not
be an appropriate in practice owing to the volatility of the data; furthermore,
processing the entire sequence will be computationally expensive. Owing to the
volatility, the parameters should be given the freedom to learn and evolve with

time. We thus propose an online implementation based on a simple windowing
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strategy. Thus we are able to relax the non-volatility assumption on the entire

sequence and reduce processing times.

In the said strategy, a window of size 7 is slid on the entire dataset. For
every time stamp k, the matrices in the multi-linear operators are estimated
using the last 7 observations contained in the set A}, = {x; }.’;:k_T 4 and Uy, =
{u; }f: 1—r+1- The proposed EM algorithm is iteratively applied on the window
to update the state and operators till convergence. Such a strategy reduces the
operational cost significantly. Note that the non-volatility assumption is still
there, but only on a small window - this is a reasonable assumption. The major
challenge is to estimate a reasonable size of 7. A smaller size would be a better
approximation for the non-volatility assumption but would lead to over-fitting
on the multi-linear model. On the other hand a larger size would be less prone to
over-fitting but would be computationally costly. We initialize the matrices of
the multi-linear model using the warm start strategy. The matrices for the current
window are initialized with the final values of the prior window. Similarly, the
mean and covariance are initialized for £ — 7 + 1 with the past information on

the operators from the smoothing process.

5.2.2 Forecasting

As described in detail in Section DeCrypt model, we follow the sliding window
strategy. Training each observed window x;, along with control-input ug, extracts
latent space features and helps in updating the parameters by following Expected

Maximization(EM) alternately. Once EM iteration stabilizes we have used 50
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iterations for EM to converge used in Alg.4, we use the latent space features and
learned matrices to estimate the close price for the next timestamp (i.e., the day

indexed as k + 7 + 1).

zi, = T10T11Ti22,—1 + TooTor1 Touy + vy,

x; = DoDiDozj + voy,

where input uy, is (u;)r<j<r+- € R which is computed using the technical indi-
cator SMA(simple moving average)®. Simple moving average (SMA) calculates
the average of the a fixed range of prices, usually closing price by the number of

period in that range.
c1+cog+ ... +cy
n

SMA =

(5.13)

where c,,= closing price of an asset for period n and n= number of total periods.
The processing sequence(observed) xj is (X;)r<j<itr € R> for every k €
{0,..., K —7}, where z;[1] is the daily opening price, z;[2] is the daily adjusted
close price, x;[3] is the daily high value, x;[4] is the daily low value, and z;[5]
is the daily net asset volume. Running the DeCrypt model on the considered
window yields the mean estimate of the five features for the immediate time

stamp which can be indexed as k + 7 + 1:
Xita+1 = DoD1Doz,_ (5.14)

The associated covariance matrix is defined as Sy, for immediate next time

stamp indexed as k£ + 7 + 1. In particular, DeCrypt is designed to forecast the

https://www.investopedia.com/terms/s/sma.asp
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whole five dimensional vector, but we focus primarily on prediction of single

entry of the vector i.e., adjusted closing price of the sequence.

5.2.3 Uncertainty Quantification

The proposed approach is based on a probabilistic framework and hence can
provide confidence score/uncertainty quantification associated with each point-
wise estimation. The quantification provides predictive distribution of the future
observation which is conditioned on previously seen control-input (u;) and
observed sequence (xj). The probabilistic validation provides informed decision
about the (un)certainty associated with model estimation while predicting the
future prices of the cryptocurrencies. For each index £, the distribution of the

prediction conditioned on X, past observations and control-input uy, :
P(Xi|X1h-1, Wizp—1) = N (Xp; DoD1 Doz, Sy) | (5.15)

where the covariance is defined as S, = DgD1Dso((T19T11T12)Py_1(T10T11T12) "+
Q) + R. It is important to note that z, and P, are achieved from Kalman filter,
defined in Section E-step in DeCrypt model (see [145] for more details). The
main objective of our approach is to estimate the uncertainty score associated
with the prediction given by model for price forecasting. In particular, the main
aim is to focus on forecasting the sum of prediction i.e., estimating the first entry
X, denoted by X;[0]. The quantification about the prediction can be obtained

from first row and column of Sy, depicted by Sy [0, 0]. We define the (un)certainty
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score about an increase of the price forecasting value as :

+00

Dp = / ) N (y; [DoD1Dsz; | [0], S1.[0, 0]) dy (5.16)
ﬁk 0

= 1 — CDF(x4[0]| [DyD1Dsz;, | 0], Sk[0,0]), (5.17)

where CDF depicts the cumulative distribution function for the multivariate pre-
dictive distribution. The equation above quantifies and estimates the probability
that forecasting price value will grow in the future time stamp. After estimating

pr. for every index k, we evaluate cross entropy loss defined as :

1 & _
log-loss = — kz:; — (Lg[i] log(pr)) (5.18)

where ground-truth is depicted as L;, € {0, 1} at time & to increase/decrease.

5.3 Experiments and Results

This section discuss the experimental results with proposed approach and other
state-of-the art methods. The section presents qualitative and quantitative analy-

sis, hence presenting comprehensive study for modeling time series signals.

5.3.1 Dataset description

The dataset is described in Chapterl section1.3.2.
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Figure 5.2: Cryptocurrency price forecasting via different algorithms (a) Litecoin, (b) Dogecoin, (c) Ethereum, (d)
Gridcoin, (e)Bitcoin, (f) Peercoin, (g) Namecoin, (h) Ripple.
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5.3.2 Baseline methods

» N-Beats: Nbeats is a deep neural network structure with forward and back-
ward residual links. It consists of a deep stack of fully connected layers. It

does not perform any specific feature engineering or scaling [131].

* Deep Auto regressive (DeepAR) : DeepAR functions by producing proba-

bilistic forecast on long time series sequences [ 130].

» Temporal Fusion Transformers (TFT): An attention mechanism based recur-
rent architecture which brings together multi-horizon forecasting without

having prior information on how they interact with the target [132].

e Long short term memory(LSTM) : Stacked LSTM with 2-layer architecture
is used to forecast the time series sequences. The LSTM used comprises 50

cells and ReLLU activation to estimate the predictions. [ 146].

e Convolutional neural network- Technical analysis(CNN-TA) :1-D Time
series 1s converted to 2-D matrix with technical indicators as rows and time-

units as columns. 2D CNN is used for classification and regression. [ 129]

* Recurrent dictionary learning (RDL): The RDL approach can be assumed to
be a shallow (single layer) version of the proposed work. It can only model

piece-wise linear functions. [ 1 10]

e Multi filter neural network (MFNN) : An end-to-end deep neural network

comprising of recurrent neural network and convolutional neural network.

[95]
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* RAO-ANN: The Rao algorithms can be categorised as the metaphor-less
optimization techniques which is utilized in optimizing the parameters of

ANN in forecasting crypto-currency prices [147].

* ARIMA: Autoregressive integrated moving average (ARIMA) methodology
is used to forecast cryptocurrency prices. The work identifies the parameter
of ARIMA model using partial auto-correlation functions (PACF) and auto

correlation function (ACF). [148]

We have compared our proposed approach with above mentioned models.
The ARIMA parameters are set to (p, d, q) = (2, 1,2) as it was observed to lead
to the best practical performance. We modified LSTM from its original version,
by removing the softmax layer and instead included a fully-connected layer to
obtain a one node output. The Adam optimizer has been used with learning rate
of 1074, 200 epochs and batch-size 16 is maintained to minimize the root mean
square error. For methods like N-Beats, DeepAR, TFT, CNN-TA, MFNN, RDL,
RAO-ANN we stick to their original implementation as described in respective

papers mentioned above.

5.3.3 Performance Analysis

Our proposed approach is non-parametric. It only requires the specification of the
window size; we found that 7 = 50 yields good results for all cryptocurrencies.

The rest of the variables require initialization. These are given below: Py = 021

_ 2
Q=opl
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20 = 0
N.=5,N,=1, N,=5,

During training, the entries of the DNN matrices / operators are initialized
at time 0 using a uniform distribution on [0, 10~!]. During the test phase, these
matrices are fixed, and only the Kalman/RTS inference is run. All presented
scores are averaged over 10 trials, and computed only during the test phase.

More specifically, we will distinguish in our experiments:

DeCrypt (1 layer): T;; = Ty» = ILis fixed and {Ty} is estimated; Ty =
Ty = ILis fixed and {T4} is estimated; and D; = Dy = I fixed and {Dg}

18 estimated;

DeCrypt (2 layers): T1o = I is fixed and {T, Ty} is estimated; Ty = 1
is fixed and {T5, To1} is estimated; and D, = I fixed and {DyD;} is

estimated;

DeCrypt (3 layers): {Tlo TH le}, {TQO T21 T22} 18 estimated {Do, Dl, DQ}

are estimated.

It is important to note that ignoring the positivity constraints on DeCrypt (1 layer)
would identify with the previous work [135]. For benchmarking we have used
the commons metrics for regression; they are Root mean square error (RMSE),
Mean Absolute Percentage Error (MAPE) and Symmetric Mean Absolute
Percentage Error (SMAPE). All the said metrics are based on the error between

the actual and predicted prices and a lower value implies better result. We have
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also computed the Pearson correlation coefficient (r) between the predicted

and actual prices; for this metric a higher value implies better result.

We are showing these results for a given window size 7 = 50 and number of
layers. If we continue to increase the window size, the results start to deteriorate,
this is likely due to over-fitting. Increasing the window size does not help
either; larger window size fails to capture the volatility of the data and hence the

performance falls.

5.3.4 Result Analysis Discussions

In this section we focus on the performance analysis of the proposed approach.
The proposed approach (DeCrypt) has been compared with various numerical
methods like N-Beats, DeepAR, TFT, CNN-TA, MFNN, RDL, RAO-ANN,

ARIMA, RAO-ANN.

5.3.4.1 Influence of window size and depth

Table 5.1: Comparative performance of the proposed approach against different window size for 1-layer architecture.
Lower value(/) is considered the better.

Window size(1) r RMSE| | MAPE(%).) | SMAPE(%).|
10 0.38 0.51 72.1 69.3
15 0.37 0.50 73.2 70.4
20 0.42 0.47 69.6 65.2
25 0.47 0.45 65.4 61.2
30 0.53 0.43 61.3 57.3
35 0.57 0.46 58.5 53.4
40 0.63 0.39 51.8 52.3
45 0.67 0.32 43.6 41.5
50 0.73 0.21 35.7 32.3
55 0.73 0.22 36.2 33.2
60 0.71 0.20 332 31.7

The proposed solution is non-parametric. The only design parameters that
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Table 5.2: Comparative performance of the proposed approach against different window size for 2-layer architecture.
Lower value(]) is considered the better.

Window size(r) | r | RMSE] | MAPE(%)| | SMAPE(%)/
10 042 | 059 741 712
15 045 | 054 735 70.7
20 049 | 043 71.8 70.2
25 053 | 041 635 65.6
30 057 | 039 65.1 64.3
35 059 | 033 58.6 57.8
40 0.65 | 027 515 50.8
45 069 | 021 475 39.7
50 0.76 | 0.17 312 28.7
55 077 | 0.17 323 29.6
60 075 | 0.15 31.6 278

Table 5.3: Comparative performance of the proposed approach against different window size for 3-layer architecture.
Lower value(]) is considered the better.

Window size(r) | r | RMSE} | MAPE(%)] | SMAPE(%)]
10 043 | 059 0.76 0.72
15 047 | 056 0.71 0.71
20 048 | 051 0.67 0.65
25 053 | 047 0.61 0.62
30 059 | 0.42 0.59 0.57
35 0.64 | 035 0.54 0.51
40 069 | 027 0.43 0.42
45 0.73 | 021 0.39 0.33
50 081 | 0.12 29.1 212
55 082 | 0.14 293 20.3
60 081 | 0.13 284 20.4

need to be fixed are the window size and depth. Therefore, it is very important to
choose the optimal window size which finds a good balance between the model
complexity (depth) and accuracy. To better understand, we present Table 5.1,
Table 5.2, Table 5.3 which represent the window size analysis in DeCrypt (1
layer), DeCrypt (2 layers), DeCrypt (3 layers) architecture respectively. The
above mentioned tables provides comprehensive analysis on the performance of
the model on varying window sizes. A comprehensive study has been compiled
which offers analysis of various metrics like Pearson correlation (r), RMSE (Root
Mean Square Error), MAE (Mean Absolute Error), and SMAPE (Symmetric

mean absolute percentage error) for different window sizes 7. After analysing
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the results we conclude that model performance keeps on improving as window
size increases till a stabilization point 7 = 50. Ideally one would expect that
the results would improve as the window size increases; especially for deeper
versions. This is because larger window size means more data and hence better
generalisation ability. But note that it is a dynamical model. The tacit assumption
here is that in the window the size the underlying dynamical function does not
change. While this is true for shorter windows, this does not hold for larger ones
as the non-stationarity comes into play. This is the reason we find a trade-off
between window size and accuracy. We further set this value of window size in

upcoming experiments.

5.3.4.2 Comparison with state-of-the-art methods

Table 5.4: Comparative performance of the proposed approach against baseline methods. Lower value(]) is
considered the better.

Model r | RMSE] | MAPE(%)| | SMAPE(%)J
LST™M 0.33 0.71 83.2 64.3
CNN-TA 0.29 0.68 91.2 70.8
ARIMA 0.29 0.68 91.2 70.8
Rao-ANN 0.29 0.68 91.2 70.8
MFENN 0.31 0.21 70.28 68.2
N-Beats 0.38 0.27 41.2 38.72
DeepAR 0.30 0.39 46.8 41.47
TFT 0.52 0.24 48.95 40.62
RDL 0.69 0.20 48.7 35.68
ARIMA 0.58 0.49 56.4. 46.24
Rao-ANN 0.42 0.59 68.7 64.38
DeCrypt (1 layer) | 0.73 0.21 35.7 32.33
DeCrypt (2 layers) | 0.76 0.17 31.2 28.7
DeCrypt (3 layers) | 0.81 0.12 29.14 21.2

The overall performance of the model vis-a-vis the state-of-the-art is shown

in Table5.4. The Table presents the average results for ten cryptocurrencies;
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owing to limitations in space we are not able to show individual results. One
can see that the proposed method outperforms the baseline by a considerable
margin. Fig 5.2 shows the forecast performance of DeCrypt with other baseline
methods for visual evaluation and Fig 5.3 shows the convergence plots for
model parameters for different layer of architecture for DeCrypt where T'; is
the multi-linear state operator achieved from product of three positive-valued
linear factors T';oT11 T2, Ts is the is the multi-linear control operator achieved
from product of three positive-valued linear factors Ty T9;T9 and D is the
multi-linear observation operator achieved from product of three positive-valued
linear factors DyD;D,. It can be clearly seen that the DeCrypt with its three
layers architecture outperforms the other baseline approaches significantly. This
is mainly because of the deeper network’s capacity to better model non-linearity
compared to the shallower ones. The model achieves a 0.17 points drop in
RMSE, 19.56% drop in MAPE, and 14.48% drop in SMAPE; it gains 0.12 in
Pearson’s correlation r compared to the best performing benchmarks. We have
plotted the error-bars for four different cryptocurrencies (Litecoin, Dogecoin,
Ethereum, Gridcoin)in Fig.5.4. From these plots the reader can verify that not
only is the proposed method more accurate (least mean error) but is also the most
robust (least deviation). In Table 5.6 we present the comparison of performance
of proposed approach with state-of-the-art method through statistical test (T-
test) with confidence interval of 0.95. We can observe that the T-test values for
proposed approach DeCrypt (3 layers) is very small as compared to the other

methods, hence we can conclude that more similarity exists between the actual
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closing prices and predicted closing prices when compared for different Crypto-
currencies. Due to space constraints we have provided Avg. Score for t-test for
all the ten cryptocurrency for each method in Table 5.6. From the results we
conclude that average T-test score is very low for Decrypt (3 layers) method when
compared with other state-of-the-art method, hence we conclude that Decrypt
(3 layers) performance is very close to ground truth. In contrast when we see
individual crypto-currency analysis from table we can see that TFT outperforms

all the methods in Gridcoin and DeepAR outperforms Dogecoin. To understand

’ Method H Train Time cost (h.) \ Test Time cost (min.) ‘
DeCrypt (3 layers) 2.21h 22 min
DeCrypt (2 layers) 2.32h 22.4 min
DeCrypt (1 layer) 1.48h 18.8 min

ARIMA 2.31h 36 min
LSTM 5 days 41 min
DeepAR 2.45h 20 min
TFT 2.25h 27 min
Nbeats 3.12h 25 min
CNN-TA 4.57h 40 min
MFNN 4.12h 37 min
RDL 1.6%h 35 min
Rao-ANN 4.35h 25 min

Table 5.5: Averaged time over 50 random runs for processing the dataset (train(hrs) and test(min)), for the proposed
approach and its competitors.

Method | Bitcoin [ Gridcoin | Dogecoin | Litecoin | Avg. Score
DeCrypt (3 layers) 0.31 0.73 0.82 0.57 0.68
DeCrypt (2 layers) 0.56 0.85 0.91 0.69 0.72
DeCrypt (1 layer) 0.58 0.98 0.99 0.72 0.78

ARIMA 0.90 0.87 0.95 0.93 0.83

LST™M 0.59 1.75 0.97 0.82 0.94

DeepAR 0.54 0.79 0.81 0.55 0.71

TFT 0.40 0.70 1.12 0.71 0.73
Nbeats 0.56 0.68 0.99 0.61 0.84
CNN-TA 0.87 1.53 2.11 1.19 1.13
MFNN 0.82 1.30 1.21 0.74 1.37
RDL 0.58 0.95 0.94 0.68 0.84
Rao-ANN 0.54 0.70 1.02 1.13 0.94

Table 5.6: Comparison of T-test score for the proposed approach with state-of-the-art method for (a) Bitcoin, (b)
Gridcoin, (c) Dogecoin, (d) Litecoin, (e)Avg. Score for all the ten crypto-currencies.
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the comparison in performance between the proposed method and state-of-the-
art methods, we present Table 5.5 which depicts the computational time for
forecasting the next day closing price of ten cryptocurrencies. We provide a
comprehensive analysis by distinguishing the time required to train and test the
methods (on their training and testing time frame using the walk-forward method
described in [ 110, Section 4.2.1]. We conclude that the highest computational
time was consumed by LSTM approach. Among the other methods, DeCrypt
(1 layer) and RDL method is the fastest while the computation time of DeCrypt
(3 layers) is very much comparable to DeepAR and TFT. However, note that
the existing algorithms are optimized to take advantage of GPU, the proposed
approach does not, it runs only on the CPU. It may be possible to improve the

performance in the future through parallelization.

5.3.4.3 Uncertainty quantification

Table 5.7: (Un)certainty quantification (log-loss) and Cryptocurrency Volatility Index (CVI) evaluated using DeCrypt
(3 layers) and Nbeats

Cryptocurrency| DeCrypt DeCrypt DeCrypt CVI (De- | CVI
(1 layer) (2 layer) (3 layers) Crypt*)) | (Nbeats)
Bitcoin 0.79 0.67 0.86 0.31 0.48
Dogecoin 4.32 4.89 4.75 2.62 2.71
Namecoin 4.34 3.79 3.65 1.61 1.81
Litecoin 1.21 1.10 0.92 0.35 0.49
Gridcoin 1.81 1.56 1.45 0.59 0.63
Peercoin 1.67 1.43 1.23 0.50 0.59
Ripple 1.24 1.11 0.97 0.42 0.53
NXT 1.32 1.10 091 0.32 0.42
Ethereum 1.56 1.41 1.43 0.38 0.63
Binance coin 1.34 1.21 0.84 0.33 0.72

The advantage of DeCrypt over other baseline approaches is the estimation of

(un)certainty quantification associated with each prediction. For cryptocurrencies
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Table 5.8: Cryptocurrency Volatility Index (CVI) evaluated using state-of-the-art method predictions

Cryptocurrency| LSTM | CNN- | ARIMA| Rao- MFNN | DeepAR| TFT RDL
TA ANN
Bitcoin 0.57 0.53 0.46 0.59 0.72 0.52 0.49 0.38
Dogecoin 2.87 3.27 2.35 3.43 3.87 2.72 2.83 2.57
Namecoin 1.93 2.12 1.88 1.83 1.96 1.58 1.68 1.73
Litecoin 1.31 0.56 0.48 0.51 0.67 0.38 0.46 0.41
Gridcoin 0.99 0.87 0.67 0.74 0.96 0.68 0.75 0.53
Peercoin 0.81 0.78 0.48 0.69 0.93 0.64 0.71 0.58
Ripple 0.78 0.83 0.64 0.73 0.88 0.61 0.68 0.54
NXT 0.57 0.63 0.46 0.53 0.64 0.58 0.54 0.59 0.47
Ethereum 0.98 0.78 0.43 0.58 0.49 0.52 0.61 0.45
Binance coin | 0.53 0.64 0.41 0.49 0.51 0.45 0.54 0.39

this measure will be directly proportional to the volatility index. As discussed
in section Uncertainty Quantification, it is easy to evaluate (un)certainty of
prediction of an increase/decrease of price forecast by calculating the log-loss
penalization as explained in eq. 5.18. To validate the proposed method results
on (un)certainty quantification the work also evaluated cryptocurrency volatility
index for each cryptocurrency. Cryptocurrecy Volatility Index (CVI) [149,

]can be defined as a measure of market’s expectation of volatility over the
near trading terms for a particular asset. Volatility is often described as the
"rate and magnitude of changes in prices" and in finance often referred to as
risk. Volatility is sometimes associated with the uncertainty of risk related to the
amount of changes in security’s value. This can be further described as if the
security’s value can potentially be spread out over a larger range of values, it
indicates that the price of the security can change dramatically over a short time
period in either direction which is flagged as higher volatility. On the other hand,

A lower volatility means that a security’s value does not fluctuate dramatically,
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and tends to be more steady. The mathematical formula to calculate CVI [150]:

N
1
CVI = V365 N Z((Closepm'ce — PriceatN)?)), (5.19)

N=1

Table 5.7 depicts the calculated log-loss values for each cryptocurrency vis-a-vis
their cryptocurrency volatility index (CVI)®.Table 5.7 represents the log loss
score for all the layer architecture for DeCrypt and CVI score for DeCrypt (3
layers) and Nbeats. Table 5.8 represents the CVI scores from state-of-the-art
method. A smaller value of the loss should be associated with lower volatility
and vice versa. It can be clearly seen that log-loss associated with the Bitcoin,
Litecoin, Peercoin, Ripple, NXT, Binance coin is less than one, meaning prices
associated with these cryptocurrencies are less volatile. In contrast, Dogecoin,
which is highly volatile and has a history of spiked values after a tweet by a
major influencer, 1s more difficult to assess and has a log-loss score of 4.75. Thus
one can see how the proposed algorithm can quantify uncertainty and how this
measure is proportionate to the oracle volatility. This is by far the most important
result in this work. This result shows how the proposed approach may be used
for practical trading where both the point estimate as well as the uncertainty

about the estimate is required for making decisions.

Owing to limitations in space, unfortunately not able to show the convergence
of the proposed algorithm or the run-times of different techniques. Although
the work have used 50 iterations and its empirically checked that the proposed

algorithm converges in about 20-25 iterations. The convergence is monotonic.

*https://github.com/dc-aichara/PriceIndices
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In terms of speed the proposed method is about 2-4 times faster than LSTM,
CNN-TA and MFNN, and is about an order of magnitude faster than TFT, Nbeats
and DeepAR. Of the existing methods, only RDL is comparable to the proposed

method in terms of speed.

5.3.5 Discussion

Consistently beating in modeling Time series signals has been challenging for a
long time. The proposed three-layer architecture method performed better than
the current state-of-the-art method. The proposed method is based on the deep
state space and feedback strategy. As can be seen from Fig. 5.2 the proposed
model can predict the sudden spikes in the data compared to other state-of-the-art
methods. This is mainly because the proposed method is based on SSM, which
uses probabilistic predictive distribution to estimate the future state of the price
trajectories. The technique also embeds deep non-negative factors to learn the
model parameters. Deep factors helps in updating the model parameters and
state space of unseen signals continuously with time, in contrast to machine
learning models, which use a huge amount of data to learn approximations.
We observed that when the time series signals grow, these models suffer from
vanishing gradient and exploding gradient problems, which hampers learning
model parameters. Due to this, model approximations are not learned efficiently
and cannot capture sudden spikes (highs and lows in prices). These models also
suffer from over-fitting. The proposed method avoids over-fitting as we move

ahead in the sliding window protocol, and previously updated model parameters
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are used as initialized values for the next window parameters. We have also
presented a comprehensive analysis of empirical and statistical performance.
When Table 5.4 and Table 5.6 are analyzed, it is observed that the proposed
method performance is outstanding in 3 out of 4 crypto-currency presented,
and its average score for ten crypto-currency is smallest as compared to other
state-of-the-art methods hence we can conclude that more similarity exists
between the actual closing prices and predicted closing prices when compared
for different Crypto-currencies. The proposed method can be applied to various
other prediction applications where its challenging to model unseen volatile data,
such as short-term load monitoring, sales and revenue prediction, and predicting

hate intensity for social media content.

138



Chapter 6

Conclusion

This thesis addressed several bottlenecks (discussed the chapters) in the area of
dynamically modeling time-series signals. We have tried to propose solutions to

overcome these bottlenecks to make the process more practical and scalable.

6.1 Summary of Contribution

The thesis contributions are outlined below:

* We proposed new modeling and inferential tool for dynamical processing of
time series. The approach is called recurrent dictionary learning (RDL). The
proposed model reads as a linear Gaussian Markovian state-space model
involving two linear operators, the state evolution and the observation
matrices that we assumed unknown. These two unknown operators (that
can be seen interpreted as dictionaries) and the sequence of hidden states

are jointly learnt via an expectation-maximization algorithm. Experimental
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results show that our proposed method excels over state-of-the-art stock

analysis models such as CNN-TA, MENN, and LSTM.

* Next, we proposed sequential transform learning (STL). The proposed work
is a linear Gaussian Markovian state-space model involving state evolution,
observation matrices, and an exogenous control input. The resultant for-
mulation resembles loosely based on transform learning. Furthermore, the
formulation is made supervised by the label consistency cost. The approach
differs from RDL due to presence of an exogenous input, which helps to
establish more informed prior for state-space evolution. Benchmarking with

the state-of-the-art has shown that our method excels over the rest.

e Further, we proposed Deep recurrent dictionary learning (DRDL). The pro-
posed work is developed to cater to bottlenecks experienced in recurrent
dictionary learning approach. The work overcomes the limitations of RDL
and also dives into multi-linear Gaussian state space. In this work, we com-
bine the benefits of both approaches(signal processing and neural network)
by introducing a multi-linear Gaussian SSM whose state and evolution oper-
ators can be learnt from the data. We propose factorized forms for the state
and evolution operators to cope with possible non-linearity in the observed
data and the hidden state. Numerical experiments on a problem of stock
market data inference shows its superiority among several state-of-the-art

dynamic modeling tools.

* Finally, we proposed Deep sequential transform learning (DSTL). The pro-

140



posed method is a deep network to model multi-linear Gaussian state space
in the presence of an exogenous input inherited from sequential transform
learning. The work modeled non-linearity using a deep factor model. The
method is developed to overcome the limitations of the Sequential transform
learning model and explore the multi-linear Gaussian state-space model in
the presence of exogenous input, which differentiates it from the DRDL
approach. Our proposed DSTL, when applied to predicting cryptocurrency
prices, improves over state-of-the-art deep learning models by a consider-

able margin.

6.2 Future Work

In this section, we discuss the further advancements of the thesis work.

The approaches discussed in chapter2 to chapter4 inherits advantages from
sophisticated modeling techniques while quantifying the uncertainty in the esti-
mates. We have applied it for the processing of challenging financial time series
involved in stock forecasting and stock trading tasks. The results show that the
proposed method outperforms the state-of-the-art techniques.Given these promis-
ing results, we plan as future work to delve deeper into the area of financial

forecasting, including the application of our technique in forecasting derivatives.

The study dicussed in chapter5 proposes a novel approach to forecast the
prices of cryptocurrencies; this is halfway to the goal. The final objective is to

take trading positions (BUY / SELL / HOLD). For that, we would need to define
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thresholds. This is a matured area in traditional financial markets [151] where
game theory is mainly used in arriving at the decision boundaries. Currently, a
combination of game theory and social network analysis is used for arriving at
such decision boundaries [152]. In future, we would like to see if such cues from

stock trading can be used for maximising returns in cryptocurrency trading.
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