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Abstract—There are many results on the possibilities of privacy leak
in location-based services, and many remedies have also been suggested.
In this paper, we look at this problem from an altogether different
perspective - claiming that privacy leaks are most likely inevitable for
a lot of remedial mechanisms, and therefore it is necessary to provide
means to a user to detect such leaks in advance. We specifically target
the mechanisms using location obfuscation (aka. blurring) for providing
location privacy for continuous queries. We give a definition to measure
leak of location privacy. We also give a framework to compute it for a wide
range of location obfuscation strategies. We then evaluate a few common
strategies both analytically and experimentally and use the results to
propose provably efficient algorithms for them.

I. INTRODUCTION

Personalised services for mobile devices are currently hot on
wheels due to the ubiquity of these devices and the increasing
popularity of personalised services. The most popular form of these
services enable us to obtain information on-the-go, information which
depend on the spatio-temporal location and the identity of the
requesting user. No wonder these services have caught the fancy
of global population [8], and currently, there are many commercial
ventures engaged in large business around the world [6, 26].

On the other hand, privacy advocates claim that such services come
with an inherent risk of privacy breach [2, 7, 28], in the sense that
service is provided based of private information. Though they accept
that private information has to be necessarily shared, they frown upon
the fact that the general population is usually unaware of the breach,
but instead heavily mind-washed about the usefulness. An acceptable
solution to them would be to inform users about the risks involved
and allow them to make an informed decision.

The potential of the privacy breach hinted above has recently
spurred a lot of research in the privacy of database community
[21, 24]. The focus can be privacy of identity, of location, of queries
or other sensitive information. Various possible breaches have been
studied, and remedies have been suggested for most of them. The
problem becomes more complicated and critical for mobile users1

sending continuous queries [23, 9]. It has been shown that it is
possible to correlate them for mining significant amount of sensitive
information [4, 12]. See Section V for a brief overview of previous
work in this area.

A. Problem Setting

We choose a scenario where location is the only sensitive informa-
tion of a user. We also assume an hypothetical adversary who knows
the details of the particular mechanism in use. With this setting, we
investigate the problem of preserving location privacy for a moving
user who is continuously sending queries to some location-based
service provider; we specifically address the problems arising due
to leakage of information from multiple location updates.

1Pun intended! Users who are moving as well as also carrying a mobile.

B. Overview and Contributions

One way to resolve above mentioned privacy breach is to mask
the sensitive information in a query in a way to prevent, or at least
reduce, privacy leak yet allow the query to be executed. While most
current research is focused on how to encode (different parameters
of the) queries to prevent leakage [22, 16, 10], we take a different
point of view motivated by the following observation.

Sometimes, even the best privacy preserving mechanism
may fall short of user expectation.

Therefore, we propose that privacy preserving mechanisms should
operate in a best-effort manner and actively involve the end-users in
the process – at least, for deciding how much privacy to preserve and
reverting when the desired level cannot be met. This immediately
mandates a definition of privacy which is general enough to be
applicable to a variety of (similar) mechanisms, yet, computable in
an efficient way. Furthermore, since end-users would have to adapt
to this definition, it should be concise (preferably a single number)
and easy to relate to. Our first contribution is a usable definition of
privacy, and later we also build a framework for computing it.

One problem privacy preserving mechanisms often face is pro-
tection against indirect leakage. Indirect leakage could come from
various sources, ranging from external information to hidden corre-
lation in a series of related queries. Consider, for example, a user who
is asking for nearby drugstores continuously after every 5 minutes.
It might be possible to derive a rough outline of his route with
reasonable detail by correlating all his queries. Can he still seek
information without revealing his current or any past location?

A common approach to the above problem is to obfuscate (aka.
blur) the actual location by a larger region and send this blurred
region to the service provider [1, 12, 22]. The obvious limitation
of this approach is the degradation of response quality – since now
the possible location of the user has multiplied. But, the problem of
leakage from correlated queries remain. We will show that location
information could still be obtained from multiple continuously made
queries, since, we assume that the algorithm to determine the blurred
area is known to everyone 2.

Take, for instance, the scenario of User-C in Figure 1. Location
is represented by the smaller squares and location anonymisation is
obtained by reporting the bigger square region (e.g., C03) which he
belongs to. As User-C moves along the shown path, he reports to the
service provider the region C22 for the first two moves and the region
C33 in the next two moves. The service provider can then easily figure
out that the actual locations of the second move (lower right corner
square of C22) and the third move (upper left corner square of C33).
This is a very simplistic example, and in fact, the most simple case
of privacy leak. More of these is discussed in Section IV-E.

Our specific focus in this paper is on how much information can
be inferred by correlating obfuscated regions. Most solutions using

2Privacy through obscurity has significant practical drawbacks.
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Fig. 1. 4×4 Disjoint Square Encoding

location obfuscation have used square/rectangular or circular regions
in the past. We show that privacy properties differ significantly when
using one shape of the region vs another, and this can be exploited
to derive better obfuscation mechanisms suiting a user’s need. With
these aims in mind, we initiate the analytical study of privacy leakage
of blurring-based obfuscation mechanisms and then experimentally
evaluate mechanisms using obfuscation regions of the shapes of
square (Figure 1), triangle (Figures 4, 5) and hexagon (Figure 6)3.

We will later show how crossing the boundaries between two
obfuscated regions might reveal enough information to exactly predict
the current (and/or) previous location(s). This and other problems
with location obfuscation have been dealt with various heuristics
like delaying location update, or specially treating the crossing area.
To get more insight about these schemes, we consider mechanisms
which use overlapping obfuscated areas (Figures 2 and 8) – when a
user moves from one region to another, this explicit information is
hidden by reporting a third region obfuscating the crossover area. We
show that such obfuscation mechanisms also suffer from information
leakage but significantly less than their non-overlapping versions.

Finally, given the increasing popularity of these services and
mechanisms, the need for user-friendly privacy levels has been often
been pointed. But to the best of our knowledge this issue has not
been adequately answered. Quoting from [9],

”Existing privacy-preserving LBS frameworks are designed
from the technology’s prospective. There is still need to
study the location privacy issue from the user’s prospec-
tive. For example, how can a casual user define privacy
requirements. Is it possible to define privacy levels as low,
medium, and strict, and then users would choose among
them. How can a user achieve a trade-off between the
privacy requirements and the quality of services. How can
the user evaluate the privacy risk she has from using a
certain LBS.”

Our final contribution is a scheme for user-friendly privacy levels that
capture the essential trade-offs between service cost and quality.

C. Outline

We describe the architectural setup used in this paper in Section II,
where we first describe the query model (Section II-A), then followed

3One reason behind considering these three shapes is that they are the only
three possible regular tilings of a plane [30].

by the notion of location obfuscation (Section II-B), service provider
and proxy (II-C). In Section III, we discuss the theoretical results
for any general obfuscation mechanism fitting our scheme of things.
We begin with definitions and notations (III-A) and the proceed to
give a definition of privacy to suit our needs (Section III-B). It is
then followed by our main set of general results on properties of
privacy of location obfuscation (Sections III-C, III-D). We then do
a case study of different mechanisms using overlapping and non-
overlapping (disjoint) obfuscation regions in Section IV. We first
describe few disjoint cases (Section IV-A), analytically derive some
properties (Section IV-B) and then use these results to construct an
efficient algorithm to compute privacy for the corresponding disjoint
cases (Section IV-C). We then also discuss a few of the overlapping
cases (Section IV-D) and different types of privacy leaks (Section
IV-E). Then we give a comparative study of the different mechanisms
in the case study (Section IV-F) and propose one possible way to
define levels of privacy suitable for end-users. We finish this paper
by discussing some important future directions of this work in Section
VI. Related work is discussed in Section V.

II. ARCHITECTURE

In this section we describe the different components of the archi-
tectural setup used in this paper – our model of a location-based
service, a query model and our model of location obfuscation.

We consider the standard client-server model for location-based
services for our purpose [5]. Following existing research, privacy is
preserved by using a privacy-preserving proxy service through which
all queries are relayed. This service could be provided by a trusted
third-party or by the client itself.

A. Query Model

A user can request information by sending a query to the service
(which, in our case, is received, modified and retransmitted by a
proxy) consisting of the following parameters: a user id, current
timestamp, location information, query text (and other information
needed to answer the query). We will henceforth ignore query text
and other information since we are only interested in location privacy.

User Id: It is usually assumed that users of a location-based
service are assigned unique ids which serve two purpose: keep track
of the source of a query and maintain the context for multiple queries
in a session. For multiple query sessions, it might be necessary to
use the same id for billing purposes or other technical reasons. Even
for short sessions, it has been proved that multiple queries by the
same user in short timespans can be correlated to deduce that they
belong to the same user [3]. So, we make the worst-case assumption
that every user uses a unique id for all queries (during a session);
however, the id is opaque and it reveals no information other than
correlating multiple queries. Furthermore, here we will be dealing
with the privacy of a particular user, and therefore, will not explicitly
mention the user id as part of the query.

Continuous Query: We will consider a discrete form of time and
assume that there is one query per discrete time interval throughout
the session. Though our results can be extended to deal with missing
queries infrequently during a session, (which can also be modelled
by allowing the user to speed up/down during certain intervals), but
this assumption will help us to derive precise bounds on the privacy
leak during a query session. For a similar reason, we require that the
user should be moving at a uniform speed. For sake of brevity, we
assume that a query happens at the beginning of a time interval, i.e.,
after the t-th request and at time t will mean the same interval.



B. Location Obfuscation

Location obfuscation is a very common technique of reporting
location such that (1) the exact location is not reported (2) information
obtained using the obfuscated location can be used to derive the
specific information related to the exact location. The gain in privacy
by sending obfuscated location is balanced by the loss in quality of
results, e.g., the returned result set might contain irrelevant results;
studying this trade-off is another line of work that we do not consider
in this paper. Here we are concerned about the obfuscation itself.

The most common approach for obfuscation involves dividing the
entire region into smaller areas and instead of reporting the exact
location, reporting the corresponding area containing that location.
Naı̈vely following this approach might not actually preserve privacy,
as illustrated before in Figure 1.

Our investigation revealed that different ways to build the regions
lead to different type of privacy leakage. Therefore, it becomes crucial
to understand the properties of regions with different shapes, sizes
and layout – and choose the best one based on user requirement.
Observe that once an area is tiled into regions, leakage of location
information becomes a property of the tiling (aka. tessellation). It
is well known in tessellation research community that “...stringent
restrictions must be imposed on tilings if any meaningful results are
to be obtained...” [18]. Yet, we want our results to be as general as
possible, so that they are applicable to different forms of tilings and
corresponding mechanisms.

Therefore, we begin with a general form of obfuscation, where,
the entire region is tiled into uniform polygonal cells which are
further subdivided into smaller disjoint uniform polygonal blocks.
These blocks form the basic unit of location i.e. the exact location
of a user is going to be represented by the containing block – we
will interchangeably use location and block to mean the same thing.
Observe that the blocks represent location, so they can be as small as
necessary and are necessarily disjoint. On the other hand, we don’t a
priori require the cells to be disjoint. Also, the cells are constructed a
priori and known to everyone, unlike in some obfuscation algorithms
where the blurred region is determined based on current location
and other parameters (e.g., k-anonymity [27]). Obfuscation tries to
minimise the loss of privacy by reporting the cell instead of the block
as the location of any user. We denote the obfuscation mapping by
G, i.e., the cell G(b) is reported for the location b. The definition
and essential properties of G are discussed later in Section III.

There are several approaches, all based on blurring current location,
that have been proposed for location obfuscation. Take for example,
using mix zones [4] and delaying queries [15] – both of these
withhold sending a blurred region when there is an increased chance
of disclosure of the current location. We will prove later that the only
risk of disclosure happens when crossing cells – there is absolutely
no risk when moving inside a cell. Therefore, to get an idea of such
mechanisms which employ different behaviour at the border, we allow
our cells to be overlapping – so that, locations at the border belong
to two (or more) cells. We observe that overlapping also does not
completely remove, even though it significantly reduces, the chances
of a privacy breach. Our definitions of privacy are nevertheless
applicable to mechanisms with delayed queries, anonymous zones,
dynamically computed blurred regions, or other approaches and some
of our theoretical results can also be extended to the same.

C. Service Provider & Proxy

We denote the honest-but-curious location-based service by R.
Of course, R has to continue providing service and thus cannot
deviate from its correct behaviour; but, it may try to infer location

information of users based on the information it has. We make no
assumption on the computation power of R; in fact, all our lower
bounds will be information theoretic. Similarly for storage, we will
let R to store all locations reported in the past. However, we need to
make one necessary assumption:R does not have access to additional
background/contextual knowledge. This assumption may not be valid
for real services but is essential for our analysis because there can
be no bound on the entire background knowledge possessed by any
person or service [20].

Any query to the service provider is modified by the proxy to
enhance privacy. Its first and foremost goal is to convert the actual
location b to an obfuscated cell G(b). It then performs an additional
proactive check to determine if reporting G(b) may still cause privacy
violation. It is allowed to use the location history of the user for this
detection; of course, we would like this storage requirement to be
minimal. A typical application scenario would be to inform the user
about any violation and seek input from him about whether to abort
or continue (by modifying the obfuscation level or otherwise).

III. THEORETICAL FRAMEWORK

In this section, we give the definitions and results to build the
necessary theoretical framework for analysing privacy of location
obfuscation schemes. The main focus is to come up with the right
notions that can be efficiently computed. We apply the framework to
a few specific obfuscation schemes in the later sections; however, it
is designed to accommodate a wide variety of possible schemes.

A. Basic Definitions and Notations

The entire region is tiled using (topologically closed) congruent
polygons called blocks, denoted by roman literals, e.g., b, c2. Location
of a particular point is represented by its enclosing block. Two blocks
are defined to be neighbouring if it is possible to move from one to
another (by crossing a side or by crossing a corner). The blocks
are then grouped into (topologically closed) polygonal regions called
cells such that every block belongs to at least one cell. The cells will
be denoted by Greek literals, e.g., β, π2. We allow overlapping cells,
so, a block can belong to multiple cells. Encoding is a function that
specifies which blocks constitute a cell and is denoted by the mapping
M ; therefore, M(b) is the set of all cells that block b belongs to. if
a block b belongs to a single cell, then M(b) is a singleton, in which
case we simplify the notation M(b) to denote that single cell. We
may sometimes identify a cell β as the set of blocks contained in β.

The encoding can be disjoint – the cells are disjoint, or overlapping
– the cells are overlapping. As an illustrative example of disjoint
encoding, refer to Figure 1. Cells are large squares shown by darker
borders, and each cell contains 16 square blocks. In disjoint encoding
each block is included in only one cell, which is reported as the
obfuscated region for that block.

In overlapping encoding, each block may belong to more than
one cell. An example is shown in Figure 2. Here, the entire region
is partitioned using two overlapping grids of cells – one shown by
darker lines, and other shown using dotted line. Each block here
belongs to exactly two cells, and which cell to report as the obfuscated
region is decided by the mechanism. We describe them in more detail
in Section IV-D.

We want our results to hold true for any kind of tiling and any
possible encoding. However, as evident from the literature about tiling
research, it is very difficult, often impossible, to prove results for
a generic tiling 4[18]. We workaround this problem by specifying

4For a pictorial list of various kind of tilings, refer to
http://www2.stetson.edu/ efriedma/mathmagic/0701.html
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Fig. 2. Overlap Square Grid Encoding

certain properties, as and when required, that a tiling or an encoding
should meet for our results to hold.

Property 1: A cell is a connected group of blocks and cannot
be too small, i.e., every block in a cell must have at least two
neighbouring blocks belonging to the same cell.

We will also make use of the following properties about the tiling
and the encoding. Even though they do not hold for all cases, they
certainly hold for all the different tilings we explicitly analyse later.

Property 2 (Compact Tiling): Consider any three blocks x, y, z
which are neighbours of each other. The tiling of blocks is called
compact if for any neighbour w of z, there is a common block b
which is a neighbour of both w and z as well as (at least) one of y
and x.

Property 3 (Compact Encoding): For any compact tiling, consider
blocks x, y, z and w as in Property 2. Then, if all of them, x, y, z
and w, belong to the same cell β, then the block b as mentioned in
that property is also in the cell β.

As an example, consider the encoding in Figure 1. We have shown
one possible b given x, y, z, w, but it is easy to verify that both the
tiling and the encoding are compact. This property will become useful
in trying to construct an alternative sequence of blocks which would
look the same as the actual sequence of blocks (e.g., W-B-X is an
alternative path corresponding to the actual path W-Z-Y). Not every
tiling is compact, a counterexample is shown in Figure 3.

x

y

z

w

Fig. 3. Example of tiling which is not compact

When a user is in block b, one of the cells in M(b), according to
an obfuscation strategy, is reported. A path is sequence of blocks
denoting a possible movement of some user. Given a path, the
corresponding reported cells is defined as the cell-path – the first cell

in a cell-path is one of the mapped cells of the first block, second cell
is one of the mapped cells of the second block and so on. The i-th
block of a path p is denoted by pi and the length of a path, denoted by
|p|, is the number of blocks in the path (similarly for cell-path). Since
we assume constant speed of movement, we recognise the length of
the current path as also the current time and the i-th block as the
block during time i (the first block is at time 1). By any location
obfuscation strategy, we mean all of the above, namely, the tiling,
the encoding, and the block selection strategy.

Definition 1 (Location Obfuscation): Location obfuscation, de-
noted by G, is given by a tiling, an encoding, and a length-preserving
function from the set of paths (over blocks) to the set of cell-paths
(over cells).

For the sake of simplifying notation, we will let G(p) denote the
cell-path corresponding to a path p where the tiling and the encoding
are clear from the context.

B. Privacy

There are two kinds of privacy violation possible with the reporting
of obfuscated location information. The first and the obvious kind
is where the obfuscated location (cell) somehow reveals the actual
location (block). However, this kind of leak of information can be
prevented almost always by careful obfuscation. The second violation
can occur due to privacy leaks from the context or the history of
previous queries. We want our proxy to be able to compute any
possible privacy violation - specifically, of the second kind – using
context information from past queries of a user who is continuously
making queries on the move. We need a few definitions to quantify
this kind of leakage. First, we define our basic idea of privacy when
a new request is made.

Definition 2 (Privacy): After reporting a cell-path π1 . . . πt while
traversing a path b1 . . . bt in t steps, the privacy of location at a past
time i (1 ≤ i ≤ t) is defined as the probability that R is not able to
predict the actual block at time i:

ρt
i = Pr[R(π1π2 . . . πt, i) 6= bi]

We say that the location at time i after the t-th request is ε-private
if ρt

i ≥ ε.
We define the privacy after the t-th request as

ρt = min
1≤i≤t

ρt
i

Note that, ρt ∈ [0, 1] and allows mechanisms to offer different
levels of privacy based on its value. We leave the question of how
to construct these levels for future work, and, in this work, look at
the simplest possible privacy guarantees that our proxy can hope to
meet.

Definition 3 (Minimal Privacy): A location obfuscation function
G is said to ensure minimal privacy at time t, if R is not able to
predict any of the previous locations with certainty, i.e., ρt > 0.

There is a limitation of this definition – once minimal privacy is
unsatisfied, it remains unsatisfied forever because ρt

i , by definition,
is a non-increasing function for a fixed i and increasing t. However,
for practical reasons, it may happen that a user knowingly allows R
to know some locations in his path, and still wants to retain privacy
on other locations. To capture this requirement, we define a more
meaningful but weaker notion of privacy, which we use henceforth.

Definition 4 (Disclosure): The t-th request is said to disclose a
past location i if R is able to predict the i-th location with certainty
after receiving the t-th request: ρt

i = 0.



Definition 5 (Weak Minimal Privacy): G is said to preserve weak
minimal privacy at time t, if the t-th request did not create any new
disclosure of any past location i.e.

ρt−1
i > 0 =⇒ ρt

i > 0

C. Results

Determining if the latest request preserves weak minimal pri-
vacy, ab initio, requires computing the disclosure at all of the
previous times. This itself, notwithstanding the amount of compu-
tation/resource required to compute disclosure at some particular
time in the past, could make it difficult to compute location privacy.
However, in this section we show how to use some properties of
location obfuscation to efficiently detect disclosure.

Detecting disclosure and computing privacy depends very much
on the exact strategy of location obfuscation. Here we look at some
of the theoretical properties of general obfuscation mechanisms,
with an eventual goal of applying them to the disjoint tiling based
mechanisms we explicitly discuss in Section IV-B. However, instead
of discussing the properties of the specific obfuscation functions, we
analyse them in a more generic manner in this subsection – our results
can be applied to, often with minor or no modifications, to other
similar obfuscation strategies (for example, considering triangular
cells instead of square cells). Following is a list of essential properties
of obfuscation mechanisms that we require for our results.

Usually, cells are created in a disjoint manner, and in such cases,
every block is uniquely mapped to a particular cell. For these types of
obfuscation, the mapped location depends only on the current block.
Any such G has the following nice property.

Property 4 (Independent): Let bi, bi+1, . . . represent the locations
at time i, i+ 1, . . .. Then G is independent if

G(bi · bi+1 · bi+2 . . . bj) =
`
G(bi) ·G(bi+1) ·G(bi+2) . . . G(bj)

´
Beside the usual disjoint cells, we will also consider overlapping

cells in this paper. If cells are overlapping, then some blocks may
belong to multiple cells. For this case and even more complicated
types of obfuscation, the mapping of a block might also depend on
other factors, such as, previous block(s), current path, time of day etc.
We will use G(b) to denote the obfuscated cell for a length 1 path
consisting of the only block b and G(bt|b1b2 . . . bt−1) to denote the
obfuscated cell at time t for the path b1b2 . . . bt. We will only consider
one type of obfuscation function for overlapping cells; the details are
described later in Section IV-D, but a basic property of that function is
given below. Informally, for a local obfuscation function, the mapping
of a block depends only the current block and the mapping of the
earlier block.

Property 5 (Local): Consider two paths of equal length ending at
the same block p1a1b and p2a2b. Then, for a local G, G(b|p1a2) =
G(b|p2a2) iff G(a1|p1) = G(a2|p2).

For a G which is either independent or local, if we know the
mapping of two paths that cross at some point, then we can construct
the mapping of) the two other valid paths obtained) by concatenating
the segments before and after the crossing point from different paths.

Definition 6 (Composable): An obfuscation function G is called
composable if it satisfies the following property. Consider two paths
pq and p′q′ such that G(pq) = G(p′q′) = πψ (π has same length
as p). Then, assuming pq′ is also a valid path, G(pq′) = πψ.

Lemma 1 (Composability): Consider any G which is independent
or local. Then, G is composable.

Proof: Obvious for Independent. Simple for local.

D. Computing Privacy

We begin with a few concepts needed to compute the disclosure
at any particular time.

Notation: We will use the notation Γ(a, b) to mean that the
blocks a and b are neighbours, and extend this notation to Γ(a) =
{b | ∃b, Γ(a, b)} to denote the blocks which are neighbours of a.
Similarly, Γ(A) will denote the blocks which are neighbour to any
block in set A.

Definition 7 (Consistent Path): A path p is consistent with a cell-
path π if G(p) = π.

Definition 8 (Possibility): For a cell-path π of length l, the set of
possible blocks the user could be at an earlier time t ≤ l is defined
as

poss(t|π) = {b | there is some path p consistent with π

such that pt = b}

While consistent paths represent different paths that would look
the same after encoding, possibilities represent different blocks that
could be used in an indistinguishable way in place of a particular
block. Computing possibilities is therefore a basic operation and our
algorithm to compute privacy also relies of efficient computation of
possibilities.

Possibility depends on how G treats neighbouring blocks, specially
at boundaries. We want G to be well-behaved in this respect.

Property 6: Possibility is always a set of connected blocks.

Lemma 2: For any cell-path π1 . . . πt and for all i,
1) poss(1|π1) = π1 (for a cell-path consisting of a single cell,

the possibility is clearly all blocks in the cell)
2) poss(i|π1 . . . πt) ⊆ πi (by definition)
3) poss(i|π1 . . . πt) ⊆ poss(i|π1 . . . πt−1) (possibility is non-

expanding with time)
4) poss(t + 1|π1 . . . πtπt+1) ⊆ Γ(poss(t|π1 . . . πt)) (consistent

paths can only be extended by moving to neighbouring blocks)

Consider any path p consistent with some cell-path π. Let, a = pi

and b = pi+1 for some i < |p|. Then, a ∈ Γ(b). Since, poss(i|π)
is the set of all such a and poss(i+ 1|π) is the set of all such b, it
is clear that possibility maintains the notion of neighbourhood at all
times.

Lemma 3: For any cell-path π, the following hold for any i ≤ |π|:
1) poss(i− 1|π) ⊆ Γ(poss(i|π))
2) poss(i|π) ⊆ Γ(poss(i− 1|π))

The next two lemmas tell us how to compute possibilities when a
new cell is reported. Lemma 4 follows directly from Lemma 2.

Lemma 4: Consider a cell-path π of length t, and let the next
reported cell be πt+1. Denote π1 . . . πt+1 by π′. Then, the new
current possibility satisfies the following:

poss(t+ 1|π′) ⊆ πt+1 ∩ Γ(poss(t|π))

Unfortunately Lemma 4 does not tell us how to compute the exact
current possibility when a new cell is reported – it is because, not
all neighbouring blocks may be encoded equally by G. We defer the
expression for actual computation to the case-studies in Section IV.

Lemma 5 (Update Lemma): Consider a cell-path π of length t,
and let the next reported cell be β. Denote the new cell-path π · β
by π′. Then, for any time i < t, πi = π′i and the updated possibility
for time i is given by

poss(i|π′) = poss(i|π) ∩ Γ(poss(i+ 1|π′))



Proof: It is straight forward to show that the LHS is a subset of
the RHS. We will give a brief sketch of the proof that the RHS is a
subset of the LHS.

Take any a in both poss(i|π) and Γ(poss(i + 1|π′)). The first
inclusion implies the existence of a path p consistent with π such
that pi = a. Denote the path segment p1 . . . pi by q.

The second inclusion implies the existence of a block b such that
Γ(a, b) and existence of a path p′ consistent with π′ such that p′i+1 =
b. Denote the path segment p′i+1 . . . p

′
t+1 by q′.

Now, consider the series of blocks qq′ – it clearly forms a path,
and is consistent with π′ since G is composable. Also, (qq′)i = a.
Therefore, a ∈ poss(i|π′).

Next we state two most important theorems, disclosure can happen
only when some border is crossed (Theorem 1), and only for
boundary blocks (Theorem 2). But first we need a technical lemma
which stipulates that if possibility at some past instant t remains
unchanged after a location update, then the possibilities at all instants
earlier than t also remains unchanged.

Lemma 6: Consider a cell-path π of length t. If for some i,
poss(i|π1 . . . πt−1) = poss(i|π1 . . . πt), then, for all j ≤ i,
poss(j|π1 . . . πt−1) = poss(j|π1 . . . πt) – equivalently, if for some
i, poss(i|π1 . . . πt) ( poss(i|π1 . . . πt−1), then for all j ≥ i,
poss(j|π1 . . . πt) ( poss(j|π1 . . . πt−1).

Proof: Denote π1 . . . πt−1 by π. The claim is true for j = i;
we will prove it for j = i − 1 – the rest of the claim will follow
inductively.

poss(i− 1|π · πt) = poss(i− 1|π) ∩ Γ(poss(i|π · πt))

= poss(i− 1|π) ∩ Γ(poss(i|π))

= poss(i− 1|π)

The last equality holds since poss(i−1|π) ⊆ Γ(poss(i|π)) (Lemma
3).

This theorem says that, if the current reported cell is same as the
last one, then weak minimal privacy is preserved. In fact, for such
cases, all existing possibilities remain completely unchanged after the
current cell is reported.

Theorem 1: Consider a cell-path π of length t such that πt−1 =
πt (last two moves were in the same cell). Then, there is no
new disclosure; in fact, for all i ≤ t − 1, poss(i|π1 . . . πt) =
poss(i|π1 . . . πt−1).

Proof: We first prove the claim for i = t− 1. Recall,
poss(t−1|π1 . . . πt) = poss(t−1|π1 . . . πt−1)∩Γ(poss(t|π1 . . . πt))
by Lemma 5.

By Lemma 4, poss(t − 1|π1 . . . πt−1) ⊆ Γ(poss(t|π1 . . . πt)),
which shows that poss(t− 1|π1 . . . πt) = poss(t− 1|π1 . . . πt−1).

Now, applying Lemma 6, we get that for i ≤ t − 1,
poss(i|π1 . . . πt) = poss(i|π1 . . . πt−1).

The previous theorem shows that only moves which change cell
could potentially reveal any past location. The next theorem shows
its dual; only locations involved during change of cell could poten-
tially be disclosed (anytime). Compactness seems like a necessary
condition for this result to hold; it is possible to construct an
encoding which is not compact and in which a block not involved
in boundary crossing is disclosed (we omit a counterexample due to
space constraints).

Lemma 7 (Neighbourhood Lemma): For any compact encoding,
consider any cell-path of length t. Then, the following properties
hold for any 1 < i < t such that πi−1 = πi = πi+1.
• If poss(i−1|π) contains at least two neighbouring blocks, then

poss(i|π) contains at least two neighbouring blocks.

• If poss(i+1|π) contains at least two neighbouring blocks, then
poss(i|π) contains at least two neighbouring blocks.

Proof: Follows from the definition of compact encoding.
Theorem 2: Consider a cell-path π of length t, and let the next

reported cell be β; denote, π · β by π′. Consider any sequence of
reported cells from time i to j (j ≥ i+ 2) such that πi, . . . , πj are
all same cell α and boundary was crossed at i and j (i.e., πi−1 6= πi

= . . . = πj 6= πj+1).
If none of πt : i < t < j were disclosed earlier, and, πj is not
disclosed after the last move, then none of πt : i < t < j is disclosed
after the last move.

Proof: Since πj is not disclosed, therefore poss(j|π′) has at
least two neighbouring blocks. Now, apply Lemma 7 backwards for
πj , πj−1, πj−2, then πj−1, πj−2, πj−3 and so on until πi+2, πi+1, πi

to show that poss(t|π′) also has at least two (neighbouring) blocks
for each t : i+ 1 ≤ t ≤ j − 1.

The previous results are useful to any proxy to decide when and
where to look for potential privacy violations based on locations.
The next theorem further narrows down potentially vulnerable move-
ments. It uses the idea of a shortest path between two blocks. We
also need to introduce another concept called the span of a path to
easily state our results.

Definition 9 (Distance): The span of a path p is |p| − 1 5.
The distance between two blocks a and b is the span of the shortest

path from a to b:

δ(a, b) = min{|p| − 1 | p is a path from a to b}

Lemma 8 (Triangle Inequality): As expected, the above notion of
shortest path follows triangle inequality. For any blocks a, b, c, we
have δ(a, b) ≤ δ(a, c) + δ(c, b).

Note that, distance is symmetric and shortest path may not be
unique. Also, the above property implies that, for neighbouring blocks
a, b, δ(a, c) ≤ δ(b, c) + 1 for any block c. Furthermore, observe
that it is always possible to construct a path of span l ≥ δ(a, b)
between any two blocks a and b 6. We now state the theorem which
essentially says that movements which do not follow shortest paths
are not vulnerable to privacy attacks.

Theorem 3 (Shortest Path): Consider a path p = p′ ·a·b1b2 . . . bk ·
c1 · p′′ of length t (where k > 1), where the blocks a and b1 are on
a border, i.e., G(a | p′) 6= G(b1 | p′ ·a) and the next border crossing
is when moving from the block bk to c1.

For any composable G, if b1 is disclosed first at time t, then
b1 . . . bk is a shortest path from b1 to bk and, therefore, δ(b1, bk) =
k − 1.

Proof: Consider any neighbour b′1 of both a and b1 such that
p′ · a · b′1 is consistent with G(p′ · a · b1). Note that such a neighbour
always exists, because otherwise b1 would be disclosed right when
the user moved from a to b1 – but this is not possible according to
the conditions of the lemma.

Let us assume, for the sake of contradiction, that the shortest path
from b1 to bk is of length l ≤ k − 1. In that case, it is possible
to construct a path b1b

′
2 · · · bk from b1 to bk of span k − 1. Now

consider the path p∗ = p′ · a · b′1 · b1b′2 · · · bk · c1 · p′′. Since both p
and p∗ are consistent with G(p), b1 cannot be disclosed at time t,
leading to a contradiction.

5Essentially, this is the number of edges or corners a user following the
path has to cross.

6This can be easily proved by induction on l.



IV. CASE STUDY

Most research that uses blurring for location obfuscation is not
very precise about the shape/size of the blur region. In this section,
we show that shape and size of the basic blocks and blurred cells
vastly differ in terms of properties. We apply our notion of privacy
to block based location obfuscation mechanisms varying in shapes
and sizes and compare their privacy properties, both analytically and
experimentally. Obviously this study is by no means exhaustive – we
only consider a few representatives; our goal is to show the kind of
issues that should be considered while deciding a scheme.

We consider four disjoint-tiling based mechanisms – one with
square tiles, two with triangular tiles and one other with hexagonal
tiles, and, two overlapping-tiling based mechanisms – one each with
square and triangular tiles.

A. Disjoint Tilings

Disjoint tiling forms the basis of most common forms of obfus-
cation used in location privacy. In this, each block is contained in
exactly one cell, and is encoded simply as its containing cell. This
is in contrast to the overlapping tilings in which encoding depend
on previous locations. Computation of current possibilities is also
simplified by a tight version of 4.

Lemma 9: Disjoint-tiling based encodings are independent and are
therefore, composable.

Lemma 10 (Lemma 4 for Disjoint Tiling): Let π denote a cell-
path of length t and πt+1 be the next reported cell. Then,

poss(t+ 1|π · πt+1) = πt+1 ∩ Γ(poss(t|π)).

We consider three different types of disjoint tiling for further
analysis.
• Figure 1 shows an example of 4 × 4 Disjoint Square tiling -

blocks and cells are both squares. There, the path followed by
the User-A is b6,0 · b7,1 · b8,2 · b9,3 · b10,4 · b11,5 · b12,6 which will
be encoded to the cell-path C10 ·C10 ·C20 ·C20 ·C21 ·C21 ·C31.

• Figure 4 shows an example of Disjoint Triangle (Eq) tiling where
blocks and cells are equilateral triangles. Similar to the previous
example, User U2’s path b3,5 · b3,6 · b4,9 · b4,10 will be encoded
to the cell-path C00 · C00 · C13 · C13.

• Figure 6 is an example of Disjoint Hexagon tiling where hexag-
onal cells are composed of equilateral triangle blocks. The path
of user U1 b1,6 ·b2,7 ·b3,5 ·b4,4 ·b5,7 has C00, C11, C11, C10, C11

cell path as its encoding.
Encodings based on the above tilings differ in the shape of the

blocks and/or in the shape of the cells and basically effects the
computation of possible locations and neighbourhood of a block. well
as variation in possibilities for the encoding. We compare them for the
prevalence of disclosures in IV-F. For the purpose of comparison only,
we were able to construct a Disjoint Triangle (Rt) tiling, in which the
blocks are right-angled triangles and the cells are equilateral triangles.
The unique structure and high degree of neighbourhood drastically
lowers the number of disclosures for it. It is illustrated in Figure 5,
where e.g., U1’s path b1,2 · b2,9 · b1,9 · b1,14 will be encoded to the
cell-path C00 · C13 · C02 · C04.

B. Analysis of Disjoint Tilings: Square, Triangle (Eq), Hexagon

The results in section III tell us that privacy violations can occur
only for blocks at the border and happens only when crossing a
border. However, for long paths the number of border crossings can
be quite large 7, which makes detecting violations a compute intensive

7In the worst-case, O(|p|), for a path p.
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effort. In this section, we will extend Theorem 3 to give an analytic
upper bound on the number of past positions the proxy should store
to detect every privacy violation. Some of the results hold for any
disjoint tiling, and the rest are proved only for the three cases we
are explicitly interested in, namely, the Disjoint Square, the Disjoint
Hexagon and the Disjoint Triangle (Eq).

Definition 10 (Stretch): Consider any disjoint tiling. The stretch
of a cell π, denoted by σ(π), is defined by:

σ(π) = max{1 + δ(a, b) : any blocks a, b ∈ π}

Stretch is basically the maximum number of blocks on the shortest
possible path from one border block to another border block in the
same cell. The mechanisms we consider are based on regular disjoint
tiling, so, it is same for all the cells and will be denoted by σ. For
tilings using non-regular polygons, σ will depend on the cell(s) used
to compute privacy (an upper bound could be obtained in this case
by taking the maximum possible stretch for all cells in the tiling).

We will next prove the main result of this section.
Theorem 4: 1 + σ past locations (including current) is enough to

detect all privacy violations for disjoint grid, disjoint triangle (Eq)
and disjoint hexagon encodings.

The number of past locations necessary is now essentially a
constant (depending only on the structure of the cells which is fixed



a priori in our architecture). This is a vast improvement compared to
the naı̈ve algorithm to compute privacy violations. For illustrations,
the number of locations needed is 5 for the examples in Figures 1,
4 and 6.

Corollary 1: The number of past locations (including current)
necessary to detect all privacy violations are,
• For Disjoint Square encoding, 1 + l.
• For Disjoint Triangle (Eq) encoding, 1 + d l

2
e

• For Disjoint Hexagon encoding, 1 + 2d l
2
e

where, l denotes the number of blocks along a side of the corre-
sponding cell.

We suspect the theorem to be true for most natural tilings; however,
in this paper we only show it to hold for tilings which satisfy the
following property. It basically says that if any block is far from some
cell on the boundary, then it is far from all cells on that boundary.

Property 7 (Border Distance): A tiling satisfies the border dis-
tance property if the following holds for any cell π:
Consider any two blocks b1, bk on any two different boundaries of
π. Take any block b′1 which is a neighbour of b1. Then, it holds that
if δ(b′1, bk) ≥ δ(b1, bk) + 1, then for all b′k on the same boundary as
bk, δ(b′1, b′k) ≥ δ(b1, bk) + 1.

This property holds for all tilings in which the blocks are arranged
in layers, and these layers run parallel to the boundaries of the cells.
It is easy to verify that it holds for all the three tilings considered in
this section.

Proof sketch of Theorem 4: Consider any path p = p′ · a ·
b1b2 · · · bk · c1 of length t where G(a) 6= G(b1) = · · · = G(bk) 6=
G(c1) ((a, b1) is a border crossing and the next border crossing
happens at (bk, c1)). Then of course, δ(b1, bk) ≤ k − 1. Denote
the cell G(c1) by γ and G(b1) by β and the cell-path G(p) by π.
Denote the time when the user was at b1 by s. There can be three
possible cases for the second crossing (bk, c1).

1) It is a corner crossing – the user crosses via a corner of a block.
2) It an edge crossing – the user crosses via a side of a block and

b1 and bk are on different border.
3) It an edge crossing and b1 and bk are on the same border.

We will prove the above theorem by considering all these possible
cases.

Lemma 11 (Corner Crossing): If (bk, c1) is a corner crossing,
then either b1 is disclosed at or before t or never disclosed ever
after.

Proof: Assume that b1 is not disclosed at or before time t.
Then, at time t, there must be some path q which is consistent with

π, but qs 6= b1. qt−1 is the corner block in q just before crossing to
γ. Since G is composable, consider the path p∗ = q1 · · · qt−1c1; p∗

is a valid path since both qt−1 and c1 are corner blocks meeting at
the common corner of their corresponding cells. Also, p∗ consistent
with π by construction. Therefore, for any time t′ > t, there will
always be a consistent path (whose first t blocks will be q1 · · · qsc1)
whose s-th block is not b1 and therefore, b1 will not be disclosed.

Lemma 12 (Different Border Crossing): If b1 and bk are on dif-
ferent borders, then either b1 is disclosed at or before t or never
disclosed ever after.

Proof: Assume, there exists some b′1 ∈ β such that b′1 is a
neighbour of both b1 and a and also δ(b′1, bk) ≤ δ(b1, bk) ≤ k − 1.
Therefore, we can construct a path q′ from b′1 to bk of span k − 1
(length k). Now take the path q = p′ · a · q′ · c1 – q is a valid path
and is consistent with π, but qs 6= b1. Therefore, for any time t′ > t,
there will always be a consistent path (whose first t blocks will be
q) whose s-th block is not b1 and therefore, b1 will not be disclosed.

Now consider the opposite case: for all b′1 ∈ β \ {b1}, if Γ(a, b′1),
Γ(b1, b

′
1), then δ(b′1, bk) = δ(b1, bk) + 1. Since the tiling has border

distance property, this implies that for all b∗ on the same border as
bk, δ(b′1, b∗) ≥ δ(b1, bk) + 1 = k. In other words, there cannot be
any path from b′1 to any cell in γ. So, b′1 6∈ poss(t|π). This holds
for all b′1 ∈ β \ {b1}. Therefore, b1 is disclosed at time t.

Lemma 13: (Same Border Crossing) Consider the case where b1
and bk are on the same border and none of them are disclosed at
time t− 1. Then, if bk is not disclosed at time t′ ≥ t, then b1 is also
not disclosed at t′.

Proof: Assume, for the sake of contradiction, that b1 is disclosed
first at some time t′ ≥ t but bk is still not disclosed at t′. Denote
the cell-path at time t′ by ψ. Theorem 3 immediately implies that
δ(b1, bk) = k− 1. Since bk is not disclosed at t′, therefore poss(t−
1|ψ) consists of blocks other than bk – denote this set of blocks
by B = poss(t − 1|ψ) \ {bk}. Therefore, by Triangle Inequality,
∀b′k ∈ B, k− 2 ≤ δ(b1, b′k) ≤ k. However, there cannot be b′k ∈ B
such that δ(b1, b′k) = k. This is because, b1 is disclosed at t′ and there
cannot be any consistent path of span k from b1 to b′k. Therefore,
δ(b1, b

′
k) ∈ {k − 2, k − 1}.

Now, if there exists any b′k such that δ(b1, b′k) = k−2, then we will
construct a path q consistent with ψ such that qs 6= b1, and therefore,
b1 cannot be disclosed at t′. Since b1 is not revealed at s, therefore
there exists some block b′1 which is neighbour to both a and b1. Using
the Triangle Inequality, δ(b′1, b′k) ≤ δ(b′1, b1) + δ(b1, b

′
k) = k − 1.

Then, we can construct a path of span k − 1 (length k) from b′1 to
b′k – denote it by q′.

Since b′k is a possible block at time t − 1, there is some path
consistent with ψ whose t− 1-th block is b′k; represent this path by
r′ · b′k · r′′ (here b′k is the t− 1-th block). Now, q can be constructed
by p′ · a · q′ · r′ since G is composable (it is easy to verify that
qs = b′1 6= b1).

The only case now left is – for all b′k ∈ B, δ(b1, b′k) = k−1. The
proof for this case depends upon the shape of the blocks used in the
encoding.
Square Blocks: When the blocks are squares, δ(b1, b′k) 6= k − 1 for
any b′k ∈ B since there is exactly one block on a boundary at some
fixed distance from another block at the same boundary.
Triangular Blocks: The analysis is significantly more complicated
when the blocks are equilateral triangles and requires a case analysis
over the different orientations of b1 and bk. Without loss of generality,
let us assume that we are approaching b1 to bk left from right.

1) b1 and bk both are upward triangles as shown in the Figure 7-1:
Consider the block b′k, a downward triangle and left-neighbour
of bk along the same border; It has δ(b1, b′k) = k−1. Observe
that the neighbours of bk in γ are subset of neighbours of b′k
in γ implying b′k ∈ B. It is possible that there is no b∗ ∈ B
such that δ(b1, b∗) < k − 1 (for example, if left most c1 is
not in poss(t|ψ) as shown in Figure 7-1). In this case all the
neighbours b′1 of b1 along the same border will be neighbours
of a and will have δ(b′1, b′k) ≤ k − 1. Further, the block b′1 at
the right of b1 will always be in poss(s|ψ).

2) b1 is upward triangle and bk is downward triangle as shown in
the Figure 7-2: Consider the two blocks b′k which are upward
triangles and are neighbours to bk with δ(b1, b′k) ≤ k− 1. For
the left-neighbour b′k of bk we will have δ(b1, b′k) = k − 2. If
it is in B then b1 is not disclosed (discussed earlier). If it is not
in B, the right-neighbour b′k will have δ(b1, b′k) = k − 1. The
right-neighbour b′1 of b1 will have δ(b′1, b′k) = k − 1 and will
also be a neighbour of a. Therefore b′1 should be in poss(s|ψ).
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3) b1 is downward triangle and bk is upward triangle as shown
in the Figure 7-3: Consider the block b′k which is a downward
triangle and is left-neighbour of bk. It must be a block on the
shortest path from b1 to bk. Therefore δ(b1, b′k) = k − 2, and
also b′k ∈ B (since the neighbours of bk in γ are subset of
neighbours of b′k in γ). We have already taken care of this
case.

4) b1 and bk are both downward triangles as in Figure 7-4: In
this case for block to the right of bk will have distance greater
than k − 1. Therefore it can not be in the possibility set of bk
(even before). The left-neighbour of bk, i.e., b′k must be in B
(as bk is not disclosed) with δ(b1, b′k) = k − 1. Now for both
the neighbours of b1 ,i.e., b′1 will have δ(b′1, b′k) ≤ k − 1. At
least one of these b′1 has a as its neighbour (otherwise b1 must
have disclosed before). Hence b1 can not be disclosed at time
t′.

The last three lemmas essentially say that after crossing a border
into block b1, either b1 never gets disclosed ever after or one of the
following two cases will always happen

1) If the next border crossed is a different one, b1 is disclosed
right after crossing it (at c1). Since in that case, b1 . . . bk is the
shortest path, this implies an upper bound of 1 + σ number of
past locations necessary to detect the disclosure.

2) If the next border crossed is the same one, b1 cannot be
disclosed if bk is also not disclosed. Therefore, it suffices to
store the locations until and including the next border crossing
via the same boundary. This again gives an upper bound of
1 + σ by a similar argument as above.

This finishes the proof of Theorem 4.

C. Computing Privacy Violations for Disjoint Tilings

We can use Theorem 4 and other results from Section III-C to
construct an efficient algorithm (to be used by the proxy) for detecting
privacy violations for the three disjoint encodings. The central idea of
Algorithm 1 given below are the facts that if any move violates weak
minimal privacy, then the last disclosure must happen at or after the
previous boundary crossing and that disclosure happens only when

some border is crossed. It calls these external functions which we
omit, their implementation depends on the actual encoding of the
disjoint tiling: G() to denote the encoding function, poss() to denote
a function to compute the current possibility and δ() to denote a
function to compute the minimum distance between two blocks.

Algorithm 1 Algorithm for detecting privacy disclosure

Input: u: User-Id
b: Current block of u
t: Current time

Output: Safe / Unsafe (weak minimal privacy not preserved)
State: c(u): Last reported cell of u

B(u): Last boundary block of u
m(u): Number of moves after B(u)
p(u): Possibility of u for B(u)
P (u) = [Pi, Pi−1 . . .]: History of past possibilities of u

Method:

1: status← Safe
2: c← G(b)
3: m(u)← m(u) + 1
4: Pt ← poss(b, Pt−1) {// compute current possibilities}
5: if B(u) is null and b is a boundary block: then
6: B(u)← b
7: P (u)← [Pt]
8: else
9: if c(u) 6= c: then {// u crossed a boundary}

10: if m(u) = δ(b,B(u)): then {// u on shortest path}
11: Update p(u) & each Pi ∈ P (u) using Update Lemma
12: if p(u) or any Pi ∈ P (u) has one block: then
13: status← Unsafe {// disclosure found}
14: B(u)← b
15: P (u)← [Pt]
16: else {// u is in same cell}
17: if m(u) ≤ δ(B(u), b): then
18: Append Pt to P (u)
19: else {// not along shortest path}
20: B(u)← null
21: P (u)← [Pt]
22: c(u)← c
23: return status

The length of P (u) is always going to be upper bounded by σ. The
possibility of each Pi is at most the number of blocks in a cell, which
is O(σ2). Therefore, the running time is O(σ3) while the amount of
extra space necessary for storing global state is O(σ). Since σ is
fixed for a specific encoding, this essentially gives us an algorithm
running in constant time/space.

Our experiments showed that the upper bound of σ holds true for
other disjoint encodings as well; unfortunately, there is no reasonably
small bound on the length of past history for overlapping encodings.
A direct adaptation of this algorithm for general encodings (disjoint or
overlapping) without any known bound on the length of past history
may not be very efficient since it has to store all previous locations.
But even then, it is possible to perform better than straight-forward
checking of all past locations by using the facts about boundary
crossing.

D. Overlapping Encoding: 2 cases

The encoding we used for overlapping tiling can be described by
overlaying two different disjoint tilings of cells (say, tiling A and B)



on one arrangement of blocks such that each cell of tiling A partially
overlaps some cell(s) of tiling B and vice versa. This makes each
block belong to two cells, one each from A and B. The first block
in a path is encoded as the cell from A containing it, and a global
state C (for current-tiling) set to A. On any subsequent move, it is
checked against the cell containing the current block according to
tiling C. If this move was inside the cell, this cell is reported as the
encoding. If it crossed a boundary, C is set to the other tiling and
then the cell according to the new C is reported. The intention is to
ensure that with respect to its encoded cell, a block is never at the
boundary. Interestingly, we found that the very switching of tilings
leak enough information to cause embarrassing disclosures.

For these overlapping encodings, the cell reported for the current
location depends on the last location and the last reported cell
but nothing earlier. Computation of new possibility is accordingly
modified.

Lemma 14: Overlapping Square and Triangle (Eq) encodings are
local, and, therefore composable.

Lemma 15 (Lemma 4 for Overlapping Tiling): Let π denote a
cell-path of length t and πt+1 be the next reported cell. Then,

poss(t+ 1|π · πt+1) = πt+1 ∩ Γ(poss(t|π)) \ πt.
The two overlapping encodings we evaluated are the overlapping

versions of their disjoint versions.
• Figure 2 is an example of 4 × 4 Overlap Square tiling. One

square tiling is shown by dotted lines and the other by solid
lines. Consider the path followed by user User-A i.e., b6,0 ·
b7,1 · b8,2 · b9,3 · b10,4 · b11,5 · b12,6. The cell encoding for this
is C10 · C10 · D21 · D21 · C21 · C21 · D32. For the first move,
the tiling with dotted lines is chosen as the active tiling, which
results into reporting of cell C10. Next move of the user b7,1

does not cross any boundary of active cell C10 and hence the
same cell is reported. The move b8,2 then crosses the boundary
of this cell, and hence, the other tiling shown with solid lines
is used to get the encoding D21.

• Figure 8 shows an example of Overlap Triangle encod-
ing. Similar to the previous example, dotted and solid lines
are used to indicate the two tilings. Path of user U1
b3,5, b2,6, b3,9, b4,10, b4,12, b4,13 is similarly encoded to the cell-
path C00, D02, D02, C01, D13, D13.

U1

U2

D01 D02 D03 D04

D00

D05

D21 D22

C00 C02C01 C03

C10 C11 C12 C13

D23 D24 D25

0

1

10

11

232210

Fig. 8. Overlap Triangle (Equilateral) Encoding

E. Privacy Leaks

Here we discuss and classify the privacy leaks that we observed
during our analysis. They are classified based on, loosely, ease of

detecting. Specifically, detecting some leaks require more resource (in
terms of both computing time and storage of past information) than
others. This kind of classification may come handy for users trying
to compare mechanisms based on their privacy-cost implications.

D-Leak: D-leak happens due to the current move and the last
move where both the moves are in different cells (usually, diagonally
opposite cells) and which discloses one of the two locations. As an
example, in Figure 1, right after the third move, the locations at the
second and the third moves become evident (block (11,11) at t2 and
(12,12) at t3).

L-Leak: L-leak happens due to the current move and the last
two moves where each of the three is in a different cell and which
discloses the last location. As an example, in Figure 1, the last three
moves of User-D result into an L attack and the attacker will know
that the User-D was at block (3,11) at time t2.

Long-Leak: Any other type of leak is classified as a Long-leak. It
normally requires larger number of moves. As an example, in Figure
1, the movement of user-A results into a long attack – after the t-th
move, it is possible to determine the location at time t4 (block (9,3))
and t5 (block (10,4)).

D-leaks and L-leaks are easier to detect, they happen due to the last
few steps and easier to conceptualise. However, detecting long-leaks
requires more effort and is not immediately obvious. Encodings based
on triangular blocks have no L-leaks by design. Also, the construction
of our overlapping encodings ensures absence of D-leaks. Lastly, the
Disjoint Triangle (Rt) encoding was constructed to avoid both D-leaks
and L-leaks. We evaluate the encodings in terms of these privacy leaks
and present a summary of the result in Section IV-F.

F. Comparison

Here we present the result of our experiments where we compared
tested the above mechanisms with respect to the types and number
of privacy violations. Square obfuscation region being a common
choice in location-based services, we tested both its disjoint and the
overlapping versions for different cell sizes – 4, 6 and 8 blocks a side.
We also tested the triangle encodings and the hexagon encoding with
cells of comparable size and stretch. We generated 2000 paths (of
random block length) using the Random Waypoint mobility model
and checked for privacy violations for movements along those paths.
The results are shown in Table I.

Encoding Num
blocks
per
side
(stretch)

%
Paths
with
L-
Leak

%
Paths
with
D-
Leak

%
Paths
with
Long-
Leak

Total

4×4 Disjoint Square 4 (4) 40.05 20.45 18.8 79.3
4×4 Overlap Square 4 (4) 29.35 0 1.2 30.55
6×6 Disjoint Square 6 (6) 25.75 13.45 30.55 69.75
6×6 Overlap Square 6 (6) 24.35 0 1.75 26.1
8×8 Disjoint Square 8 (8) 23.25 10.4 35 68.65
8×8 Overlap Square 8 (8) 16.35 0 2.7 19.05
Disjoint Triangle (Eq) 11 (6) 0 25.45 1.1 26.55
Overlap Triangle (Eq) 11 (6) 0 0 13.3 13.3
Disjoint Hexagon 5 (4) 0 0 24.75 24.75
Disjoint Triangle (Rt) 4 (2) 0 0 2.9 2.9

TABLE I
COMPARISON OF DIFFERENT ENCODINGS

We can make a few observations from the comparative study. It
seems that the Disjoint Triangle (Rt) encoding suffers from the least
number of privacy violations despite having small size. Note that,



smaller size means more blocks on the border and increases the front
for violations. Square encodings seem to be the worst among all with
lot of leaks of all possible types. Overlapping encodings seem to
perform better than their disjoint counterparts, justifying the use of
strategies to hide boundary crossings.

From another perspective, it is much easier to detect D and L-
leaks than long leaks; so, if any user is interested only in keeping his
current location (or last few locations) private, then encodings with
fewer D and L-leaks but many long-leaks may be a good choice.
Those based on triangle and hexagon are very much suitable for this
purpose.

G. Measure of Privacy

Here we make an attempt to define a level of privacy that is
well-defined and captures its essential requirements. We propose to
use stretch to define levels of privacy. For example, a lower level
of privacy would mean a tiling with small stretch. Not only it is
intuitive and simple to understand, but it also has the following useful
properties which capture the cost-quality trade-offs:
• The area of a cell depends on the stretch. So, increasing it will

lead to lowering of the quality of query results.
• We have proved that cells with larger stretch increase the amount

of computation and extra storage necessary to detect privacy
violations.

• Since privacy violations happen only at borders and due to
border crossing, intuitively, the number of privacy violations
should decrease for larger cells. As discussed in Section IV-F,
this fact is supported by our experiments.

V. RELATED WORK

Enforcing privacy of personal information in public databases or
remote untrusted services (which are similar to public databases
with respect to privacy concerns) has been in focus since 1990’s
[23, 29, 7], and since then a lot of work has been going on to address
various aspects of it. Some proposed approaches use user specified
privacy policies to restrict the use of collected information [25], e.g.,
anonymisation of identities before disclosure of information [27] for
mobile cellular systems. The limitation of policy based solution is
that users have to trust the service provider for correct execution of
their policies. Since users practically lose control over the use of their
information once the information is disclosed, it is desirable to have
more control over what information is published/collected to prevent
any misuse of private information.

The issue of privacy in location-based services is very similar to
the above and in fact, research in privacy for location-based services
adopt most of the concepts from the area of privacy in database
publishing. User queries can contain sensitive information which
may be misused by a service provider. Furthermore, information
revealed in different queries can be correlated to draw vast number
of surprising inferences. There are several techniques that have been
proposed to control what information gets published (sent to the
service). Identity anonymisation approach maps the true identity
of a user to a pseudonym but does not anonymise the location
of a user; special care needs to be taken so that the provider
is unable to correlate multiple queries e.g. Beresford and Stajano
solve this problem by proposing a concept called mix zones [3].
Location anonymisation is another approach that tries to preserve
the location privacy by anonymising the exact location information
before querying the service [10]. Two concepts borrowed from the
database research are very popular with respect to anonymisation: k-
anonymity and l-diversity. In k-anonymity the anonymisation is done

in a way to ensure that no adversary can narrow down any particular
user beyond a group of k possible users [27]. An improvement on
it, l-diversity states that there should be at least l different type of
sensitive values within a group to make difficult for the adversary
to associate a sensitive value with a specific user [19]. However, the
solutions using k-anonymity and l-diversity in general decrease the
granularity of actual location information to a bigger region called
cloaked area, which meets k-anonymity and l-diversity constraints,
but reduces quality.

Chow et al. categorised these techniques into three broad categories
[10]:

1) False Location: A set of locations including user’s exact
location and other false locations is reported to the server in a
query [17].

2) Spatial Cloaking: A user’s exact location is blurred into a
cloaked spatial area according to the user’s specified privacy
preferences [1, 11, 15, 16].

3) Cryptographic techniques: This technique uses cryptographic
private information retrieval techniques [13] to encode location
information along with the query.

All these privacy preserving techniques are implemented in one of
the two following architectures.

1) Client Server Architecture: Discussed extensively in [1, 5, 12,
22], in this architecture, a trusted location anonymisation server
anonymises different components of each user query before
submitting the query.

2) Peer to Peer Architecture: Introduced in [11], here a mobile
device itself computes its cloaked area with the help of its
nearby peers [14]. Two types of systems have been discussed
within this setting: a) proactive, and b) lazy. In proactive
system, each mobile device consistently keeps current location
information of each neighbour device with it all the time.
Whereas in lazy system, a mobile device first figures out its
peers then computes it cloaked area.

VI. CONCLUSION

We investigated in this paper the question of appropriately choos-
ing obfuscation regions for location obfuscation in the context of
continuous queries. We showed that the quality of privacy preser-
vation differs widely among different shapes and sizes. We also
considered strategies to prevent information leakage and, using the
model of overlapping obfuscation regions, showed that some of
them can significantly improve privacy properties. We constructed
privacy detection constant time/space algorithms for some strategies;
such algorithms are therefore suitable for implementation on mobile
devices to provide location obfuscation. Finally, we proposed how to
define levels of privacy suitable for users of location-based services.

There exists many possible directions arising from our work. We
conclude this paper by discussing some of them.

We defined overlapping obfuscation regions with the goal of
understanding smart strategies to deal with information leakage due
to crossing of boundaries. It would be interesting to analyse such
strategies (e.g., mix zones) and do a comparative analysis of their
privacy properties with respect to simpler strategies (e.g., disjoint
square cells).

Our analysis was based on worst-case scenario in two sense,
definition of privacy and definition of neighbourhood. The worst-
case definition of privacy in terms of weak minimal privacy is to too
strict for an adversary; even if R is able to predict a location with
99% probability, our definition would not consider it a privacy leak.



A useful future work would be to extend this worst-case analysis to
average-case analysis in which a prediction would be considered a
disclosure if its success probability is more than some constant (e.g.,
more than 0.5).

For neighbourhood too, we allow the user to move to any adjacent
block which shares a vertex or an edge. In essence, this worst-case
behaviour makes it harder for R to predict exact locations. Under
usual scenario, users can only move along already existing roads;
this information is common knowledge and could significantly reduce
the possibilities at any time. One would require smarter obfuscation
strategies in the presence of the knowledge of road network.

A few other questions we leave open are how to extend our two-
level hierarchy (cell, block) to multiple levels of obfuscation and how
to use the ideas in this paper to give proper privacy definitions for
other sensitive parameters, e.g., query obfuscation.
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