
Mobile Hotspot Selection and Offloading

Student Name: Vandana Mittal

IIIT-D-MTech-ECE-13162
July 30, 2015

Indraprastha Institute of Information Technology
New Delhi

Thesis Committee
Dr. Sanjit Krishnan Kaul (Chair)

Dr. Pravesh Biyani
Dr. Sumit Roy

Submitted in partial fulfillment of the requirements
for the Degree of M.Tech. in Electronics and Communication

c©2015 Vandana Mittal
All rights reserved

This research was partially funded by ITRA project, funded by DeitY, Government of India,
under grant with Ref. No. ITRA/15(57)/Mobile/HumanSense/01.



Keywords: Hotspot, Offloading, Throughput, Optimization



Certificate

This is to certify that the thesis titled “Mobile Hotspot Selection and Offloading” submit-
ted by Vandana Mittal for the partial fulfillment of the requirements for the degree of Master
of Technology in Electronics and Communication & Engineering is a record of the bonafide work
carried out by her under my guidance and supervision at Indraprastha Institute of Information
Technology, Delhi. This work has not been submitted anywhere else for the reward of any other
degree.

Sanjit Krishnan Kaul

Indraprastha Institute of Information Technology, New Delhi



Abstract

The adoption of smartphones, their ability to configure as mobile hotspots (WiFi access points),

together with access to cellular networks, creates novel possibilities of heterogeneous network

access for users. Specifically, a smartphone user may access a cell tower directly using the phone’s

3G/4G connection or may connect to another smartphone in its vicinity that is configured as

a hotspot. Many prior works [18] [20] have looked at offloading the data traffic generated by

cellular users to WiFi AP(s) in their vicinity. In these works the WiFi AP chosen for offloading a

user, accesses the internet independently of the cellular network to which the user is connected.

For example, the chosen WiFi AP could be in the user’s home or in a cafe that may have

connectivity to the internet via cable or fiber.

In our work, we restrict ourselves to scenarios where internet access is available only via the

cellular network. However, not every user may connect directly to it. Users in the network may

be split into hotspots and clients. Hotspots are the users that connect directly to the cellular

network and provide connectivity to the internet to other users by allowing them to connect

to their WiFi interface. Clients do not access the cellular network directly. Instead each client

connects to a hotspot. The optimization problem is to find the split of hotspots and clients, and

the association between clients and hotspots, that maximizes network throughput while ensuring

that users get at least the throughput they get when all are directly connected to the cellular

network. In this paper, we formulate the optimization problem, detail its characteristics, and

propose a novel heuristic approach to split the network. We evaluate the gains in throughput

achieved by using the approach for networks containing up to 100 nodes. Median gains of 1.5×
are observed.
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Chapter 1

Introduction

Increasing penetration of smartphones [7] and access to cellular networks provides users a near

ubiquitous opportunity of heterogeneous access to the internet, especially in regions where users

are in proximity of each other (for example, public transport). Smartphones come with WiFi

radios. They also have the ability to connect to cellular networks. Further, their WiFi radios

can be configured as mobile hotspots. That is, a smartphone while connecting to the internet

over the cellular network, can function as a WiFi access point for other smartphone users in its

proximity. These other users can become clients of the WiFi hotspot and access the internet via

the hotspot’s connection to the cellular network instead of using their own cellular connections.

The possibility of gains in network throughput on leveraging the said heterogeneity, is exemplified

by the network topology in Figure 1.1. We will assume that a link can achieve rates given by

the Shannon’s capacity formula and that a link always has a packet to send. Also, in this work,

we will not distinguish between the uplink and the downlink. The throughput of the network

is the sum of the throughputs of the five links. Each smartphone gets a throughput that is

the link’s Shannon rate divided by the total number of links connected to the cell tower [19].

Links with 30 dB SINR (signal-to-interference-and-noise-ratio) will thus get a throughput of

1/5 (log2(1 + 1000)) = 1.99 bits/sec/Hz each. The network throughput is 6.06 bits/sec/Hz.

Now consider the alternative where one of the smartphones with 30dB link SINR turns into a

mobile hotspot to which all other phones connect as WiFi clients. All access to the internet

is now via the chosen hotspot’s link to the cellular tower. Therefore, the maximum achievable

network throughput is the Shannon rate of this link, which is log2(1 + 1000) = 9.96 bits/sec/Hz,

which is a throughput improvement of 64%. Under the assumption that the WiFi links between

the clients and the hotspot are not throughput bottlenecks, this improvement can be achieved.

Finally, note that the increase in throughput would not occur if a smartphone that has a SINR

of 10 dB was chosen to be a mobile hotspot.

In general, we want to partition the set of nodes (smartphones/users)1 in a network into mobile

1We will use nodes and users interchangeably.
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Figure 1.1: Example network topology of 5 smartphones connected to a cell tower. The signal-
to-interference-and-noise ratio of each phone’s link to the tower is mentioned besides it.

hotspots and clients of hotspots, and assign clients to hotspots, such that the network throughput

is maximized. Our specific contributions include:

1. We formulate the network throughput maximization problem for a network of nodes that

can either connect to the internet directly via the cellular network or can connect via

other nodes that are configured as a mobile WiFi hotspot. The maximization is carried

out under the constraint that all users must get at least the throughput they were getting

when all of them were directly connected to the cellular network. The problem is a mixed

integer non-linear program.

2. We propose a novel heuristic approach that is motivated by a detailed exposition of the

attributes of the problem. First, we use the approach to optimize a network of nodes

connected to the same cell tower. Next, we propose an extension that leverages WiFi

connectivity between nodes connected to different cell towers to optimize a network in

which clients are connected to more than one cell tower.

3. We evaluate the proposed heuristic approach over a range of WiFi connectivity between

nodes, and cellular SINR(s) of the nodes in the network. In our evaluations, we obtain

median gains of 1.5× in network throughput, for networks of up to 100 nodes and one cell

tower, over the default network configuration in which all nodes connect to the internet

using their own connection to the cellular network.

We assume that the network operator will solve the throughput maximization problem and will

configure nodes connected to the cellular network into hotspots and clients. Specifically, in

this work, we do not consider the possibility of user cooperation. Also, assessing the impact of
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mobility and energy consumption, while very important aspects of the problem, are outside the

scope of this work. We defer such investigations to the future.

The rest of the thesis is organized as follows. Chapter 2 describes related works. In Chapter 3

we formulate the optimization problem. In Chapter 4 we exemplify the main attributes of the

problem. This is followed by the proposed heuristic approach for nodes connected to a single cell

tower in Chapter 5. Chapter 6 extends the approach to the case when nodes are connected to

more than one cell tower. Chapter 7 details the evaluation methodology and the results obtained

from it. We conclude and discuss possible extensions to the work in Chapter 8.
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Chapter 2

Related Work

The work in [21] focuses on the placement of a fixed number of Mobile backbone nodes (MBN)

and the assignment of regular nodes (RN) to MBN(s). They provide algorithms that achieve

the placement and assignment to maximize the minimum node throughput and to maximize the

sum throughput. Unlike our problem, the regular nodes in their network cannot directly connect

to the internet. Hence, they cannot act as MBN(s) for other regular nodes. Also, in our problem

we do not a priori fix the number of hotspots (similar to MBN(s) in [21]). Finally, in our work

we want to maximize the network throughput while ensuring that at least the throughputs in

the baseline case are achieved. Such a baseline is not possible in their work as the RN(s) cannot

directly connect to the internet.

Authors in [12] propose an approach that enables collaboration by using bandwidth of available

access points to serve local as well as non-local users in high access point density wireless LAN(s).

The access points are fixed and users are connected to these access points optimally. Instead

in our work, the access points (mobile WiFi hotspots) are selected from the given nodes and

remaining nodes access the internet via these hotspots.

Works [23] [15] [1] are related to offloading of cellular data to other wireless networks to achieve

load balancing. The traffic may be offloaded to the less congested networks even if the user sees

a low signal-to-noise-ratio from the networks.

There are several works on offloading cellular data traffic using small cells [18] [11] [6] and

WiFi [13] [20] [8] [16] [2]. These works aim to offload cellular connections to networks that have

an independent connection to the internet. In our work, the connectivity to the internet is still

via the cellular network. Just that not all users may connect directly to it. Some users may

connect to it via other users (hotspots).

D2D communication [14] [9] is also a good way of efficiently utilizing the spectrum. There are

two kinds of D2D communication. One is inband (underlay and overlay D2D communication)

[17] [24] [22] in which same spectrum is used by both the cellular users as well as D2D users.

But here comes the problem of interference between cellular users and D2D users. So, to

mitigate the interference between cellular and D2D users people started looking at second type
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of D2D communication which is the outband D2D communicaton [10] [3] in which orthogonal

spectrums are used for cellular users and D2D users. Authors in [3] propose to form clusters

among cellular users who are in WiFi range and one of the cluster member called cluster head

(we can say hotspot in our case) communicates with the BS and the remaining members (clients

in our scheme) of cluster communicate to base station via cluster head. Scheduling algorithm

consist of two parts. One is to schedule clusters and other is the selection of cluster head

opportunistically within each cluster. But here it is not ensured that the cluster head can fulfill

the throughput requirement of all the members belong to the cluster. The work related to D2D

communication in detail is given in survey paper [4].
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Chapter 3

Optimization Problem

Consider a network N of N users/nodes (smartphones), indexed as i = 1, 2, . . . , N , each of

whom want to connect to the internet and can do so by connecting to a cell tower. We will

formulate the problem for the case when all users get access to the internet via a single cell

tower. This allows for a clearer exposition of the problem. Extending the formulation to the

case when there are more than one cell tower is straightforward. User i has a cellular link (to the

tower) with a signal-to-interference-and-noise ratio of SINRi. We will not distinguish between

the cellular uplink and downlink of a user. Let the baseline network configuration be the one

in which all users access internet using their own connection to the cell tower. We will assume

that all users have access to the same amount of cellular bandwidth. Without loss of generality,

let the bandwidth be 1 Hz. While all users access the same amount of bandwidth, each user

gets access to the bandwidth for a fraction 1/N of the total time [1]. The baseline throughout

T
(B)
i of user i is therefore given by

T
(B)
i =

1

N
log2(1 + SINRi). (3.1)

Let aij , i = 1, . . . , N , j = 1, . . . , N , be variables that indicate assignment. Specifically, aij = 1

when i is a hotspot and j is its client. It is zero otherwise. Also, if i is a hotspot, aii = 1, else

aii = 0. This case when i = j is further discussed after the definition of the problem (3.3)-(3.8).

Figure 3.1 illustrates how the link of node i to the cell tower is used by a node j that is a client

of i. In the figure, node j connects to the tower via i. Let Tij be the throughput reserved for

user j on the link to the cell tower of user i, when i is configured as a mobile hotspot and j is

a client of i. Let Wij be the throughput of the WiFi link between hotspot i and its client j.

Clearly, Tij ≤ Wij . Also, Tij must be greater than or equal to its baseline throughput. That is

Tij ≥ T (B)
j . Finally, Tii is the share of the throughput that the hotspot i gets on its own link to

the internet.

Note that any node j must connect to the internet via exactly one node. If it uses its own

internet connection, it gets a throughput of Tjj . Also, ajj = 1 and aij = 0 for all i 6= j. On the

other hand, if it connects to the internet via another node i, its throughput is Tij . Also, akj = 1
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Figure 3.1: A node’s link to the cell tower and how it is shared by other nodes j ∈ N .

for k = i and akj = 0 for all k 6= i. Therefore, the throughput of user j is given by

Tj =
N∑
i=1

aij Tij . (3.2)

We want to maximize the sum throughput
∑N

j=1 Tj of the network, while ensuring that all users

get at least their baseline throughputs. The optimization problem is

Maximize:
N∑
j=1

N∑
i=1

aijTij , (3.3)

subject to: Tij ≤Wij ∀i, j, (3.4)

Tj ≥ T (B)
j ∀j, (3.5)

N∑
j=1

Tijaij =
aii
H

log2(1 + SINRi) ∀i, (3.6)

N∑
i=1

aij = 1 ∀j, (3.7)

aij ∈ {0, 1} ∀i, j, (3.8)

where H is the number of users connected to the cell tower (hotspots). It is given by

H =

N∑
i=1

aii. (3.9)

The variables of optimization are Tij and aij for i = 1, . . . , N and j = 1, . . . , N . The SINR(s),

SINRi, i = 1, . . . , N , of the cellular links are assumed to be known. Equation (3.4) ensures
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that the throughput reserved for any user j on the link to the cell tower of i is not greater

than the throughput of the WiFi link between them. The equations (3.5)-(3.8) specify the other

constraints under which we perform the optimization. Constraint (3.5) enforces that the optimal

solution must be such that each user gets at least as much throughput as the user was getting

in the baseline case. This is to ensure that no user suffers as a result of enabling heterogeneous

access to the internet.

Constraint (3.6) ensures that all users (clients) connected to a hotspot and the user configured

as the hotspot get throughputs such that their sum is equal to the throughput of the cellular

link of the hotspot. Note that aii gets set to 1 when i is a hotspot. Also, note that in case the

optimal solution includes a hotspot node i that has no clients connected to it, then (3.5)-(3.6)

will not be satisfied unless aii = 1. Constraint (3.7) enforces that a client must be connected to

exactly one hotspot. For a node i that is selected to be a hotspot this constraint is satisfied by

setting aii = 1.

Constraints (3.5)-(3.7) further ensure that every client is connected to a hotspot and not to

another client. That is if j and k are clients then ajk = 0. If for the clients ajk = 1, then even

if (3.7) is satisfied, constraint (3.5) and (3.6) cannot both be satisfied as akk = 0 for client k.

Also, note that (3.7) ensures that a hotspot cannot be connected to another hotspot.

It is instructive to note that the utility function in (3.3) is equal to the sum, over all nodes

i in the network, of the right-hand side of equation (3.6). As aii = 1 if i is a hotspot and

aii = 0 otherwise, we are choosing hotspots such that the total throughput to the cell tower is

maximized, while all nodes get at least their baseline throughput. Also, note that if the aij are

set such that the total throughput to the cell tower via a hotspot i is greater than or equal to

the sum of the baseline throughputs of all nodes j for which aij = 1, then for such nodes j, Tij

can be selected so as to satisfy constraints (3.5) and (3.6).

WiFi is a CSMA based random access mechanism [5]. All nodes in a WiFi network that are on

the same or overlapping channels (for example, channel 9 and 11 in 2.4 GHz ISM band used by

802.11g) interfere with each other and must contend with each other for channel access. There

are a total of only three non-overlapping channels in the 2.4 GHz ISM band. In general, the

WiFi throughput Wij will change as a function of the number of hotspots, the channels in which

they operate, and the number of clients connected to a hotspot (more clients lead to greater

contention and less throughput per client). In this work, we will make a simplifying assumption

that a WiFi link is either ON or OFF. If a link between i and j is ON, we set Wij = ∞.

Such a link will always satisfy (3.4), irrespective of the network configuration obtained after the

optimization. We will also assume that Wij = Wji. Thus, Wij =∞ implies that nodes i and j

have good WiFi connectivity between each other. On the other hand, if the WiFi link is OFF,

we have Wij = 0. The nodes have poor WiFi connectivity between each other. We set Wii =∞
for all i. This is to enforce that the throughput Ti of a hotspot i is not affected by its WiFi

connectivity to self.

In the following, we will call the network that results from this optimization as the hotspot
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Figure 3.2: Examples of WiFi connectivity and the corresponding optimal hotspot networks.
WiFi connectivity is shown by graphs that represent nodes by circles. Optimal hotspot networks
are shown by graphs with square nodes. The nodes in green are the hotspots. Figure 3.2(x’) is
the optimal hotspot network corresponding to Figure 3.2(x).
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Chapter 4

Problem Attributes

The problem (3.3)-(3.8) is a mixed integer non-linear program. In this section, we will illustrate

the characteristics of the problem and its solution, using networks of small size. These will

motivate our proposed heuristic approach, explained in Sections 5 and 6.

Example networks are shown in Figure 3.2. The networks are shown as graphs. Each vertex

of a graph corresponds to a user in the network. The label on a vertex is the SINR (dB) of

the cellular link of the corresponding node. We will also use this label to refer to a node.

The graphs with circular vertices, see Figures 3.2a- 3.2d’, show the WiFi connectivity amongst

the users in the network. An edge between two vertices implies that the WiFi link between

the two users is ON. Lack of an edge implies that the WiFi link between the users is OFF.

These users may be configured into a throughput optimal network of hotspots and clients.

The graphs with square vertices show connectivity of the users to the internet in the optimal

network configuration. Vertices in green are the hotspots. They connect directly to the cell

tower and may have zero or more vertices connected to them via WiFi. The graphs in Fig-

ures 3.2a’, 3.2b’, 3.2c’, 3.2d’, 3.2e’ are the optimal network configurations, respectively, of the

networks in the Figures 3.2a, 3.2b, 3.2c, 3.2d, 3.2e.

Figure 3.2a shows a network of users that have good WiFi connectivity (all WiFi links are ON)

amongst each other. The set of users is N = {2, 3, 7, 8, 9, 10, 12, 17}. The cellular SINR(s)

of the users range from 3 dB to 17 dB. In the absence of constraints (3.4)-(3.8), the net-

work’s throughput (to the cell tower) is maximized by simply allowing the user with the largest

cellular SINR (user indexed 17) to use the access the cellular bandwidth all the time. The

resulting network throughput is log2(1 + 10(17/10)) bits/sec/Hz. Baseline throughputs of the

nodes T
(B)
i can be calculated using equation (3.1). We have N = 8. The baseline through-

puts (rounded to two decimal places) of the nodes indexed 2, 3, 7, 8, 9, 10, 12, 17 are, respectively,

0.17, 0.20, 0.32, 0.36, 0.40, 0.43, 0.51, 0.71 bits/sec/Hz. The sum throughput of the baseline con-

figuration is therefore 3.0976 bps. Since all WiFi links are ON, user 17 can act as a hotspot

for the rest. The resulting hotspot network is shown in Figure 3.2a’. It is easy to verify that

the constraints (3.4)-(3.8) are satisfied. We have a17,j = 1 for all j and aij = 0 for all j and

i 6= 17. Also, Tij = 0 for all i 6= 17, number of hotspots H = 1, and for i = 17 the Tij for all j

12



can be chosen such that
∑

j∈N Tij = log2(1 + 10(17/10)) and Tij ≥ T (B)
j . The percentage gain in

network throughput over baseline is 83%.

Now consider the network in Figure 3.2b. We have two clusters, C1 = {2, 3, 7} and C2 =

{8, 9, 10, 12, 17}, of good WiFi connectivity. WiFi links amongst all nodes within a cluster are

ON, where as those between different clusters are OFF. We have Wij = ∞ when both nodes i

and j belong to either C1 or C2. Else, Wij = 0. In the absence of constraints 3.4- 3.8, network

throughput is still maximized by allowing the link with a cellular SINR of 17 dB to use the entire

resource. However, constraints can be satisfied only if we have two or more hotspots (at least

one per cluster). Figure 3.2b’ shows the optimal hotspot network configuration, arrived at via

an exhaustive search, which has nodes with SINR(s) 7 dB and 17 dB as hotspots. Both hotspot

selections have maximum SINR(s) within their clusters. No other feasible hotspot selections

can do as well. This is because any other feasible selection of hotspots will involve either

more hotspots and/or hotspots with smaller SINR(s). In the optimal network (Figure 3.2b’),

hotspot 17 and its clients get half the cellular time resource. The remaining half will be used

by hotspot 7 and its clients. The sum throughput of the network is the sum of the bits/sec

(.5 log2(1 + 10(17/10)) + 0.5 log2(1 + 10(7/10))) that the nodes 17 and 7 get to the cell tower. It

is 4.13 bps, which is a 33% improvement over the sum throughput (3.0976 bps) of the baseline

configuration. To summarize, in the optimal hotspot network, we have aij = 1 for i = 7, j ∈ C1

and for i = 17, j ∈ C2. Else, aij = 0. Also, for each node j ∈ C1 (j ∈ C2), T7,j (T17,j) can be set

such that all nodes get at least their baseline throughputs.

Figure 3.2c slightly modifies the network in Figure 3.2b. While the WiFi connectivity remains

unchanged, the SINR(s) of the users in the larger cluster have a smaller spread. The baseline

throughputs of the users 2, 3, 7, 11, 12, 13, 16, 17 are respectively 0.17, 0.20, 0.32, 0.47, 0.51, 0.55,

0.67, 0.71 bps. The hotspot configuration in Figure 3.2b’ can no longer satisfy all the constraints.

Specifically, it is easy to verify that the total throughput of node 17 to the cell tower, when it

gets access to the cellular bandwidth half the time as in Figure 3.2b’, is smaller than the sum

of the baseline throughputs of all the nodes in its cluster. Note that nothing has changed with

respect to the smaller cluster and so node 7 can act as a hotspot for it as long as 7 gets half the

time.

Since, given half the time, 17 is not a feasible hotspot for the larger cluster, none of the other

nodes in the cluster, given that their SINR(s) are smaller than 17, can be a hotspot for the larger

cluster. It turns out that in the optimal network the three users 17, 16, and 7 are hotspots. In

this configuration, the cluster containing 17 gets 2/3 of the time as it has two hotspots 17 and

16, instead of the 1/2 it got when 17 was chosen to be the only hotspot for the cluster. Also, 7

as a hotspot can support at least baseline throughputs of the nodes in the smaller cluster, even

when it gets only 1/3 of the time. The network is shown in Figure 3.2c’. The resulting gains in

sum throughput over the baseline are 26%.

Figure 3.2d has a network similar to that in Figure 3.2c. They differ in WiFi connectivity of the

nodes. Unlike Figure 3.2c, the network in Figure 3.2d has a node (11) that is common to both

the clusters. While the optimal network for Figure 3.2c is feasible for the network in Figure 3.2d,
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it is not optimal. One of the optimal configurations is shown in Figure 3.2d’. The choice of

17, 16, and 11 as hotspots, instead of the feasible choice of 17, 16, and 7, leads to throughput

gains of 37% instead of 26%. Therefore, assigning 11 as a hotspot instead of making it a client

improves the percentage gains by about 60%.

Finally, consider the network in Figure 3.2e. It retains the larger cluster of Figure 3.2c. However,

its smaller cluster has nodes with larger cellular SINR(s) and a smaller spread in the SINR(s).

It turns out, as is detailed next, that the baseline configuration is in fact throughput optimal.

Clearly, the hotspot network must contain at least two hotspots (one per cluster). Also, note

that the larger cluster is the same as in Figure 3.2c. Thus, as shown when discussing the

Figure 3.2c, the larger cluster needs at least two hotspots. This implies that the smaller cluster

can get only 1/3 of the time. Given 1/3 of the time, the throughput of the link from 7 to the cell

tower is (1/3) log2(1 + 10(7/10)) = 0.86 bps. This is smaller than the sum 0.87 bps of baseline

throughputs of the nodes 5, 6, 7 in the smaller cluster. Thus 7 cannot be the only hotspot for

the smaller cluster. This means that we need at least two hotspots per cluster. At two hotspots

per cluster, each hotspot gets 1/4 of the time. The hotspots 16 and 17 can no longer support

the baseline throughputs of the larger cluster. The throughputs of their links to the cell tower

become (1/4) log2(1 + 10(16/10)) and (1/4) log2(1 + 10(17/10)) respectively, which together can

provide 2.757 bps. This is smaller than the sum 2.91 bps of the baseline throughputs of the

nodes 11, 12, 13, 16, 17 in the larger cluster.

Thus, two hotspots for the smaller cluster must be accompanied by at least 3 hotspots for the

larger cluster. At 1/5 of the time, nodes 6, 7 as hotspots together provide a throughput to the

tower that is larger than the sum of baseline throughputs of 5, 6, 7. Node 7 has a throughput of

0.518 bps to the tower and node 6 has a throughput of 0.463 bps. The baseline throughputs of

5, 6, 7 are 0.257, 0.29, 0.324 bps respectively. Node 5 must be assigned as a client to either one of

6 and 7. It cannot be assigned to 7 (and hence 6) as the link of 7 to the tower has a throughput

of 0.518 bps, which is less than the sum 0.58 bps of baseline throughputs of 7 and 5.

Thus, we need at least three hotspots for each of the smaller and the larger cluster. Note that

the smaller cluster cannot have more than three hotspots. Given the resulting 1/6 of time per

hotspot, the selection of 13, 16, 17 as the three hotspots cannot support the baseline throughputs

of all the nodes in the larger cluster. The total throughput of 13, 16, 17 to the cell tower is 2.57

bps, which is smaller than the sum 2.9 bps of the baseline throughputs of all the nodes in the

larger cluster.

Thus we need 3 hotspots for the smaller cluster and at least 4 for the larger cluster. This, at 1/7

time per hotspot, is also infeasible, as no 4 nodes in the larger cluster can support the baseline

throughput requirements of the 5 nodes in it. The only configuration that remains is the one in

which we have three hotspots in the smaller cluster and five in the larger cluster. The hotspots

use their own cellular connection and have no clients connected to them. This configuration is

equivalent (with respect to the network throughput) to the baseline configuration.

In summary, clusters (groups of nodes with good WiFi connectivity) can not be optimized
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independently of others, as configuring a cluster into hotspots and clients impacts the possible

configurations of other clusters and vice versa. Specifically, for a network that consists of clusters

of varied sizes, often consideration of more than just the cellular SINR of the nodes is required

when selecting hotspots and clients. For a node to be a hotspot for other nodes, not only its

SINR, but also the SINR of the other nodes and the total share of time the nodes get in the

final network configuration are important. Finally, when a node can play the role of either a

hotspot or a client, the role it is assigned may significantly impact the network throughput.

In the examples above we did not assign specific values to Tij , which is the share of node j on

the link to the cell tower of node i. An example assignment that satisfies the constraint (3.6)

is as follows. Note that this assumes that each node selected as a hotspot is able to support

the sum of baseline throughputs of all nodes connected to the internet via it. Define πj =

T
(B)
j /(minj∈N T

(B)
j ). Let the throughput of the link of hotspot i to the cell tower be T

(H)
i . Let

Ui be the set of clients of hotspot i. For a hotspot i and all nodes j connected to the internet

via it (which is the set of nodes {Ui ∪ i}), let Tij = (πj/
∑

j∈{Ui∪i} πj)T
(H)
i .
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Chapter 5

One Cell Tower: Heuristic Approach

Algorithm 1: Configure-Network

Input: N : // Set of nodes in the network

Input: W : // WiFi Connectivity Matrix

Output: Hotspot Network Configuration
Compute i1, i2, ...., iN s.t. SINRi1 ≤ SINRi2 .... ≤ SINRiN

for H = 1 to |N | do
H = ∅; Uh = ∅, 0 ≤ h ≤ H;
H′ = ∅; R′ = N ; c = 1
while R′ 6= ∅ && c ≤ H do
H = H ∪H′(1);
// H′(1) is the hotspot corresponding to the set Uc−1
U = ∪Hh=cUh;
N ′ = R′ ∪ U ;
[H′,R′,Uc, . . . ,UH ]

= Select Hotspots(N ′,W,H,H − c+ 1);
c = c+ 1;

end
H = H ∪H′;
if R′ == ∅ then

TH = 1
H

∑
i∈H log2(1 + SINRi);

save H,U1, . . . ,UH as the H-hotspot network configuration.
else

TH = 0;
save ∅ as the H-hotspot network configuration.

end

if H < |N | AND 1
H+1

∑
i∈i1,...,iH+1

log2(1 + SINRi) < TH then
break;

end

end
H∗ = H;
Return the saved H∗-hotspot network configuration;

Our proposed approach, under the assumption that all nodes are connected to the same cell

tower, is detailed in Algorithms 1 and 2 and is exemplified by Figures 5.1b-5.1d for the network

in Figure 5.1a. In summary, it proceeds by first fixing the number, say H, of hotspots. This fixes

the fraction of time (1/H) for which any node selected to be a hotspot can access the cellular
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Figure 5.1: An example of the working of the proposed approach.
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Algorithm 2: Select-Hotspots

Input: N ′ // Given set of nodes

Input: W
Input: H: // Target number of hotpsots

Input: H ′: // Number of hotpsots that remain to be selected

Output: H′,N ′,U1, . . . ,UH′
H = ∅; Uh = ∅, 1 ≤ h ≤ H ′;W ′ = W
H′ = ∅;
for n ∈ N ′ do
O = {o : W ′no =∞, o ∈ N ′};
R =

∑
i∈O T

(B)
i ;

A = 1
H log2(1 + SINRn);

while A < R do
k∗ = arg maxk∈O SINRk;
W ′nk∗ = 0;
O = {o : W ′no =∞, o ∈ N ′};
R =

∑
i∈O T

(B)
i ;

end

end
for h = 1 to H ′ do

n∗ = arg maxn∈N ′ |{k : W ′kn =∞}|;
H′ = H′ ∪ n∗;
Uh = {u : W ′n∗u =∞};
N ′ = N ′ − Uh;

end

bandwidth. Thus, for every node in the network, we can calculate the throughput it will get to

the cell tower if it were to be one of the H hotspots. Note that since H is fixed, this throughput

is only dependent on the cellular SINR of a node.

Next, for every node, we calculate the set of nodes for which it can be a hotspot. Note that a

node i can serve as a hotspot to only those nodes with whom it has good WiFi connectivity,

that is the set of nodes Wi = {j : Wij = ∞}. The cellular SINR of i and the available time

share of 1/H may further constrain it to serve only a fraction of the nodes in Wi. We propose

a simple cellular SINR-based heuristic to decide the order in which nodes are removed from the

set Wi. Specifically, nodes that have larger cellular SINR(s) are removed first. The motivation

is that, everything else remaining equal, a node with a larger cellular SINR is a better candidate

for becoming a hotspot than a node with a smaller cellular SINR. The node with higher SINR

will accommodate more clients and will have better throughputs to the cell tower. Nodes are

removed till those that remain can be supported by the cellular throughput of i when there are

a total of H hotspots. Once we have for every node in the network, the set of nodes for which

it can be serve as a hotspot, we greedily pick the H nodes that together connect all nodes in

the network to the cell tower. In case, H such nodes are not found, we declare that a hotspot

network configuration with H hotspots is infeasible and the resulting network throughput is

zero. The above is performed for H = 1, . . . , N . We set H < N as the optimal number of

hotspots H∗ if the largest possible sum throughput for any selection (feasible or not) of H + 1

hotspots is less than the throughput TH obtained from the feasible selection of H hotspots. If
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H = N , then the baseline configuration is the returned as the optimal network configuration.

5.1 Algorithmic Details

The starting point of our approach is the algorithm Configure-Network (Algorithm 1). Note

that the number of hotspots can range from 1 to the size of the network N of users. For

every selection of number of hotspots, the algorithm first invokes Select-Hotspots described in

Algorithm 2, and then checks the feasibility of the returned H-hotspot network configuration.

Finally, it picks the H∗-hotspot configuration, which gives a throughput larger than that given

by other H-hotspot configurations.

In the algorithms, H is the set of hotspots, indexed 1, 2, . . . ,H, selected for a given number H of

hotspots. The sets U1, . . . ,UH are the sets of clients that are connected to the H hotspots in H.

As before, W is the WiFi connectivity matrix. TH is the throughput of the selected H-hotspot

network.

Select-Hotspots takes any given set N ′ of nodes, the target number H of hotspots, the number

H ′ that remains to be selected, and the WiFi connectivity matrix. Note that Select-Hotspots

may be called up to H times by Configure-Network for a given H. The first time it is called

for a given H, H ′ = H and N ′ = N . The need for multiple calls is explained later. Inside

Select-Hotspots, the first for-loop calculates for each node in N ′, using the proposed SINR-

based heuristic, the nodes which it can serve as a hotspot. A is the cellular throughput available

to the selected node. O is the set of nodes that are in the set of prospective clients of the node.

This set is initialized to all nodes that have good WiFi connectivity with the node. Nodes are

removed from the prospective set by setting the corresponding entry in W ′ to zero and updating

O.

After prospective clients for each node have been finalized, in Select-Hotspots, we look for the

H ′ nodes that provide connectivity to the given set N ′ of nodes. The H ′ nodes are chosen

greedily in decreasing order of the number of their prospective clients. In addition to returning

the set H′ of hotspots and the corresponding sets Uh, 1 ≤ h ≤ H ′, of clients, the algorithm also

returns the set of nodes that were not covered in the above sets. If the set is nonempty, then

the selected hotspots do not provide connectivity to all nodes in N ′. That is the selection of

hotspots is infeasible.

Figure 5.1b-5.1d exemplify the workings of the two algorithms for the network of users in 5.1a.

Figure 5.1b shows the results of setting H ′ = H = 1. It turns out that each node (top row) can

support all nodes (bottom row) that have good WiFi connectivity with it. Also, 13 can provide

connectivity to all nodes in the network. So H = 1 is feasible. However, as we will see, H = 2

gives a larger throughput. Figure 5.1c shows the result of calling Select-Hotspots the first time

for H = H ′ = 2. For each node in the network (shown in the top row), nodes (bottom row)

that are connected by a dashed or a solid line are nodes that have good WiFi connectivity with

the selected node. Nodes that have a dashed line are the ones that are removed from the set
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of prospective clients using the SINR-based heuristic. The result is that node 15 and 14 can

both be a hotspot for 13, 13 can be a hotspot for 10 and 8, 10 and 8 can be hotspots for each

other. The greedy method of selecting hotspots will first select 13 as a hotspot, followed by 15.

Note that while 15, 14, 10, and 8 have the same number of selected clients, 15 has the largest

SINR, and so is selected as the second hotspot. The selection of 13 and 15 will leave 14 without

a connection. The issue with 14 is that it has a high cellular SINR and so it gets eliminated

as a client. Also, the only client it supports gets selected as a hotspot. Infeasibility of such

kind, which is due to the greedy decision making by Select-Hotspots, can be averted by calling

Select-Hotspots again, however, over nodes that do not include the first selected hotspot and its

clients.

For our example, this would mean calling Select-Hotspots over the nodes 15 and 14, with H = 2

and H ′ = 1, with the goal of adding one more hotspot. We started with H = H ′ = 2 and have

already chosen 13 as one of the hotspots. This gives us Figure 5.1d. To the left of the arrow,

we have a hotspot network configuration created in part, together with nodes 14 and 15 with

their feasible clients. It is worthy of note that while we want to select H ′ = 1 hotspot from 14

and 15, their available capacity (A in Select-Hotspots) is calculated for the final target of H = 2

hotspots. To the right of the arrow, we have the final hotspot network configuration. Note that

since 15 and 14 have the same connectivity, 15 was chosen as a hotspot due to its larger SINR.

More generally, for a given H, Configure-Network calls Select-Hotspots up to a maximum of H

times. The cth time Select-Hotspots is called, it returns H ′ = H − c+ 1 hotspots in the set H′

and their set of clients Uc, . . . ,UH . Note that prior to the cth call, c− 1 < H hotspots and their

clients have already been selected. All the selected hotspots are stored in H. Let R′ be the set of

nodes in N ′ that are not provided connectivity by the H ′ hotspots. If R′ 6= ∅, the hotspot that

was selected first amongst the H ′ hotspots, denoted by H′(1), and its clients, that is the set Uc
and its hotspot, are added to the existing hotspot network configuration. In the next iteration,

the rest of the hotspots and clients (now the set ∪Hh=cUh) are sent back to Select-Hotspots. If

all nodes are not covered even after H calls of Select-Hotspots, a H-hotspot network is declared

infeasible.
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Chapter 6

More Than One Cell Tower

We will now extend our approach to a network that consists of more than one cell tower. While a

node is still connected to exactly one cell tower, different nodes in the network may be connected

to different cell towers. As before, our network consists of the set of nodesN . In addition we have

M ≥ 1 cell towers indexed 1, . . . ,M . The cell towers occupy orthogonal and equal bandwidths

(as before, assumed to be 1 Hz). We assume that a node that is chosen to be a hotspot in

the resulting hotspot network is always connected to the cell tower it was connected to in the

baseline configuration. However, a client may be connected to a hotspot that is connected to a

cell tower which is not the one to which the client was connected to in the baseline configuration.

The modifications to the problem 3.3- 3.8 required to incorporate multiple cell towers are limited

to the constraint 3.6. Recall that (3.6) enforces, for all hotspots connected to the only cell tower,

that the sum of throughputs of clients connected to a hotspot i in the network must be equal

to the throughput that the hotspot gets to the cell tower. In the single cell tower case, this

throughput is a function of SINRi and the number H of hotspots connected to the cell tower.

When there are more than one cell towers, the constraint (3.6) must be enforced per cell tower.

That is if there are M > 1 cell towers, we must enforce (3.6) separately for each of the M cell

towers.

Let the connectivity of nodes to cell towers be given by the matrix C, which has M rows and N

columns. If node i is connected to cell tower j, then Cji = 1, else Cji = 0. Also, for any node

i,
∑M

j=1Cji = 1. That is a node can only connect to one cell tower. Algorithm 3 summarizes

our approach to finding a hotspot network when there are more than one cell towers serving the

nodes in the network. We first optimize per cell tower. The resulting set H of H hotspots and

the sets of clients U1, . . . ,UH connected to them are further rearranged by Algorithm Rearrange

(Algorithm 4).

Rearrange is motivated by the following observations. Leveraging WiFi connectivity between

nodes connected to different cell towers can reduce the number of hotspots in the hotspot network

that was returned after optimizing per cell tower, and this can increase network throughput.

However, a reduction of the number of hotspots that satisfies the constraints (3.4)- (3.8) does
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Algorithm 3: Optimizing over multiple cell towers.

Input: N : // Nodes in the network

Input: W : // WiFi Connectivity of all nodes

Input: C: // Connectivity of nodes with cell towers

Input: M : // Number of cell towers

Output: Hotspot Network Configuration
H = ∅,H = ∅,U = ∅;
for c = 1 to M do
Nc = {i : Cci = 1, i ∈ N};
[H′,U ′] = Configure-Network(Nc,W ) ;
H = H ∪H′,U = U ∪ U ′;

end
[H∗,U∗] = Rearrange(W,H,U);
H∗,U∗ is the final configuration.

not always increase the network throughput. For instance, reducing the number of hotspots

connected to a cell tower to zero will necessarily reduce network throughput. This is because

the cell towers have access to orthogonal bandwidths. Also, rearranging such that a node with

a large cellular SINR becomes a client, may reduce network throughput.

Define TOWER(i) to be a function that returns the cell tower to which node i is connected.

Note that TOWER(i) can be evaluated using the matrix C. Also define HOTSPOTS(c,S) as a

function that returns the hotspots that are in the set S and are connected to the cell tower c.

This function can also be evaluated using the matrix C.

Rearrange begins by first ordering the hotspots in H in the increasing order of their cellular

SINR. In the selected order, it tries to move a hotspot (h in the algorithm) and its clients to

become clients of other hotspots in the network. First it tests if the hotspot h is eligible to be

moved. For a hotspot h to be eligible to be moved, it must not be the only hotspot connected

to its cell tower, it must have good WiFi connectivity with at least one other existing hotspot,

and moving it must lead to a non-negative gain in the throughput being obtained via the cell

tower to which it is connected.

Note that, in the algorithm, Hc is the set of hotspots that are connected to the cell tower of

h. Therefore, its size must not be equal to 1. After removal of h, the set of hotspots connected

to c is given by H′c. The improvement in throughput obtained via the cell tower c when h is

removed as one of its hotpots is calculated as G. For h to be eligible to be moved, we need it to

satisfy G >= 0. The last condition (
∑

j∈H′ Wjh == 0) tests if h is not connected to any other

hotspot in the current network.

If h passes the initial eligibility tests, we try and assign it and its clients (the set {h ∪ Uh}) to

other hotspots in the network (the set H′). To do so, we first calculate the capacity Ai available

at each hotspot in H′, under the assumption that h is no longer a hotspot. Note that the

available capacity is the difference between the throughput the hotspot gets to its cell tower and

the sum of the baseline throughputs of all nodes (its clients and itself) using its connectivity to

its cell tower. Note that Ai for those hotspots i that are not connected to the cell tower of h is

not changed under the assumption that h is not a hotspot. The change in Ai is at the hotspots
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that are connected to the same cell tower as h.

What follows is an attempt to accommodate h and its clients as clients of the hotspots inH′. The

one with the larger SINR is accommodated first. We change the hotspot network by updating

H and Ui, 1 ≤ i ≤ |H| only if all of them can be accommodated. Else, we retain h as a hotspot

and all its clients.

Algorithm 4: Rearrange

Input: W : // WiFi Connectivity

Input: H: // Selected hotspots

Input: U : // Clients of hotspots

Output: Hotspot Network H,U
H = |H|;
Compute i1, i2, ...., iH s.t. SINRi1 ≤ SINRi2 .... ≤ SINRiH

for h = i1, i2, ...., iH do
c = TOWER(h);
H′ = {H − h};
Hc = HOTSPOTS(c,H);
H′c = HOTSPOTS(c,H′);
G =

∑
j∈H′c

log2(1+SINRj)

|H′c|
−

∑
j∈Hc

log2(1+SINRj)

|Hc| ;

if (|Hc| == 1) OR (G < 0) OR (
∑

j∈H′Wjh == 0) then
continue;

end

Ai = log2(1+SINRi)
HOTSPOTS(TOWER(i),H′) −

∑
j:aij=1

T
(B)
j , ∀i ∈ H′;

Ũd = ∅, ∀d ∈ H;
Compute k1, k2, ...., kf s.t. SINRk1 ≥ SINRk2 .... ≥ SINRkf

,where k1, k2, ...., kf ∈ {h ∪ Uh};
for k = k1, k2, ...., kf do

p = {e : Wek =∞, e ∈ H′};
if p = ∅ then

k = −1; break;
end
p∗ = arg maxp(Ap);

Ap∗ = Ap∗ − T (B)
k ;

if Ap∗ ≥ 0 then

Ũp∗ = Ũp∗ ∪ p∗;
else

k = −1; break;
end

end
if k 6= −1 then
H = H′;
Ud = Ud ∪ Ũd;∀d ∈ H

end

end
Return the saved H and U as the hotspot network configuration.
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Chapter 7

Evaluation Methodology and Results

We will begin by describing the simulation setup and results for the case when all nodes are

connected to just one cell tower. Later we will describe the same for the case when there are

more than one cell towers in the network.

7.1 Single Cell Tower

We evaluate our proposed approach over simulated networks of 5, 10, 20, and 40 nodes. In

the absence of real world data, we create networks that capture different cellular spreads for its

nodes and varied WiFi connectivity between nodes. We assume that WiFi connectivity, given

WiFi’s small coverage, occurs in clusters of good connectivity. We also assume that cellular

links suffer from log-normal shadowing. Having chosen the number N of nodes in the network,

we next choose (a) WiFi connectivity between them, (b) their cellular SINR(s).

WiFi networks typically have small coverage. We simulate WiFi connectivity between the N

nodes by first splitting them into clusters of good WiFi connectivity and then adding ON

WiFi links between nodes in different clusters with a certain chosen maximum probability of

connectivity between clusters. For 5 nodes, we choose single WiFi clusters. For 10, 20 and

40 nodes, respectively, we choose up to 2, 4, and 8 clusters. Having selected the number of

clusters, nodes are assigned to them randomly. If the random assignment results in one or more

clusters being empty, the number of clusters for the resulting network is updated to the number

of clusters that are non-empty after assignment.

We choose the maximum probability of connection between clusters for a simulated network to

be one of 0, 0.1, 0.2. If the chosen maximum is p, then for the simulated network which now

consists of some number of clusters of good WiFi connectivity, each WiFi link between nodes

in different clusters is switched ON with probability chosen uniformly and randomly between

(0, p).

The cellular SINR(s) are selected by first selecting a mean SINR in the range of (5, 30) dB for

the network. The chosen mean is then perturbed for each node in the network, independently
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Figure 7.1: Boxplots of percentage gains in throughput.
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and randomly, by adding to it a normal random variable (as in the log-normal shadowing model)

with zero mean and a chosen standard deviation σ, to give us the cellular SINR(s) of nodes in

the network. We have considered the values of σ = 4, 8, 12 dB.

We evaluate our approach over a total of 90, 190, 400, and 940 networks, respectively, containing

5, 10, 20 and 40 nodes. Figure 7.1a shows the gains in throughput over baseline obtained for

networks of size 5, 10, 20, and 40. Median gains of 1.5× are obtained. Figure 7.1b shows the

gains obtained for networks of 40 nodes as a function of mean cellular SINR and Figure 7.1c

shows the gains as a function of the SINR spread σ. We observe that percentage gains increase

as mean SINR decreases and the spread increases. Nodes in networks that have small SINR(s)

are more likely to benefit from hotspot configurations as the hotspot configuration effectively

leads to better and fewer SINR links to the cell tower, and given the small SINR of a node,

the resulting gains in SINR (power gain) lead to large improvements in throughput to the

cell tower. To exemplify consider two network with two nodes each. Network 1 has nodes with

cellular SINR(s) of 17 and 20dB. Network 2 has cellular SINR(s) of 5 and 10 dB. Assuming good

WiFi connectivity in both the networks, network 1 must select 20 as a hotspot and network 2

must select 10 as a hotspot. The resulting gains are 7.96% and 25.4%, respectively.

Similarly, in networks with large SINR spreads, a hotspot network configuration gives the nodes

that have smaller SINR(s) the large throughput benefits of becoming clients of those that have

much larger SINR(s). Finally, Figure 7.1d shows gains as a function of number of clusters. As

is expected gains reduce as the number of clusters increase. However, median gains of 45% are

obtained even when the number of clusters is 8, which on an average is 5 nodes per cluster.

Finally, we did not see significant variations in gains as a function of maximum probability of

connect between clusters.

7.2 More Than One Cell Tower

The simulation set up for multi cell tower is similar to the one for the single cell tower case.

In addition to the network sizes for the single tower case, we simulated networks of 100 nodes.

Also, the networks were assigned three cell towers. Each node in the network was assigned one

of the three towers independently and randomly. Number of networks simulated with 5, 10, 20,

40, and 100 nodes were, respectively, 90, 190, 400, 940, and 3250.

Figure 7.2 shows the results obtained when each cell tower is optimized individually, as if the

other cell towers are not present. That is the algorithm Rearrange (Algo 4) is not used. Figure 7.3

shows results obtained when using Algorithm 3, which calls Rearrange. Finally, in Figure 7.4, we

show the percent improvement obtained when using Rearrange over optimizing each cell tower

individually.
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Figure 7.2: Boxplots of percentage gains in throughput for a network having multiple towers.
Each cell tower is optimized independently of each other. WiFi connectivity between nodes
connected to different cell towers is not leveraged.
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Figure 7.3: Boxplots of percentage gains in throughput using Algorithm 3, which first optimizes
cell towers individually and then invokes Rearrange (Algorithm 4).
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Figure 7.4: Boxplots of percentage improvement in throughput on using Rearrange over only
optimizing cell towers independently of each other.
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Chapter 8

Conclusions and Future Work

We formulated a network throughput optimization problem that splits users connected to the

cellular network into users who will be configured as mobile hotspots and users who will access

the internet by becoming clients of the mobile hotspots. We solved the problem under the

constraint that all users must at least get the throughput they were getting when each one

of them was directly connected to the cellular network. We proposed heuristic approaches to

solving the problem for networks with one or more cell towers. The approach was evaluated a

varied set of networks of up to 100 nodes. Median throughput gains of 1.5× were obtained.

In the future, we plan to incorporate a more accurate model of WiFi throughput.
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