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Abstract

Recognizing people with their face has received a lot of attention from the research community.
However, face recognition for newborns is in a nascent stage. The need for effective identification
of newborns has been rising day-by-day, owing to problems including but not limited to infant
swapping, abduction, erroneous drug delivery, and even mother-infant mix-ups in hospitals and
intensive care units. In many under-developed and developing countries, most of the babies do
not have appropriate official documents that can correctly identify them. Thus, there is a need
for accurate biometric recognition of newborns and children. In this project, we are exploring
two ideas. Firstly, we are analysing the possibility of using face-recognition as a practical and
cooperative biometric modality for newborns, i.e., using the face to uniquely identify newborns.
A large data-set collected from various publicly available sources is used. Additionally, we are
exploring the idea of using multi-modal fusion for biometric recognition of children under the
age of 5 years. Until now, several learning algorithms such as convolutional neural networks have
been evaluated on our newborn data-set using a specific benchmark protocol. The performance
of these algorithms has been evaluated under both forms of face recognition problem - identifi-
cation as well as verification settings. We have observed that existing algorithms are unable to
yield high accuracies on newborn faces. In this semester, we propose a local region based ap-
proach which uses autoencoders as feature extractors, and suggest fusion methods for improved
results. Further, a database of face images of 128 subjects of ages 2-4 has been collected over
two sessions and presented. Baseline experiments using commercial off-the-shelf (COTS) and
open-source systems have been performed.
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I. INTRODUCTION

In the last few decades, face recognition has come a long
way from typically being used only for security purposes,
to now also being used for gaming and in smart-phone
applications. Automated face recognition has received a lot
of attention in the biometric literature [1], [2]. However,
automated face recognition for newborns and toddlers still
remains a challenging problem, which is yet to be properly
explored. There is a rising need for accurate face recognition
of infants as well as in toddlers, primarily due to the lack
of security measures in hospitals and intensive care centers.
Increased cases of infant swapping, abduction from hospitals,
erroneous transfers of newborns, and even incorrect drug
deliveries in hospitals have been reported.

In 2005, Dalton et al. [3] reported that during hospital
stays, babies are transferred to and away from their mothers
about 23 million times a year. 10% of these transfers are
reported to be erroneous (though most cases are rectified
before discharge). A 1-year study of 34 newborns in a neonatal
intensive care unit (NICU) in Boston, U.S. by Gray et al.
[4] concluded that at any given day in a NICU, there is
50% chance of incorrect identification. Abduction of newborns
is also a challenge that many hospitals face. In all, infant
swapping and abduction is a grave problem that many of
the developed and developing countries (including India) face
[5]-[12]. The current technologies based on RFID bracelets,
fingerprint matching, footprint matching, and DNA typing are
either impractical, unreliable or too expensive.

Building on the idea of biometric recognition of children,
this work also explores the challenge of multi-modal recog-
nition. The idea of fusing multiple biometric modalities for
the identification of an individual has received significant
attention in the last two decades[13]-[15]. However, this has
been limited to adult individuals. For large immunization and
vaccination programs, identifying children by their biometrics
would prove to be highly useful [16]. Similarly, for citizen
enrollment programs like Aadhar (in India) [17], it would
be highly beneficial to know if either of the modalities (or
a fusion) can be used to uniquely identify children.

In this research work, data collection of face samples has
been done for children between the ages of 2-4 years. A dataset
of 128 subjects across 2 sessions has been compiled. Baseline
experiments have been performed for this dataset as well as
for a dataset of 204 newborn subjects compiled from publicly
available sources. For the rest of this report, we will refer
to the two separate datasets as the IIITD Children Database
and the Newborn Database, respectively. For the newborn
database, a local region based approach using autoencoders
as feature extractors has been proposed. Before discussing the
research contributions of this project, a brief literature review
is provided below.

Fig. 1: Sample images from the data-set pertaining to two
infants. The first row corresponds to images of one infant
and the second row corresponds to images of another. It can
be seen that the inter-class variation is quite low, making it
difficult for even humans to differentiate between two infants.

A. Literature Review

The current technologies use various methods for infant
identification. Dalton et al. [3] used RFID bracelets to avoid
human errors that can cause mother-baby mix-ups. However,
this technique faces the challenge of the RFID tag being
misread, or the bracelet falling off the infants’ wrists. Jain et
al. [18] have used the fingerprints of infants as a modality
to uniquely identify them to improve the effectiveness of
immunization programs. There are several problems with
using a fingerprint as a modality for identification - the subject
(infant) may not be cooperative, the finger may be oily or
dirty. Additionally, most of the fingerprint sensors have been
designed to capture adult fingerprints, hence the fingers of
newborn babies can be too small for accurate fingerprint ac-
quisition. Using infants’ footprints as a modality is a technique
that may work well under controlled conditions, but in general,
it has been reported to be unreliable and the technique has been
dropped from many states in the United States [19]. Lemes et
al. [21] have presented a palm-print based identification based
system for newborns. However, this involves the challenge
of acquisition of good quality palm-prints, as the staff would
have to be extremely well-trained and would have to follow
a strict acquisition protocol, and this is not very feasible in
large numbers. As with fingerprints, palm-prints also have the
challenge of the babies being uncooperative or being unwilling
to open their hands easily.

Though medical science techniques such as DNA typing and
Human Leukocyte Antigen (HLA) typing are quite accurate for
infant identification and verification, they are time-consuming
and expensive [26]. With the lack of adequate security mea-
sures and the dearth of cost-effective solutions, it is difficult
to avoid the problem of accidental or intentional infant swap-
ping. Thus, hospitals and neonatal care centers can largely
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TABLE I: Newborn recognition using different modalities

Authors Modality No. of Subjects Challenges faced

Shepard et al. [19] Footprint 51 Footprints collected using ink-based methods

Pela et al. [20] Footprint 1917 Needs to performed in controlled conditions; difficult to hold
babies still

Lemes et al. [21] Palmprint 20 Staff needs to be well-trained; strict acquisition protocol

Tiwari et al. [24] Ear 210 Occlusion is a challenge; some babies have black thread or
ear-rings

Jain et al. [18] Fingerprint 20&70 Uncooperative subjects; fingers too small for acquisition

Bharadwaj et al. [25] Face 34 Large variation in facial expressions

Bharadwaj et al. [26] Face 96 Domain-specific knowledge has to be incorporated

benefit from a cooperative and reliable biometric solution for
newborns. We explore the possibility of using face for this
problem. However, some domain knowledge would have to
be incorporated, as infant faces can pose several challenges
which we do not encounter with adult face recognition. Table
I gives an overview of the different modalities which have
been used till now for infant recognition.

B. Face Recognition: Newborns versus Adults

Newborn faces are structurally and characteristically
different from adult faces. It has been observed that the
chins of the infants are not as well-developed as they are in
their adult counterparts. Similarly, the infants’ eyes are more
prominent than in the images of the adult faces. In general,
it is easier to distinguish between adult faces. However, there
are a few characteristics which make it possible to uniquely
identify infants. Bharadwaj et al. [26] discuss the differences
between adult and newborn face recognition in depth, and
also present the characteristics of an infant’s face that can
help in uniquely recognizing them. We discuss these ideas
below and build future work directions based on them.

• It is quite intuitive to think that humans are better
at differentiating between adult faces than newborn
faces. For instance, if we look at Fig. 1, it is not easy
to differentiate between the images of two different
subjects. A study conducted by Kuefner et al. [27]
demonstrated that the accuracy of recognition decreased
significantly when subjects were presented with newborn
faces instead of adult faces. However, when the same
experiment was conducted on pre-school teachers who
had been in contact with children for at least 30 hours
per week, improved performance was recorded. These
observations suggested the possibility of the other
age effect [27], which states that humans are better
at recognizing faces of people of their own age, as
compared to faces of people of other ages.

• Every face is characterised by some unique facial traits,
and subtle differences in shape and proportions. It is
known that human beings are able to perceive these subtle
differences with exceptional accuracy. Only recently,

some algorithms have surpassed the human accuracies
on some benchmark data-sets [32]. Differentiating
characteristics that lead to unique features, need to
be identified for face recognition to work well in the
newborn domain. The structure of the face begins to
develop prenatally at about 10-14 weeks. It has also
been observed that the duration of the development of a
feature is proportional to the distance of the feature from
the skull region, or neurocranium [26]. For example,
the lower jaw of a baby develops for a longer time and
more slowly than the mid-facial features. This is also
the reason as to why infants are characterized by large
foreheads. Such characteristics provide ways to uniquely
identify infants.

• For adult faces, the nasal region usually provides impor-
tant information, as the surrounding arches rely on it for
support. However, the nasal region of infants is shallower
as compared to that of adults [26]. Instead, newborn faces
are characterized by prominent eyes (and a prominent pe-
riocular region), puffy cheeks and a high forehead. Such
observations help us conclude that newborn faces are not
proportionally equivalent to their adult counterparts, and
hence a system that uses face biometrics for recognition
would need domain specific knowledge to perform well.

C. Research Contributions

This research work explores the following two ideas:
1) The possibility of using face biometrics to recognize

newborns and infants. Various characteristics and fea-
tures that enable this are discussed and analyzed, and
so are the challenges that such a system would have to
address. In the previous semester, a data-set of 204 in-
fant subjects, compiled using various publicly available
resources had been used for the benchmark evaluation
of existing face recognition algorithms such as Local
Binary Patterns (LBP) [29] and Scale-Invariant Feature
Transform (SIFT) [30] using a defined experimental pro-
tocol. Additionally, a commercial off-the-shelf system,
Luxand FaceSDK [31] and an open-source face recogni-
tion system, OpenFace [32] had also been evaluated for
the same. In this semester, the same data-set has been
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TABLE II: The benchmarking protocol used for the empirical analysis of the face recognition algorithms - for the newborn
database.

Benchmarking Protocol
Category Number of

Subjects
Minimum Gallery

Images Per Subject
Minimum

Probe Images
Per Subject

Total Gallery
Images

Total Probe
Images

Total No. of
Images

Training Data 70 2 1 96 172 268

Testing Data 134 2 1 265 665 920

used for the benchmark evaluation of existing machine
learning architectures such as convolutional neural net-
works. Two architectures were evaluated - a simplified
version of LeNet-5 [33] and the VGG-Very-Deep-16
CNN architecture [34]. Further, an autoencoder-based
approach has been proposed. We use autoencoders on
local regions of the face as feature extractors. These
extracted region features are then used as inputs to an
SVM as well as a neural network for classification.

2) The idea of multi-modal biometric recognition for chil-
dren of ages 2-4 years. Three modalities have been
looked at - face, fingerprint and iris. Since there is
no publicly available database that captures these three
modalities, a new database has been prepared. Data
collection work was done along with two other un-
dergraduate students. The two other students were re-
sponsible for the fingerprint and iris samples, whereas I
was responsible for the collection of face samples. The
data has been collected over two sessions spaced at an
interval of a month, to incorporate some of the temporal
feature changes. Both the sessions have been collected
over a period of 2 months. The data has been collected
from Kidzee playschool and Venkateshwar International
School (VIS) in Delhi. The ages of subjects from Kidzee
playschool are 2-4 years and form VIS are 3-4 years.
The face samples have been collected using a Nikon
D90 DSLR camera at a resolution of 12.3 MP.

II. DATA COLLECTION - IIITD CHILDREN DATABASE

The database that was collected is named as IIITD Children
Database and consists of 10 face samples from 128 subjects
(both male and female) and combined samples (face, finger-
print and iris) for 100 subjects, for both the sessions. Figure
2 shows a few samples from the database.

A. Challenges Faced

• Expression Variation: Since the age group of the chil-
dren whose data was collected is 2-4, there was a lot of
expression variation among the images, since the children
ended up in a playful mode. Thus, it was a bit difficult
to capture stable frontal face images.

• Closed eyes: The children were unable to easily keep
their eyes open for across 10 images.

• Lighting: Since we had to visit schools to collect the
data, it was difficult to arrange for external lighting while
capturing the samples, which made the data collection

Fig. 2: Sample images from the IIITD Children Database

a challenge in cases where good natural light was not
present.

III. DATASET DESCRIPTION AND EXPERIMENTAL
PROTOCOL

We describe the datasets and the protocols followed for each
dataset in separate subsections, for clarity.

A. Newborn Dataset Details

The newborn dataset compiled from various publicly avail-
able sources, consists of 1198 images of newborn faces,
corresponding to 204 subjects. Every subject has at least 2
images corresponding to it. The dataset consists of both, male
and female subjects, ranging from the age of a couple of days
to 6 months.

Table II describes the benchmark protocol used for exper-
imental evaluation throughout this project for the newborn
dataset.

Experiment TPR at FPR = 0.0001

Verilook 0.97

VGG-face 0.86

SIFT 0.58

LBP 0.06

TABLE III: Performance Results for Verification - IIITD
Children Database. These are the results from the intra-session
experimented conducted in the previous semester.
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Fig. 3: Pipeline for creating CMC Curve for the identification problem (1:N matching)

Fig. 4: Pipeline for creating ROC Curve for the verification problem (1:1 matching)

B. IIITD Children Database

Data collection was done for 128 subjects in Session 1 and
118 subjects in Session 2. Of these, 117 subjects were common
across both the sessions.

C. Experimental Protocol

This subsection explains the protocol followed for both the
datasets, separately.

• The newborn dataset is divided into a training set and a
testing set. The training set consists of 70 subjects and
the testing set consists of 134 subjects. Both the training
and testing sets are individually divided into gallery
and probe images. The gallery is defined as the images
enrolled in the database. They are the templates against
which a new query or probe image would be compared.
For a subject with more than 2 images, randomly 2
images are chosen to be the gallery images, and the
rest become the probe images. For a few subjects which
have only 2 images, one becomes the gallery image, and
the other becomes the probe image. Table II describes

the bifurcation of the dataset in detail.

For training and testing the LeNet-5 CNN as well as the
autoencoder based approach, three methods were tried to
create the training instance:

– Absolute Difference of gallery and probe image
vectors

– Concatenation of gallery and probe image vectors
– Element-wise Euclidean distance of gallery and

probe image vectors

It was found that absolute difference of the gallery and
probe image produced the best results, and hence that
was used for all the experiments.

• For the IIITD Children Database, the experiments were
run on the complete dataset. 5-fold cross validation
was performed and average results were reported. In
the previous semester, intra-session experiments were
conducted. In this semester, 2 inter-session experiments
were performed to capture the effect on performance
with temporal feature changes.

Experiment TPR (%) at FPR = 0.0001 TPR (%) at FPR = 0.01

Single-Gallery Experiment 18.958 35.36

5-Gallery Experiment 26.464 43.508

TABLE IV: Performance Results for inter-session experiments - IIITD Children Database.
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– Single-Gallery Experiment: In this experiment, one
image from session 1 was used in the gallery images,
and 5 images from session 2 were used in the probe
images.

– 5-Gallery Experiment: In this experiment, 5 images
from session 1 was used in the gallery images,
and 5 images from session 2 were used in the
probe images. For every probe image, the maximum
score (from the 5 corresponding gallery images), was
taken.

As mentioned before, the problem of face recognition can
be formulated in two ways - the identification problem and
the verification problem. These are explained below.

1) Identification: The identification problem seeks to
answer the question ”Who is this person?” This implies
that given a probe image, our system would want to output
the best match from the gallery image. For determining
the performance of an identification system, a Cumulative
Match Characteristics (CMC) curve is plotted. It judges
the ranking capabilities of the identification system. It plots
the probability of finding a correct match against the
maximum rank till which the a match was found. This is
plotted by obtaining a sorted list of possible matches for every
probe image. For instance, if the corresponding value of the
CMC curve at rank-10 is 0.5, it means that the probability of
finding a correct match for any probe image within at-most
10 ranks is 0.5 or 50%.

2) Verification: The verification problem seeks to answer
the question ”Is this person who he claims to be?” This
implies that given a probe image, claiming to be person
A, our system would output a positive reply if the match
score between the probe image and image of the person A
(already enrolled in our database) is more than a threshold.
The system would output a negative reply if the score
does not exceed the threshold. The threshold would be
pre-computed according to the context and other factors.
To measure the performance of a verification system, a
Receiver Operating Characteristics (ROC) curve is plotted.
This curve plots the True Positive Rate against the False
Positive Rate. The True Positive Rate (TPR) is also known
as sensitivity or recall. It is the proportion of the positive
samples that are correctly identified by the system. The False
Positive Rate (FPR), or fall-out, is simply the proportion of
negative samples that are identified as positives by the system.

The first and foremost step for face recognition is face
detection. However, since most of the face detection algo-
rithms are trained using adult faces, face detection in newborn
faces becomes a challenging task. Due to this, all images
used corresponding to the newborn dataset were cropped
using manually annotated eye and mouth locations. For the
IIITD Children Database, the Haar Cascades implemented in
OpenCV [35] were used for face detection and cropping. The
cropped images were re-sized to the size of 200 x 200 pixels,
and were also preprocessed by histogram normalization.

Fig. 5: The simplified version of the LeNet-5 CNN architecture
used for this project.

IV. DETAILS OF EXISTING ARCHITECTURES FOR
EVALUATION

A. Convolutional Neural Network

A convolutional neural network is comprised of the
following types of layers:

• Convolutional Layer: A convolutional layer is a small
window that extends throughout the depth of the image,
and slides over the complete image to learn the features.
For example, if a 5x5 window is used for a 32x32 image
with 3 channels, the layer would learn 5x5x3, that is,
126 parameters (including a bias term). Multiple filters
can be used in a single layer. These can be thought of
feature maps. For instance, if 5 filters are used instead of
1, then 126*5 parameters would be required for the layer.

• Pooling Layer: A pooling layer is used to reduce the
spatial size of the representation. It is usually inserted
between two successful convolutional layers. Max-
pooling and average-pooling are common operations
for the pooling layer. For instance, a 2x2 max-pooling
would use the maximum input value from a 2x2 window.

• Fully Connected Layer: Neurons in a fully connected
layer are connected to all neurons of the previous layer,
as in a regular neural network.

A simplified version of the LeNet-5 architecture was used.
The architecture is described in Figure 5 and the dimensional
changes across the architecture are described in Table V.

B. Stacked Denoising Autoencoder

An autoencoder is a neural network that learns to reconstruct
input data from either compressed or sparse representations of
the input data. Autoencoders can be stacked to do layer-wise
pre-training, by feeding the output of a layer as input to the
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Fig. 6: Depiction of local regions on the CMU MPIE Dataset (Left Eye, Right Eye, Nose, Mouth)

Fig. 7: Depiction of local regions on the Newborn Dataset (Left Eye, Right Eye, Nose, Mouth)

next layer. The denoising term refers to corrupting the input
by adding some noise, so that the autoencoder does not simply
learn the identity function.

Layer Dimension

Input Image 100

Conv-20 96

Max-Pool 48

Conv-50 44

Max-Pool 22

FC 50

Softmax 2

TABLE V: Dimension changes across layers in the LeNet-5
architecture. The input image was a 100x100 gray-scale (single
channel) image. 5x5 convolutional layer was used. 2x2 pooling
layer was used.

C. Commercial off-the-shelf (COTS) and Open-Source Sys-
tems

1) Evaluation of Luxand FaceSDK: The Luxand FaceSDK
is a commercial library which provides tools for face detection
and matching. There are various parameters which can be
optimized for accurate face detection and matching. Despite
using already cropped and preprocessed images, the threshold
for face detection had to be lowered to the least possible
value. Even at the lowest threshold, faces in a few images
were not detected. This exemplifies how existing algorithms
and libraries are more suited for adult face recognition. The
extracted face templates were then matched using functions
provided by the SDK itself.

2) Evaluation of OpenFace using Python: OpenFace is
an open-source Python and Torch implementation of face
recognition using deep neural networks. Pre-trained models
provided with OpenFace were used. Even though the models
have been trained on adult faces, we used them on our testing

data, and obtained baseline results. The SDK works by first
detecting the faces using pre-trained models. They are then
transformed to be fed into the neural network, which then
outputs a 128-dimensional representation (or embedding) of
each face. This embedding acts as feature vector - it has
the property that the larger the distance between any two
embeddings, the less likeliness of them being from the same
subject [32]. Thus, matching can then be done to evaluate the
system.

3) Evaluation of Verilook: Verilook is also a commercial
library which provides tools for face detection and matching.
The parameters had to be kept to their lowest possible values
for complete enrollment of images.

4) Evaluation of VGG-face: The VGG-face CNN descrip-
tor is based on the VGG-Very-Deep-16 CNN architecture. The
pre-trained model was used for evaluation of the newborn
dataset as well as the IIITD Children database.

V. PROPOSED ALGORITHM

In this semester, we use an approach based on feature
extraction from local regions of the face. We use autoencoders
as region-wise feature extractors and then use the extracted
features as input for two classifiers - an SVM-based classifier
as well as a neural network based classifier.

Two datasets were used for this experiment
• The CMU MPIE Dataset of 50,000 adult face images.

These images were used for pre-training the autoen-
coders, as we had less training data from the New-
born Dataset. They were first cropped to dimensions of
150x150.

• Our Newborn Dataset of 1198 infant face images. These
images were scaled down from their original dimensions
of 200x200 to dimensions of 150x150, to be compatible
with the CMU MPIE Dataset.

The following key steps were followed in this experiment:
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Fig. 8: Pipeline for the local region autoencoder based approach

1) Region-wise division of images from both the datasets.
Using manual extraction of eye coordinates and the nose
and mouth centers, the images were divided into the
following regions - left eye, right eye, nose, mouth,
nose+mouth, both eyes, full face. The dimensions of
each region are described in Table VI. Some of the
region-wise divisions can be seen in the Figures 6 and
7.

2) Region-wise pre-training of the 7 autoencoders using the
CMU MPIE Dataset. A 3-layer autoencoder architecture
was used for all the autoencoders. For example, the
autoencoder corresponding to the left eye was trained
on only the left-eye portions of all the images.

3) Fine-tuning of the autoencoders using the images from
the Newborn Dataset.

4) Feature extraction of region-wise images of the Newborn
Dataset, using the autoencoders.

5) Training two classifiers (SVM-based and neural network
based) using the encodings of the training data of the
newborn dataset. (Note that this gave us 14 classifiers
in all, 7 for each type of classifier.)

6) Testing the encodings of the test-data of the newborn
dataset using the trained classifiers. This resulted in 7-
score vectors for each region.

7) Fusion of the score-vectors to obtain the final accuracies.
Two types of fusion methods were tried:

• Weighted Fusion: Here, the weights were assigned
based on the performance of the individual region’s
classifier. That is, for any region i,

Weighti =
TPRi∑

r∈R

TPRr
,

where R is the set of all regions.
• SVM based Fusion: Here, another SVM was

trained on the score vectors.

Region Dimensions

Left Eye 48 x 48

Right Eye 48 x 48

Both Eyes 108 x 48

Nose 48 x 32

Mouth 64 x 32

Nose and Mouth 64 x 72

Full Face 150 x 150

TABLE VI: Dimensions of the local region images for the
newborn face images.

An overview of the pipeline can be seen in the Figure 8.

VI. RESULTS AND PERFORMANCE ANALYSIS

We discuss the results of the various experiments in this
section. For clarity, this section has been divided into two
sections. The experiments on the IIITD Children Database
have been discussed separately, and the ones on the newborn
database have been discussed separately.

A. IIITD Children Database

Baseline experiments have been performed using COTS
and Open-Source Systems, namely Verilook and VGG-face
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Fig. 9: ROC Curves for local region Autoencoder based approach - Newborn Dataset. Here we can see i) how the different
regions perform in case of the SVM classifier and ii) how SVM performs only slightly better than the neural network classifier.

respectively. Feature extraction algorithms, namely, LBP and
SIFT have also been evaluated. The 5-fold cross validation
protocol described earlier has been followed for verification.
Figure ?? shows the ROC curve for the evaluation of the four
systems. Table III shows the results for the experiments.

For the two inter-session experiments, COTS (Verilook) has
been used to compute the results. 5-fold cross validation has
been used and the average results are reported in Table IV.
We can see that the general performance in case of inter-
session experiments is much lower as compared to the earlier
experiments, which contained images from the same session
(session 1). This shows that even though the gap between the
sessions is at-most 4 months, yet the temporal changes affect
the performance quite adversely.

B. Newborn Database

In the previous semester, traditional feature extraction algo-
rithms such as LBP, SIFT, COTS and open-source systems
such as Luxand and OpenFace, as well as deep-learning
architectures such as convolutional neural network architec-
tures had been evaluated. Figure ?? and Figure ?? show the
ROC and CMC curves, respectively for these experiments. In
this, semester, the proposed approach has been evaluated in
verification mode. The ROC curves for this approach can be
seen in Figure 9

An overview of the performance of all systems can be seen
in Table VIII.

1) Results of the proposed approach: The results of the
proposed approach are described in Table VII.

It can be seen that the fusion of the separate regions leads
to a significance increase in performance, even as compared to
directly using the full face for identification and verification.
This also leads to a possibility of the approach that even

Fig. 10: ROC and CMC curves for the Simplified LeNet-5 and VGG-Face architectures.
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standard feature matching algorithms could be tried at first a
region based level, and then a fusion could be used to improve
existing performance. This can lead the direction for future
work on this project.

We see that the weighted fusion performs much better than
the SVM-based fusion. One possible reason for this is that
the SVM-based classifier at the fusion level may not have
enough data to get trained on.

2) Identification:
• Of the 6 systems evaluated, VGG-face gives the best

rank-1 identification rate, which is at least 9% better than
other existing algorithms.

• In case of algorithms based on feature descriptors, LBP
performs better than SIFT. LBP gives a Rank-1 identifica-
tion rate of 0.60, as opposed to the Rank-1 identification
rate obtained using SIFT, which is 0.26.

• Experiments with CNN based architectures perform bet-
ter than the other systems. Simplified LeNet-5 and VGG-
face perform almost similarly. This shows scope of im-
provement in the case of CNN based recognition.

• Experiments with a commercial-off-the-shelf system,
Luxand, result in a rank-1 recognition rate of 0.31. On
the other hand, OpenFace, which is an open-source face
recognition system gives a rank-1 recognition rate of
0.52, showcasing a large improvement than that obtained
using COTS.

3) Verification:
• Of the 6 systems evaluated, simplified Lenet-5 performs

best in the verification settings, presenting a True Positive
Rate (TPR) of 0.54 at 0.01 False Positive Rate (FPR).
This implies that for every 54 samples correctly classified
as positive, only 1 sample is incorrectly classified as
genuine.

• In case of algorithms based on feature descriptors, LBP
performs better than SIFT. LBP demonstrates a TPR of
0.51 at 0.01 FPR, as compared to SIFT’s performance,
which presents a TPR of 0.25 at 0.01 FPR.

• Simplified LeNet-5 performs better than VGG-face in
case of verification, giving a TPR of 0.54 as compared
to 0.49.

• OpenFace performs better as compared to Luxand. It
outputs a TPR of 0.40 at 0.01 FPR, which is higher than
the output of Luxand (TPR of 0.20 at 0.01 FPR).

4) Comparison with State of the art: An autoencoder based
approach by Bharadwaj et al. shows a performance of a rank-
1 identification accuracy of 0.785 and verification accuracy
of 0.634 at 0.001 FPR, on a dataset of 96 newborns, which
is a subset of the newborn dataset being used in this report.
Statistical comparison cannot be done due to difference in the
datasets, however the results are mentioned for reference.

VII. PROPOSED ALGORITHM AND ONGOING WORK

After evaluating and analysing the results carefully, it can
be concluded that there is a lot of scope for further work

in this problem domain. There are two main threads along
which the work in this project is being continued.

• Proposed Algorithm: As it has been observed, newborn
face recognition requires dedicated attention from the
research community, which goes beyond the task of
dataset creation. As part of ongoing work on this
problem, we are currently focusing on developing
algorithms for the same. Owing to the performance
of deep learning architectures in the field of face
recognition, we intend to build upon the existing
formulations of autoencoders and convolutional neural
networks (CNN). Given that even the simplified version
of LeNet-5 architecture and the pre-trained models of the
VGG-Very-Deep-16 architecture perform significantly
better than the simple feature extraction algorithms like
LBP and SIFT, we will build upon these models and
hope to improve the performance of face recognition for
newborns.

• Multimodal recognition: Data for the subjects has been
collected across multiple sessions to incorporate feature
variation caused over time. We will explore whether the
feature extraction and learning algorithms can perform
well on such images for face, fingerprint and iris modal-
ities.

A. Limitations

There are certain limitations to the project, which cannot
be addressed due to time and feasibility constraints. Further
work in this domain may require addressing these limitations.

1) The data collected for the newborn subjects has only 96
(of 204) subjects for whom images from two sessions
have been captured. Further, these sessions have a max-
imum interval of only 72 hours. Sessions with longer
time-gaps can be used for a better and more robust
analysis.

2) The data collected for the subjects of ages 3-5 years
have two sessions spaced at a maximum interval of 2
months. For subjects of these ages, again, sessions with
a longer time-gap would be required for a more robust
analysis.

VIII. CONCLUSION

The performance of existing face recognition and learning
algorithms is evaluated and presented in this research work.
Further, a dataset of face images of 124 subjects and face, iris
and fingerprint samples of 100 subjects of ages 2-4 years is
also presented. This data has been collected across 2 sessions.
It is observed that the existing algorithms do not yield high
accuracies for newborn faces. There are possibly two reasons
for this. One, the lack of adequate amount of data, and
secondly, the differences between adult faces and newborn
faces. Since the existing algorithms have been developed
primarily for adult facial characteristics and structure, they
are unable to work accurately for newborn faces. Overall,
the performance of these and similar face recognition systems
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TABLE VII: Performance of Local Region Autoencoder-Based Approach

TPR (%) at FPR=0.01
Region SVM Neural Network

Left Eye 29.49 32.26

Right Eye 27.99 18.71

Both Eyes 34.88 42.96

Nose 36.30 36.15

Mouth 25.90 18.34

Nose and Mouth 36.08 41.09

Full Face 39.60 35.85

Weighted Fusion (all Regions) 49.93 47.08

SVM-based Fusion (all Regions) 37.42 36.15

TABLE VIII: Performance of Various Face-Recognition algorithms on a data-set of 1198 images corresponding to 204 newborn
subjects

Algorithm Rank-1 recognition rate TPR at FPR=0.01

LBP 0.60 0.51

SIFT 0.26 0.25

Luxand 0.31 0.20

OpenFace 0.52 0.40

Simplified LeNet-5 0.68 0.54

VGG-face 0.69 0.49

needs improvement. This leads us to the conclusion that a lot
of work is required for effective recognition of infants. Till
then, the effective recognition of newborns remains an open
problem.
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