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Abstract

Object Detection is a fundamental problem in Computer Vision. Face Detection is an important
and intriguing type of object detection that is being extensively used in day-to-day activities
like in video surveillance, online social media and robotics. Researchers have made tremendous
progress in this field by developing state-of-the-art detectors that, over the years, have increased
in accuracy and speed of detection. But these detectors are only suited for some conditions. For
example: detecting frontal faces, faces that are not occluded, well-lit faces etc. They also dont
work for faces in images of other spectra like near-infrared. Moreover, detectors that perform
well in terms of accuracy, lack in speed and vice-versa. This research project aims to assess the
strengths and weaknesses of existing state-of-the-art detectors, build a detector that works for
multiple unconstrained conditions like occlusion, illumination, crowd etc., and find a suitable
tradeoff between accuracy and speed of detection.

Keywords: computer vision, face detection, unconstrained conditions, near-infrared, accuracy,
speed.
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Chapter 1

Introduction

Face detection is the well-researched domain of object-class detection that has been active for

more than thirty years now, and solves the problem of identifying faces in a digital image or

video. Humans do this extremely easily and efficiently, being able to distinguish faces in a crowd,

seeing through occlusions, and even identifying faces that are moving at high speeds in relation

to the observer. Automating this task using computer technology, that sees images as groups of

numbers representing pixel intensity, is however, unlike the rudimentary process for a layman, an

extremely tortuous and time-consuming process, especially because of the existence of parameters

such as varying lighting conditions. The number of applications to which face detection is used is

steadily increasing from photography to auto-focus human subjects, to biometrics as a first step

to face recognition for security systems. As in most engineering tasks, there is a tradeoff between

accuracy and speed that developers should note. In offline applications, one may safely lay more

importance on accuracy, whereas in real-time applications like video surveillance, there is a

need for an algorithm with suitable constraints that is able to perform with sufficient accuracy

required for the application without sacrificing the response and detection times.

Early research in this field mainly used digital image processing techniques to detect face-

like patterns in images. The first real-time face detection algorithm is the Viola-Jones object

detection framework [1]. The algorithm uses the novel concepts of Haar features, Integral Images,

Adaboost training, and cascading classifiers, all of which are explained in Chapter 2. Although

the algorithm gives high detection rates in real-time speeds, it does so only for frontal faces

(those that face the camera). That is, the algorithm is not pose-invariant. Such a constraint only

makes sense for applications like frontal face recognition to be performed after detection. But

recently, even many successful pose-invariant face recognition algorithms have been developed.

So there is a need to continuously update these detection algorithms and make them robust so

as to not limit but complement later processes that are applied on them.
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After the rise of the success of neural networks, it was only a matter of time until they would

be applied in computer vision. Researchers have discovered the potential of neural networks,

and practitioners of machine learning and deep learning have implemented some models that

work well for object detection. A particular class of neural networks called Convolutional Neural

Networks (CNNs or convnets, for short) is the prevalent type that is used for applications that

involve working with digital images, including object detection. Although they were introduced

over 20 years ago, training of deep CNNs have been possible only recently with the progress

of computer hardware. Over the years, many convolutional neural network architectures have

been developed that gave more and more promising results. Multi-task Cascaded Convolutional

Neural Networks [3], Finding Tiny Faces [2], and Single-Shot Scale-Invariant Face Detector [9]

are some of the current state-of-the-art face detectors. But even these detectors fail for some set

of unconstrained conditions.

The aim of this project is to create a face detector that overcomes many of the shortcomings of

state-of-the-art detectors and one that is universal, that is, it works for multiple unconstrained

conditions like faces that are occluded, small, or are under bad lighting, and for nighttime

scenarios when it is also desirable for the subjects to be unaware of the presence of a detection

system. Moreover, the tradeoff between detection accuracy and speed will be explored and

considered in order for the detection system to be applied to multiple real-time applications.

2



Chapter 2

Related Work and Algorithms

Explored

This chapter briefly discusses and explains the more important among the face detection and

object detection algorithms that were studied and analyzed during the course of this research.

All the algorithms that are explored have been done so because of their ingenuity, so as to gain

more insight into the problem of face detection. Every algorithm covered in this chapter with

the exception of Boosted Cascade of Classifiers make use of convolutional neural networks in

their architectures.

2.0.1 Boosted Cascade of Classifiers [1]

This feature-based method proposed in 2001 uses three novel concepts for rapid object detection:

integral images, AdaBoost and cascade of classifiers.

Integral images

Figure 2.1 shows some Haar-based features. The algorithm uses Haar-based features to find to

find regions of interest. Each feature outputs a value equal to the number of pixels in the white

region subtracted from the number of pixels in the black region. Since this has to be computed

at each region of the image, it is computationally costly. Integral images solves this problem.

The value at point (x,y) in the integral image is given by the sum of the pixels above and to the

left of (x,y), inclusive: equation 2.1

I(x, y) =
∑

a≤x,b≤y

i(a, b) (2.1)

Once this value has been calculated, evaluating the sum of intensities over any rectangular

area can be done using just four array references: equation 2.2. This significantly speeds up
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Figure 2.1: Haar-Based features. Images in the second column indicate the differences in intensities
between the eyes and the cheeks and those in the third column indicate the differences in intensities
between the nose and the eyes. [1]

computation.

I(x, y) = i(x, y) + I(x, y − 1) + I(x− 1, y) − I(x− 1, y − 1) (2.2)

AdaBoost

While detecting objects, of all the features calculated, only a few are relevant. AdaBoost helps

improve the performance by selecting the best relevant features. It does this by combining several

weak classifiers to form one strong classifier. For this: i) It chooses the training set for future

classifiers based on the results of the previous classifier, and ii) it determines the weight given to

each classifier when combining them.

H(x) = sign(
T∑
t=1

atht(x)) (2.3)

Equation 2.3 gives the output of the final classifier, H(x). ht(x) is the output of a weak classifier t

and at is the weight given to it by AdaBoost. Each weak classifier outputs +1 or -1. The output

of the nal classifier is computed by summing over a linear combination of t weak classifiers and

taking their sign.

Cascade of Classifiers

In many cases, most of the image is a non-face region. The authors show that we can further

increase efficiency if we dont apply all the classifiers at once on a window. This is the concept of

a cascade of classifiers. Instead of applying all the classifiers on a particular window, we group

the classifiers into different stages. We immediately discard a window if the classifiers in the rst

stages give a negative response. Therefore, a window for which all classifiers are applied is a face

region.
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2.0.2 R-CNN, Fast R-CNN and Faster R-CNN

Region-based CNN (R-CNN) [5]

Region-based CNNs introduced the novel idea of region proposals that helped identify the regions

in an image that were most likely to contain an object. This was done using one of various region

proposal methods, the most popular of which is selective search. Selective search works by nding

the regions of the image that have the same average pixel values. This resulted in segregating

the image into different blob-like regions.

Once these proposals were found, each of them is passed to a deep CNN architecture which, at

the end, had a classification head (for classifying the region as an object or not) and a regression

head (for calculating the bounding boxes).

Fast R-CNN [6]

Although R-CNN beat the existing object detection algorithms at the time, it posed two problems:

(i) computational inefficiency due to the fact that every proposal has to be separately passed

to the deep CNN. i.e. the CNN has multiple forward passes and (ii) difcult training pipeline

due to the fact that the CNN, the classification head and the regression head had to be trained

separately.

Fast R-CNN solves these problems using a technique called region of interest (ROI) pooling by

rst passing the image to a deep CNN to produce a high resolution feature map and extract the

region proposals from this feature map and pooling them. These proposals are then passed to

fully connected layers that have classification and regression heads. The test time is greatly

improved because the computation of convolutional layers is shared between the proposals for an

image. It also simplies the training pipeline because the whole model, including the CNN, the

fully connected layers and the classification and regression heads can be trained together.

Faster R-CNN [7]

This algorithm further improves the model in Fast R-CNN by inserting a region proposal network

after the deep CNN and computing the region proposals directly rather than using an external

method. These region proposals then go through ROI pooling and are passed to fully connected

layers as in Fast R-CNN. This is shown in figure 2.2. The region proposal network works by

sliding a window past the convolutional feature map and using anchor boxes at each location.

The classier gives the probability with which each anchor shows an object and the regressor gives

the anchor box offsets.

2.0.3 Finding Tiny Faces [2]

This detection algorithm studies three aspects to solve the problem of detecting small faces in an

image: the role of scale invariance, image resolution and contextual reasoning.
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Figure 2.2: The above figure shows the detection pipeline of Faster R-CNN. The region proposal network
computes the region proposals from the feature map of the last convolutional layer. [7]

Scale Invariance

The authors explain the advantage of using different template sizes. Small template sizes can

effectively detect small faces in an image while larger templates can use the detailed features to

improve detection accuracy. In order to maximize these benets, they train different detectors

for the various corresponding scales. To account for the inefficiency of this approach, they use

multi-task learning.

Image Resolution

While exploring various methods to efficiently detect small faces, the authors nd that training a

template whose size differs from the target object to be detected and changing the size of the

images during testing boosts performance. For example, training a medium template (50x40)

on small faces (25x20) and using the template on a 2X upsampled test image. The same

principle holds true for the reverse case of using a medium template for training large faces and

downsampling the test image. However, the former case shows a higher boost in performance.

Contextual Reasoning

Another discovery that helped further boost performance in detecting small faces is the role of

context. By treating detection as a binary heatmap prediction problem and using a Residual

Network (ResNet) to extract multi-scale features, it is found that implementing a loose receptive

eld (a template with larger size than the target) enhances detection performance of small and

large faces. Again, this improvement is more prominent for small faces than for large faces.
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Figure 2.3: The above figure shows the detection pipeline for Finding Tiny Faces. The final output is
formed from the results of each CNN. [2]

Architecture:

Figure 2.3 shows the detection pipeline used. The final algorithm creates a 3-level image pyramid

(2X upsampled and downsampled spaces) and feeds them to three shared but separate CNNs that

calculate the desired features in a multi-task fashion by making use of features from many layers

of the network and give template responses. Finally, non-maximum suppression (NMS) is used

to merge the nal results to the original resolution. CNNs that are tested with the ResNet-101

give the best results.

2.0.4 Multi-task Cascaded CNN [3]

Multi-task cascaded CNNs (MTCNN) utilize the inherent correlation between face detection and

face alignment to build a robust model. The authors propose a cascaded CNNs based model for

joint face detection and alignment.

Initially, the input image is resized to multiple scales to build an image pyramid. This pyramid

is passed to the following three-staged cascaded model as shown in figure 2.4:

• A Proposal network (P-Net) returns the candidate regions and the bounding box values

which undergo nonmaximum suppression to merge overlapping regions.

• The output of the proposal network is passed to a rene network (R-Net) which further

rejects false candidate regions and performs non-maximum suppression again.

• The output of the rene network is nally passed to an output network (O-Net) which is

similar to the refine network and gives a detailed set of candidate regions. However, it also

7



Figure 2.4: The P-Net, R-Net and O-Net architecture in MTCNN. ”MP” means max pooling and ”Conv”
means convolution. [3]

calculates the ve facial landmark positions (2 for the eyes, 1 for the nose and 2 for the ends

of the mouth) for each calculated region.

The authors compared the results of training a model with the P-Net and the R-Net but without

joint face detection and alignment and another model that jointly used the tasks. It is found

that the model that performed the tasks jointly, yielded better outputs for classification and

landmark localization.

2.0.5 Hyperface [4]

This algorithm jointly performs the tasks of: face detection, landmark localization, pose estimation

and gender recognition. Like MTCNN, this algorithm uses the synergy among the tasks to boost

performance. The algorithm consists of three stages:

• Region proposals are generated from the given image.

• A CNN takes in these resized candidate regions and performs binary classification (face or

non-face). If a region is classified as a face, it further provides the landmark points, pose

and gender values.

• The third step uses non-maximum suppression to boost detection and the other tasks.

The authors find that the best results are obtained when the tasks are learned simultaneously.

Since the CNN captures features hierarchically, features from multiple intermediate layers of
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Figure 2.5: The architecture of the S3FD detector. [9]

the network are fused using a separate CNN. The output of these layers are concatenated to a

feature map which is further pooled to reduce dimensionality. Finally a fully-connected layer is

added and is split to branches that correspond to each of the tasks.

2.0.6 Single Shot Scale-Invariant Face Detector [9]

A face detector that aims to solve the problem of anchorbased detectors for the case of very

small faces. The problem with small faces in anchor-based detectors are brought about by the

few features for small faces, the mismatch of receptive fields and anchor scale to the faces and

the number of negative anchors for tiny faces. Figure 2.5 shows the architecture of S3FD.

Method and Architecture

They use two concepts to scale anchors and make detecting small faces robust: effective reception

field and equal proportion interval principle.

• Effective receptive field: Not all the pixels of the theoretical receptive field inuence the

output equally. The center pixels have more inuence than the surrounding pixels. This is

called the effective receptive field. This concept makes sure that the anchor is smaller than

the theoretical receptive field and matches the effective receptive field.

• Equal proportion interval principle: This principle guarantees that different scales of anchor

have the same density on image, so that various scales of face can match the number of

anchors.

The architecture consists of:

9



Figure 2.6: The pipeline of the G-CNN object detector. The red rectangle represents the target object
and the blue rectangle is the bounding box in the current iteration. [10]

• Base Convolutional Layers: to form the basic feature maps.

• Extra Convolutional Layers: to form the multi-scale feature maps.

• Detection Convolutional Layers: to predict detections using different scales of anchors.

• Normalization Layers: to rescale detection layers using L2 normalization.

• Prediction Layers: to predict the coordinates for each anchor and its max-out background

label.

• Multi-task Loss Layer: implements a simple softmax loss for classification and a L1 loss for

regression.

S3FD shows state-of-the-art performance for all common face detection benchmarks.

2.0.7 G-CNN: An Iterative Grid-Based Object Detector [10]

This is an efficient object detection algorithm that is similar to Fast-RCNN but omits the proposal

step completely because of which, it is faster but at the same time, manages to give similar

measures of accuracy.

Figure 2.6 shows the pipeline of the G-CNN algorithm.

Method and Architecture

G-CNN starts with a fixed multi-scale spatial pyramid of boxes and defines the goal of detection

as the iterative but non-linear search in the space of all possible bounding boxes. In each iterative

step, the algorithm moves the bounding box towards the target object while also classifying the

object.
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Figure 2.7: The architecture of a dense net with three dense blocks. [11]

• A CNN is trained to move and scale a grid of bounding boxes towards objects of interest.

The CNN can be of any standard type like AlexNet or VGG.

• A spatial region of interest (ROI) pooling layer is added after the convolutional layers. It

is responsible for computing the feature of a given box by pooling the global features that

lie inside the ROI.

• The ROI pooling layer is followed by a fully-connected layer that outputs an N-dimensional

vector, where N is the number of classes.

• The last component of the network is a linear regressor that outputs the scale and change

in location of the current bounding box.

G-CNN is found to be 5X times faster than Fast-RCNN and achieves comparable accuracies in

detection.

2.0.8 Densely Connected Convolutional Neural Networks (DenseNet) [11]

As CNNs for object recognition become increasingly deep and accurate, it brings some problems

such as the reduction in the efficiency of training, significantly increase the number of parameters,

and most importantly it worsens the vanishing gradient problem: the information about the

input can vanish by the time it passes through a large number of layers and reaches the end. The

key to solve these problems was to make the connections between the layers closer to the input

and output shorter. Although many recent works have tried to mitigate this problem, DenseNet

does so the best by embracing the previously mentioned key by connecting each layer to every

other in a feed-forward fashion.

Architecture

Dense connectivity: Traditional CNNs connect the output of the lth layer to the input of

the l+1th layer. This gives rise to the following layer transition: equation 2.4.

xl = Hl(xl−1) (2.4)

The main principle of DenseNets is the modification of the above method to this: the output

of all layers preceding the l+1th layer is given as its input. Precisely, the l+1th layer receives

as input the concatenation of feature maps produced in layers 0, 1, 2, ..., l: equation 2.5. Each
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dense block consists of this connectivity.

xl = Hl([x0, x1, ..., xl−1]) (2.5)

The paper defines H as a composite function of Batch Normalization, Rectified Linear Unit and

a 3x3 convolution.

Between each dense block, there is a transition layer, which consists of convolution and pooling

operation to downsample the feature representations created by the blocks. This improves the

compactness of the model. Figure 2.7 shows the overall architecture of a DenseNet with three

dense blocks.

Experiments show that DenseNets train significantly more efficiently and obtains significant

improvements over multiple state-of-the-art architectures in performance while requiring less

computation. Most importantly, it reduces the vanishing gradient problem and strengthens

feature propagation.
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Chapter 3

Proposed Near-Infrared Dataset

For applications such as outdoor and semi-outdoor video surveillance, there is a need to address

variable lighting conditions, particularly when there is minimal light - like during the night. One

way to address this problem is to equip the capturing camera with a visible light to shine on the

region of interest. However, for applications like security of valuable goods or military verification

of entering personnel, we would not want the subjects to be aware of a detection system. To

solve this problem, we have to shift the capturing process to another spectrum, particularly, one

that is invisible to the human eye. One such spectrum that is widely used is the near-infrared

spectrum. The Near-infrared spectrum (NIR) applications use the region of the electromagnetic

spectrum from 780 nm to 2500 nm.

As mentioned earlier, one of the reasons state-of-the-art detectors dont perform well for images

in other spectra like near-infrared is because of the lack of a dataset with images having uncon-

strained faces, and with a sufficient amount of annotated images in those spectra. This chapter

explains the near-infrared dataset that was created as part of this research, which can be used to

train detectors and improve their performance on near-infrared spectrum images. It includes

the details of procedure of capture such as: location, time of day etc. and other dataset specific

details that explain why the dataset consists of the type of images that it does.

3.0.1 Dataset description

The proposed dataset consists of 25,000 digital images captured in the NIR spectrum with up

to 30 subjects per image taken at different points in 4 locations in the IIITD campus with the

consent of the people in the captured areas. Out of all the images, 13,000 images are completely

annotated (boundaries for all faces in them are recorded as ground truth values), while the rest

can be used for testing purposes. Figure 3.1 presents some sample images from the dataset.
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Figure 3.1: Sample images from the proposed NIR dataset taken at different locations.

14



Devices Used

A GO-5000-M-USB Camera with a near-infrared filter that only captures near-infrared wave-

lengths was used to record near-infrared videos of subjects in the area. For configuring camera

settings, the camera is connected to a computer and the JAI control tool wizard is used. Some

settings in the control tool to note are:

• Gain Auto and Exposure Auto are set to Continuous to improve quality of captured videos.

• The acquisition frame rate is set to 60 frames per second. Therefore, 60 images is stored

for every second of video recording.

Advanced Illumination RL113-850IC Illuminator is used to emit near-infrared light onto the

region of interest including the subjects. It has a range of 4 meters.

Acquisition Setup

The camera is mounted on a tripod and set up at a crowded location to capture videos of subjects

going about their day-today activities. These videos are further split into frames/images (500

images per video). This method of acquisition allowed to capture images in the near-infrared

spectrum that mimic the conditions of a realistic video surveillance setting.

Properties of the dataset

While creating this dataset, features that were not present in current publicly available NIR

detection datasets were sought after. These include all the unconstrained conditions: variation

in setting, poses, crowd, illumination, and occlusion.

Setting: As the camera and illuminator required a power source, the dataset consists of im-

ages taken at indoor locations. The dataset was completely captured in the IIITD campus.

The locations covered were: Boys Common Room, Institute Mess, Library, and Hostel Room.

The camera was placed at different points at each location to cover different subjects, lighting, etc.

Poses: As mentioned earlier, some detection systems that will be used for security purposes will

not want the subject(s) to be aware of one. Hence, the unaware subject(s) will mostly not look

at the capturing camera. In order for the detection systems to be robust for such applications, it

must be ready for multiple poses of the subjects.

During the capture of videos for this dataset, the subjects were notified of the video capture but

were asked to go about their day as usual. As a result, images with various random poses that

mimicked the real-life surveillance scenario were obtained. But for the purpose of completion, a

very small subset of the dataset also contains frontal poses.

15



Occlusion: As the subjects were told to go about their usual activities, some of them were

occluded (sometimes completely) by either other subjects or other objects.

Crowd: One main feature that available NIR detection datasets lacked was the presence of

multiple subjects in one image. This dataset overcomes this absence with a large amount of

images with crowd by capturing videos at locations like library and mess during peak hours.

Illumination: The videos were captured at different times of the day morning and evening.

Also, the illuminator only has a range of 4 meters. Therefore, there was a large variation in

illumination among subjects. The presence of dimly illuminated faces further improves the

robustness and practicality of the dataset.

16



Chapter 4

Performances of Current

State-Of-The-Art Face Detectors

In order to find areas of improvement, we need to find where current state-of-the-art detectors are

wanting. The performance of state-of-the-art detectors on benchmark face datasets are already

available. This section also collects the performances of said face detectors on some more datasets

that contain unconstrained conditions. It also analyzes the strengths and weaknesses of the

state-of-the-art detectors. The detectors considered are: Tiny Face [2], Single Shot Scale Invariant

Face Detector (S3FD) [9], Viola Jones [1], and Multi-Task Cascaded CNNs (MTCNN) [3].

4.0.1 Datasets considered

Benchmark Datasets

WIDER FACE [12]: This is a face detection benchmark dataset that has 32,203 images with

high variability in scale, pose and occlusion. The database is split into training (40%), validation

(10%) and testing set (50%). The images and annotations of training and validation are available

online.

Face Detection Dataset and Benchmark (FDDB) [16]: This is a dataset of face re-

gions designed to study the problem of face detection. It contains annotations for 5171 faces for

a set of 2845 images.

More Datasets:

CrowdFaceDB: Disguised Faces in the Wild (DFW) [15]: It is a face recognition dataset that

has frontal faces with disguises like masks and false beards. It consists of 1000 subjects and

11,157 images.
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Proposed NIR Dataset: The NIR dataset created as part of this research (Covered in Chapter

3). It contains 25,000 unconstrained (variation in poses, crowd, occlusion, illumination, etc.)

images of subjects in the near-infrared spectrum.

Cross-Spectral Cross-Resolution Video Database (CSCRV) [8]: This dataset was cre-

ated to benchmark face recognition algorithms and contains both visible and near-infrared images

of subjects taken at a distance of 0 to 10 meters from the camera. It consists of a total of 40,950

frames and 68,410 detected faces. The presence of shadows, blur and non-frontal faces make this

a challenging dataset.

Long Distance Heterogeneous Face Database (LDHF) [17]: This dataset was created for

long distance face recognition and contains a total of 800 images of single subjects at distances of

1m, 60m, 100m, and 150m from the camera in both visible and near infrared spectra (400 each).

KaspAROV Dataset [19]: Another dataset for face recognition in surveillance that consists

of images of 108 male and female subjects taken from videos collected from the Microsoft Kinect

in realistic surveillance-like conditions. It has a total of 432 videos and 117,831 frames.

The results are summarized in tables 4.1, 4.2, 4.3, and 4.4.
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Table 4.1

Tiny Faces

Dataset True Positive Rate (%) False Positive Rate (%) Average Time (s)

WIDER FACE 96.5 1.7 49

FDDB 98.9 1.1 49

CrowdFaceDB 98.6 1.4 47

DFW 99.5 1.1 52

NIR 91.7 2.3 50

CSCRV 97.7 1.6 52

LDHF 99.1 0.9 54

KaspAROV 97.5 2.2 50

Table 4.2

S3FD

Dataset True Positive Rate (%) False Positive Rate (%) Average Time (s)

WIDER FACE 94.2 2.3 8

FDDB 97.1 1.7 9

CrowdFaceDB 97.7 1.9 7

DFW 98.7 1.7 9

NIR 89.2 3.1 10

CSCRV 95.7 1.2 11

LDHF 98.4 1.0 11

KaspAROV 96.9 1.5 10

Table 4.3

MTCNN

Dataset True Positive Rate (%) False Positive Rate (%) Average Time (s)

WIDER FACE 85.6 3.2 7.5

FDDB 93.1 2.7 8

CrowdFaceDB 94.3 3.1 7

DFW 94.1 4.2 9

NIR 83.2 4.0 8

CSCRV 90.1 1.4 9

LDHF 97.8 2.4 10

KaspAROV 91.6 1.5 10

Table 4.4

Viola Jones

Dataset True Positive Rate (%) False Positive Rate (%) Average Time (s)

WIDER FACE 35.7 3.9 12

FDDB 54.6 2.3 12

CrowdFaceDB 56.9 2.0 14

DFW 68.5 3.4 17

NIR 41.7 4.3 17

CSCRV 51.2 2.8 12

LDHF 73.9 2.5 14

KaspAROV 43.8 2.4 11
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Figure 4.1: Sample fail cases of running the Tiny Faces detector on the CSCRV test set. The top row shows
three consecutive frames of a video in the NIR spectrum and the bottom row shows three consecutive
frames of a video in the visible spectrum. Each row shows the discontinuity of detecting the face in a
video. Tiny Faces doesnt detect the face in the second frame in both cases.

4.0.2 Analysis

The weaknesses of each detector has been identified by inspecting the cases where they fail. As is

clear from the tables, no state-of-the-art detector performs well for all unconstrained cases. Also,

most of the detectors have not optimized the accuracy vs speed tradeoff. The S3FD detector is the

only detector that has a reasonable accuracy vs speed tradeoff, although it doesnt perform quite

as well as the Tiny Faces detector in accuracy. S3FD performs well for cases of occlusion, small

faces and bad illumination but fails for blur, poses, and near-infrared images. MTCNN comes

next with respect to overall performance. It detects faces having high variance in poses with ease,

but again fails for cases of near-infrared and occlusion. It is slightly faster than S3FD but lacking

in accuracy by a decent amount. The worst detector in terms of accuracy is the Viola-Jones

detector. As a feature-based detector, it is unable to deal with difficult cases like occlusion,

dull lighting, extremely small faces, and blur. The Haar-features would fail to detect a face in

such scenarios. But the Viola-Jones detector works well for frontal faces even in the NIR spectrum.

In terms of performance, the Tiny Faces detector outperforms all the other state-of-the-art

detectors. It is able to detect faces for most of the unconstrained conditions like pose, crowd, blur,

and even occlusion but with difficulty in cases of faces in dull lighting. But this great accuracy

comes at a price in speed: it is the slowest of all of the aforementioned detectors, especially for

high resolution images. This is because the Tiny Faces algorithm creates an image pyramid

(a stack of different scales of the same image) by first recreating the image at different scales

(2x, 1.4x, 1x, 0.5x, 0.25x, 0.125x), passing each scaled image as input to the architecture and

combining each of the results (using non-maximum suppression). The total time taken by the
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detector is worse for high resolution images because they contain more information. This makes

it inappropriate for real-time applications like detection during surveillance.

One peculiar property that was noticed with the Tiny Faces detector was that there seemed to

be a discontinuity in detecting unconstrained faces in the frames of a video. Figure 4.1 shows

this phenomenon. This defect could be solved by building an architecture that has memory over

its inputs and outputs. Such architectures are explored in the next Chapter.
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Chapter 5

Approaches, Proposed Face Detector

Architectures and Results

This chapter discusses the face detection algorithms that were created during the course of this

research. The algorithms created were inspired by existing work in the field and have made use

of important concepts that were discussed in Chapter 2. Each new algorithm created improves

upon the shortcomings of the previous one, all while keeping in mind the accuracy and speed

tradeoff. In the next section, the results of the performances of these algorithms is compared to

state-of-the-art detection methods.

5.0.1 A Simple CNN model with Transfer Learning

The sole purpose of this method was to see the effectiveness of the proposed NIR dataset (Chapter

3). The CNN model is described below. It consists of:

• 5 convolutional layers

• 2 max pool layers

• 1 fully connected layer

• 1 softmax layer that outputs the nal value of the network.

Training

The model is trained on the Face Detection Dataset and Benchmark (FDDB), which is a popular

and widely used face detection dataset that is available online (refer to Chapter 4). It was trained

on this dataset for 250 epochs.
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Figure 5.1: The left image shows the result of running on the simple face detector before transfer learning.
No faces were detected. The right image shows the result of the same image running on the simple face
detector after transfer learning. Better results are obtained after transfer learning.

Table 5.1: Results of the simple CNN model on the NIR dataset before and after transfer learning

Before Transfer Learning After Transfer Learning

True Positive Rate (%) False Positive Rate (%) True Positive Rate (%) False Positive Rate (%)

11 7.4 53.3 4.2

Transfer Learning

The type of transfer learning technique implemented is one in which the new dataset (in this

case, our NIR dataset) is passed through the entire network. This process ne-tunes the existing

weights of the network to help it adapt to solve problems for data similar to that in the new

dataset. The 13,000 annotated images of the NIR dataset is passed though the network and a

new model is created. The old and new models are tested on the test images of the proposed

dataset. While the old model was almost always unable to detect faces, the new model shows

a decent improvement in detection capability for faces in NIR images. Figure 5.1 shows one

such image. These results are shown in Table 5.1. Although, the detection accuracies are not

state-of-the-art, it is found that the detector performs significantly better than before transfer

learning on NIR images.

5.0.2 A G-CNN + LSTM Model

The motivation for this algorithm was the inconsistency in detecting faces in successive frames of

a video. As discussed (Chapter 4), even state-of-the-art detectors like Tiny Faces fails to detect

the same face in the successive frames, especially in unconstrained conditions.

In order to tackle this problem, we needed a mechanism that possessed memory of past inputs

and outputs and could use it to increase the chances of detection of a previously detected face in

a previously input frame. Recurrent Neural Networks (RNNs) seemed to be the natural choice
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for solving this problem, because they do exactly this. It has an internal memory that enables it

to predict what is coming next and makes it ideal for solving problems that involve sequential

data, like speech, text, and audio. We are interested in the case of input video, where it can be

broken down into consecutive frames.

The internal memory is created using a simple modification in the architecture: by passing

information in loops unlike in feed-forward neural networks where there is no loop. RNNs assign

weight matrices to the current as well as the previous input and tweak weights for both of them

with backpropagation through time.

Training a recurrent neural network can be viewed as training a sequence of feed-forward

neural networks. When you unroll the RNN, you get a feed-forward neural network at each

time step, where information is passed. The forward propagation is used to calculate the error

between the obtained value and true value during training. Backpropagation calculates the partial

derivatives of the error with respect to the weights. Finally, an iterative minimization method

like gradient descent uses these derivatives to modify the weights so as to minimize the error.

The only addition to backpropagation for RNNs is that backpropagation is done for each time step.

But RNNs pose one problem: the problem of long-term dependencies. That is, RNNs in

practice are found to be inefficient when it comes to applications requiring more context or

information from far in the past. This is when the gap between when the required information is

seen and when it is needed is large. Fortunately, a special kind of RNN called the Long Short

Term Memory was designed to overcome this very problem.

Long Short Term Memory (LSTM)

LSTMs are a variant of RNNs designed to overcome the problem of long-term dependencies in

RNNs ie: LSTMs can remember information for much longer periods of time than RNNs because

they learn to selectively remember and forget information. LSTMs are generally comprised of

cells which transfer two states: the cell state and the hidden state. The cells remember and manip-

ulate information through three types of gates: the input gate, the forget gate and the output gate.

1) The Input Gate: This gate is responsible for adding only important and non-redundant

information to a cell state. It consists of regulation of incoming information using a sigmoid

function. And creating a vector of all possible values that can be added to the cell state using a

tanh function. This vector is multiplied with the regulatory lter.

2) The Forget Gate: This gate is responsible for learning when to remove information

from the cell state. The less important information is removed by multiplying a lter. It consists

of a sigmoid function that is applied to the output of the previous cell and the current input and

decides whether to forget or to remember the information.
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Figure 5.2: The structure of an LSTM cell. The forget gate, the input gate and the output gate are
represented respectively from left to right.

Table 5.2: Results of GCNN with and without the LSTM

Network Type Dataset True Positive Rate (%) False Positive Rate (%) Avg. Time Taken (s)

Without LSTM KaspAROV 85.3 3 14
NIR 79.1 3.8 16

With LSTM KaspAROV 75.2 2.5 7
NIR 70.2 3 9

3) The Output Gate: This gate selectively learns to output the necessary information from a

cell state. It works like the input gate, where the data to be output is regulated via a sigmoid

function and multiplied to vector created by a tanh function. Figure 5.2 shows the structure of

an LSTM cell used in the algorithm.

By using the robust GCNN architecture (covered in Chapter 2), and combining it with the

memory of an LSTM, a new architecture is created in this research for faster and more continuous

face detection in videos. The architecture is explained below: The architecture of the network is

similar to that of G-CNN.

• A simple CNN consisting of 4 convolutional layers and 2 max pool layers to move a grid of

boxes towards faces.

• A region of interest pooling layer is applied after the CNN to pool the features.

• An LSTM is added after the ROI pooling layer. The previous prediction and the current

output of the ROI layer are taken as the inputs to the LSTM network with a soft max

classier at the end.

• The last part is the same as in G-CNN: a fully-connected layer and a linear regressor.
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Table 5.3: Results of S3FD on some datasets

Dataset True Positive Rate (%) False Positive Rate (%) Avg. Time Taken (s)

KaspAROV 96.9 1.5 10

NIR 89.2 3.1 10

Training and Testing

The network is trained using the Face Detection Dataset and Benchmark (FDDB) as well as a

random collection of 5000 annotated images from KaspAROV, the proposed NIR dataset and

the CSCRV dataset over 1,700 epochs. The detector is finally tested with and without the aid of

the LSTM on the KaspAROV and the proposed NIR datasets. The results are shown in Table

5.2. The result of running S3FD in the KaspArov and NIR dataset are shown in Table 5.3 again

for reference.

Seeing tables 5.2 and 5.3, we can see that combining the GCNN architecture with an LSTM

significantly improves the speed of detection, bringing it to be comparable to the S3FD detector,

but comes with a drop in true positive rate. Apart from the speed improvement, the LSTM

architecture also reduces the false positive rate.

Although LSTMs overcome the main problem in RNNs: long-term dependencies, it does not

solve it completely. Moreover, it was observed that LSTMs have problems of their own. During

training and testing, it was found that the LSTM part on its own was slower than the regular

activation functions like sigmoid or rectified linear unit. Also, LSTM introduces a hindrance to

the overall propagation of features across the neural network because of its recursive structure,

as is evident in the increased training time. Therefore, we need an architecture that improves

spreading of features and the robustness of a deep neural network to improve detection accuracy

and at the same time reduce the problem of vanishing gradients and ensure the architecture is

compact enough to yield quick results. This is the motivation for the next architecture.

5.0.3 A DenseNet 121 Model

This architecture is a version of the general DenseNet CNN architecture discussed in Chapter

2. As explained earlier, DenseNets are a CNN architecture that have dense blocks where each

layer receives the feature maps of all previous layers as input. This combines the strengths of

an LSTM by enhancing connectivity from layers close to the input to those close to the output,

and also retains the properties of a deep CNN architecture to learn more complex features

from images in one compact model. Also, the dense connections provides for efficient train-

ing and fast testing, thus creating a model that considers both the accuracy and speed of detection.

Initially, the performances of densenets with different depths and number of dense blocks

were compared and a tradeoff between detection accuracy and speed of detection was considered.

In the end, the DenseNet 121 model was chosen as it proved to have the best tradeoff. Densenets

26



Figure 5.3: The architecture of the densenet 121 detector. It has four dense blocks along with three
transitional layers, one pooling layer, and one classification layer.

that were deeper than DenseNet 121 took much more detection time for a trivial improvement in

accuracy. And less deep architectures had a significant drop in accuracy. The architecture is

called DenseNet 121 because 121 is the depth of the model which can be computed as follows:

1 (convolutional + pooling layer) + 3 (transitional layers) + 1 (classification layer) + 12

(convolutional layers in the first dense block) + 24 (convolutional layers in the second dense

block) + 48 (convolutional layers in the third dense block) + 32 (convolutional layers in the

fourth dense block).

The architecture is shown in Figure 5.3.

Training and Fine-Tuning

The model is trained on the WIDER FACE train set. The dataset is described in Chapter 4. A

model of DenseNet 121 that is pre-trained on the ImageNet dataset is used. This is because it is

found to give better overall detection accuracy than using a tabula-rasa model. In order to make

the model more robustly detect faces in unconstrained conditions, it is fine-tuned using some

methods which are discussed below.

Fine-tuning Methods Used

This subsection discusses the various data augmentation and fine-tuning experiments performed

to improve overall performance of the detector for unconstrained conditions. It is found that it is

sufficient to tune just the final dense block of the model to improve performance. The earlier

dense blocks are found to contain more generic features for face detection and training them as

well caused overfitting problems (the datasets used for augmentation are smaller than the size of
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Figure 5.4: Sample images from the head pose dataset after adjusting contrast and brightness.

ImageNet).

Poses and Illumination

For fine-tuning the model to make it robust for poses, the Head Pose Image Dataset [13] from an

ICPR workshop was used. It contains 25 subjects with 93 poses per subject from -90 to +90 in

horizontal and vertical angles (2325 total images) of size 384 x 288. For strengthening the model

for illumination, the images from the dataset were further augmented using image processing.

The images from the dataset were transformed by randomly assigning them twenty brightness

and contrast values from a particular range of respective values. Then three images were chosen

from those twenty images such that the resulting images had dim and dull, to moderately bright

faces. Some sample images are shown in figure 5.4.

A total of 6975 images were obtained after augmentation and these were passed to the last dense

block (fourth). The results show that the fine-tuning lead to a decent improvement in detection

performance (an increase of approximately 6% in true positive rate and drop of close to 3% in

false positive rate due to these fine-tuning alone for the WIDER FACE test set).

Near-infrared Images

Further fine-tuning of the model is done for near-infrared to make the model account for that

spectrum of images. As discussed earlier, this would be useful for night-time surveillance and

scenarios where you wouldnt want the subjects to know the existence of a detection system

by showering the scene with visible light. This fine-tuning further increases the universality of

the face detector model. The model is fine-tuned by passing 1200 near-infrared images from
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the proposed dataset into the final dense block. The operation boosts performance in the

near-infrared spectrum (increase in true positive rate by 15% and decrease in false positive rate

by 4% for the proposed near-infrared test set for this fine-tuning alone).

Resolution

To mitigate the cases of low resolution and tiny faces, further data augmentation was done

by gathering a set of images randomly from both the ICPR head pose dataset as well as the

proposed NIR train set. A total of 1000 images (500 from each) were collected from these datasets

and then scaled at 0.66x, 0.5x, and 0.4x and passed to the last dense block of the model. A

comparison of the model before and after fine-tuning for resolution shows good improvements in

detecting small faces than before (An increase in 3% of true positive rate and a drop of false

positive rate by 2%).

The final results of the densenet face detector model after training, and fine-tuning are shown

in table 5.4 below for: CrowdFaceDB, WIDER FACE, DFW, and the proposed NIR datasets

(discussed in Chapter 4). The results of S3FD and Tiny Faces on these datasets (Chapter 4) are

shown in tables 5.5 and 5.6 for reference.

The DenseNet 121 detector beats many of the state-of-the-art detectors in Chapter 4 in detection

rates and speed. It is able to detect unconstrained faces but gives slightly less detection accuracy

than S3FD. Nevertheless, it easily beats the Tiny Faces detector in speed and is also slightly

faster than S3FD.
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Table 5.4: Results of DenseNet 121

Dataset True Positive Rate (%) False Positive Rate (%) Avg. Time Taken (s)

WIDER FACE 89.84 3.2 7

CrowdFaceDB 93.9 2.2 5

DFW 95 2.2 9

NIR 87.1 3.1 8

Table 5.5: Results of S3FD

Dataset True Positive Rate (%) False Positive Rate (%) Avg. Time Taken (s)

WIDER FACE 94.2 2.3 8

CrowdFaceDB 97.7 1.9 7

DFW 98.7 1.7 9

NIR 89.2 3.1 10

Table 5.6: Results of Tiny Faces

Dataset True Positive Rate (%) False Positive Rate (%) Avg. Time Taken (s)

WIDER FACE 96.5 1.7 49

CrowdFaceDB 98.6 1.4 47

DFW 99.5 1.1 52

NIR 91.7 2.3 50
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Chapter 6

Conclusion

This research gives an overview of the strengths and weaknesses of current state-of-the-art

face detectors, presents a versatile near-infrared spectrum dataset having unconstrained faces

and shows the capacity of the dataset to improve detector accuracy for near-infrared images.

Furthermore, it explores the scopes of improvement in speed and continuity of detection for

real-time applications by using long short term memories with convolutional neural network

architectures. And finally, it overcomes the previous fallbacks and makes use of the earlier

conclusions to build a robust universal face detector using a densenet architecture that gives

great results as compared to other state-of-the-art detectors on some challenging benchmark face

datasets.
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